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Configuring a network is always difficult and error-prone because of low-level configuration languages and com-
plex routing mechanisms. Most network outages occur when network the configuration is updated. Thus, it is
important to proactively verify network configurations. Unfortunately, there are two practical obstacles that in-
hibit the performance of existing configuration verification tools: (i) Lack of knowledge. Network users often do
not know which input verification queries need to be verified. (ii) Limited scalability. Even the state-of-the-art
tool (i.e., Minesweeper [1]) takes approximately 500 seconds to complete a single reachability query for a net-
work with tens of routers. Considering the total number of queries that must be verified, real networks often
make such techniques impractical. In this paper, we propose NUV, a framework for performing network config-
uration update verification. NUV outputs verification queries for only the endpoints whose forwarding behavior
has changed under the updated network configuration. Based on the network forwarding model, NUV infers the
potential traffic impact and eliminates endpoints whose forwarding behavior is equivalent in both the original
network configuration and the updated configuration. The NUV outputs can be used as input to a rich collection
of existing configuration verification tools. Evaluations on a series of benchmark networks show that NUV can
solve the lack of knowledge problem, and it enables query verification to execute at speeds orders of magnitude

faster than existing tools; thus, it also improves verification scalability.

1. Introduction

Computer networks often depend on a variety of distributed rout-
ing protocols to determine how traffic gets forwarded to its destination.
The configurations on each router determine which protocol it can use,
which neighbor should be sent route advertisements, which advertise-
ments it should filter, and so on. To achieve user-customized policies
(e.g., “node A either can or cannot talk to node B. ”), configurations
must be designed and applied carefully. Unfortunately, due to the use of
low-level configuration languages and the complex relationships among
routing protocols and mechanisms, configuring networks is always diffi-
cult; consequently, configuration errors inevitably occur, some of which
can cause the network to violate user policies [2]. Specifically, most
network outages occur when the network configuration is updated. Ac-
cording to a survey of Alibaba’s network, configuration updates occur
frequently due to incident mitigation, network changes, new commer-
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cial requirements or security concerns. In general, configuration updates
may occur up to 2000 times per year, and more than 56% of network
incidents are caused by configuration updates [3]. Thus, a new config-
uration should be verified before it is applied to the network.

An increasing number of applications that address configuration ver-
ification and control plane bug-finding (e.g., Batfish [4], ARC [5], ERA
[6], and Minesweeper [1]) have been proposed. Through enhanced con-
figuration parsing techniques and semantic encoding of the network
control plane, these tools enable users to expose configuration errors
through reachability verification queries (e.g., “can traffic from node A
arrive at node B? ”), as well as a wide range of other common queries
expressible in terms of reachability relationships, such as loop-free for-
warding, bounded path length, or waypointing. However, there are two
obstacles that prohibit these tools from working well. (i) Lack of knowl-
edge. Reachability queries can be thought of intuitively as “who can
reach who”. According to a survey of network administrators [7], net-
work users often do not know which queries to use for verification; thus,
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a major impediment to these verification tools is determining which
queries to execute. Because of this lack of knowledge, administrators
may even perform all-pair reachability queries for the traffic from each
possible endpoint to every other possible endpoint in the network [1].
From our survey of many network operators managing a global scale
network of a large company or famous operator networks, even though
some operator experience-based heuristics can be used to rule out some
impacted traffic, the number of reachability queries to be verified can
still be enormous. (ii) Limited scalability. To date, some network data
plane verification tools, such as P-Rex [8], can perform fast verifica-
tion for a single reachability query in polynomial time. However, these
tools use router tables as input; thus, they cannot analyze reachability
and detect errors before new network configuration files are applied. In
contrast, network control plane verification tools analyze the network
configuration files and can perform verification proactively. However,
for a network with tens of routers, the state-of-the-art control plane ver-
ification tool (i.e., Minesweeper [1]) can require up to 500 seconds to
perform a single reachability query [9]—and it is well known that the
query verification time for the network control plane increases exponen-
tially with the size of the network [9]. Consequently, verification tasks
can easily become computationally expensive. Considering the total pos-
sible set of tasks (i.e., queries for near-all-pair queries), such techniques
are impractical in many real networks.

To address the above problems, in this paper, we propose a frame-
work named NUV based on the following observation. Configuration up-
dates are always incremental rather than reconstructive. Consequently,
only a few traffic events tend to be impacted because of configuration
updates, rather than all the network traffic. Specifically, users typically
want to make several changes to the existing configuration (e.g., updat-
ing access control lists (ACLs), adding static routes, updating route fil-
ters) rather than replacing the original configuration with a completely
new configuration. By performing queries only on the impacted traffic,
on the one hand, we are able to address the lack of knowledge question,
and on the other hand, we can improve poor scalability by reducing the
number of queries needed for the total verification task.

Consider the toy example in Fig. 1, where DCA and DCB have two in-
ternal routers (DCA_0 and DCA_1) and five routers (DCB_3 to DCB_7),
respectively, which run the border gateway protocol (BGP). Both DCA_1
and DC B_3 connect to the external neighbor W AN _2 via BGP. W AN 2
has several services hosted inside the prefixes 2.128.0.0/16. We now
update that configuration by adding a route map as2_to_asl on router
DC A_1 that applies the routes sent from its BGP neighbor W AN 2. The
configuration in Fig. 1 is broken into blocks of statements, i.e., configu-
ration snippets, and lines 13-18 are related to the route map as2_to_asl.
The route map denies route announcements for any prefix that matches
the first 16 bits of 2.128.0.0. Because announcements for (most) des-
tinations do not interact, only traffic whose destination (i.e., W AN 2)
matches the route map will be impacted. In such cases, the verification
task can be reduced to just seven queries for traffic (from other nodes
to W AN_2). In contrast, without knowledge of the impacted traffic, we
would need to perform all-pair queries (each source to each destination)
in the network.

Based on the above observations, we derive queries for only the
traffic whose forwarding behavior has changed under the new config-
uration. To achieve this goal, we need to determine how configuration
updates impact traffic. For each traffic, we can check whether its for-
warding behavior in the new configuration is the same as that in the
original configuration; however, this task is challenging due to the fol-
lowing factors. (i) Complexity. Traffic forwarding behaviors are deter-
mined by all router configurations, including a variety of protocol stan-
dards (e.g., BGP, OSPF, ISIS), complex protocol intersections (e.g., route
redistribution), filters (e.g., route maps, ACLs) and so on. Different con-
figurations impact traffic forwarding in different ways; consequently, the
relationships between impacted traffic and updated configurations are
extremely complex. (ii) Scalability. Recomputing the forwarding behav-
ior for each traffic under a new configuration is intractable because it
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2.128.0.0/16
=

DCB 4

hostname DCA 1
interface Loopback0
ip address 70.0.17.0/32
interface Serial(
ip address 10.0.31.1/31
interface Seriall
ip address 10.0.14.0/31
router bgp 1
neighbor 10.0.31.0 remote-as 1
10 neighbor 10.0.31.0 send-community
11 neighbor 10.0.14.0 remote-as 2
12 neighbor 10.0.14.0 send-community
13 address-family ipv4
14 neighbor 10.0.14.0 route-map as2_to asl in
15 exit-address-family
16 ip prefix-list inbound_routes seq 5 deny 2.128.0.0/16
17 route-map as2_to_asl deny 1
18 match ip address prefix-list inbound routes

01N L AW~

o

Fig. 1. An example configuration update. The route map named as2_to_asl
is added on DCA_1 (lines 13-18) that denies route announcements sent from
W AN 2.

| Network configuration N | | Network configuration N‘|~"

| Impacted queries |
1
Batfish | |

| Minesweeper | | ARC ‘

Fig. 2. High-level vision of NUV.

involves too much computation (i.e., the global computation with the
network model.).

We propose a framework named NUV to address the above chal-
lenges. NUV outputs the impacted queries for a set of configuration up-
dates, which can act as guidance for other verification tools (e.g., Batfish
[4], ARC [5], ERA [6], and Minesweeper [1]). Fig. 2 shows a high-level
picture of our framework, NUV. The basic steps in NUV are as follows:
(i) Comparison. NUV compares the new configuration with the original
configuration to obtain detailed updated configuration snippets. (ii) In-
ference. It preliminarily infers the potential impacted traffic based on a
network instance that models the routing and forwarding behavior for
each pair of endpoints. Specifically, by inspecting the configuration fea-
tures and their effects on the route propagation process, NUV determines
the range of impacted traffic. (iii) Reduction. It reduces the potentially
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impacted traffic by removing items with equivalent forwarding behav-
iors. In summary, we make the following contributions.

» Determine the queries of the impacted traffic for configuration up-
dates based on the network instance model. To the best of our knowl-
edge, NUV is the first framework to determine queries for impacted
traffic.

We provide effective algorithms to preliminarily infer the impacted
traffic of the updated configuration by exploring the effect of con-
figuration snippets in the network model.

We propose a variety of conditions to locally validate the equiva-
lence of the forwarding behavior in the original and updated config-
uration for potential impacted traffic.

We implement the above framework and evaluate it with a series of
benchmark network configurations.

The remainder of this paper is organized as follows. Section 2 pro-
vides the definition of a network instance to facilitate subsequent pre-
sentation. Section 3 and Section 4 provide algorithms and conditions for
determining the queries of the impacted traffic. The implementation and
evaluation of NUV are provided in Section 5. Finally, Section 6 reviews
related works, and Section 7 concludes the article.

2. Network model

To capture the effects of configuration on traffic forwarding, we
introduce a network model and related preliminaries in this section.
Specifically, we define the network instance per each traffic in the net-
work to capture the effects of configuration on traffic forwarding. The
traffic forwarding path is formalized as a network instance solution.

We give the insight behind our approach before the details of the
network instance are described. For each traffic, our goal is to deter-
mine whether its forwarding behavior in the new configuration is the
same as that in the original configuration. Intuitively, we can compute
the forwarding behavior for the traffic with the original and updated
network configurations; then, by comparing the obtained forwarding
paths, we can determine whether the traffic is impacted. However, the
computation in this approach is as expensive as that of verifying the
corresponding query, which violates our goal of ruling out unimpacted
traffic to reduce the verification cost. In the computation involved in
verifying a single query, a network instance is constructed based on the
input network configuration and a reachability query. Then, the veri-
fication tool computes the detailed forwarding path corresponding to
the input query based on the network instance and returns the verifi-
cation results based on the forwarding path. Specifically, to obtain the
forwarding path, the tool performs global computation and handles pro-
tocol intersections on the possible paths based on the network instance.
The global computation is PSPACE-complete [1,6,10].

Based on the above considerations, we propose a set of conditions
that can be used to determine whether the traffic forwarding behavior
in an updated network instance is the same as or equivalent to that in
the original network instance. In this way, we do not need to perform
global computation to obtain detailed forwarding paths. These condi-
tions can be checked locally on changed topology or configuration snip-
pets. We formally prove these conditions; the related introduction is
elaborated in Section IV. If the network instance and its corresponding
updated network instance satisfy these conditions, their final traffic for-
warding behavior will be equivalent. Then, to determine whether the
traffic is impacted, we can check whether its updated instance satisfies
the local locations to avoid global computation. In fact, the approach
can be improved further. Intuitively, if we add a specific ACL, only traf-
fic matching the specific source and destination in the ACL configuration
construct will be impacted. Formally speaking, the addition of an ACL
does not impact other traffic network instances. It is determined by the
ACL configuration construct does not affect the final traffic forwarding
results of other traffic network instances. Therefore, we can analyze the
configuration snippets’ effects on network instances and preliminarily
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Table 1
Definitions for network instance.

Network instance N =(V, I, v, d, s, R, rq, w, n, <)

v nodes

1 ports

y VI - VI links

d Vi destination

s : Vi source

R, = Ru {1} route attributes or no attributes
Al = Avu {1} packet attributes or no attributes
Ty : R, initial route attribute

v : Rx VI — R  control plane transfer function
n : AxVl - A ACL function

< [« R xR selection function

infer the potential impacted traffic based on that analysis. Subsequently,
using local conditions, we can eliminate unimpacted traffic. We now de-
scribe the definition of network instance, as the analysis in the approach
above is based on the exploration of the network instance.

2.1. Network instance

We provide our intuition that underlies network instances. Intu-
itively, without considering the function of a network, network topol-
ogy is simply a graph in which the nodes are routers and the edges
are the links between these routers. The network’s control plane trans-
forms routing messages using a collection of router-local rules defined
by router configurations. Various routing protocols exist, and these pro-
tocols use different types of messages. For example, BGP messages in-
clude a destination prefix, an AS path, a local preference and so on.
We introduce the route attribute, which captures a set of attributes of
the routing messages exchanged by different protocols. The router-local
rules defined by these configurations can be factored into two generic
parts: (1) a control plane transfer function that transforms incoming and
outgoing route attributes; and (2) a comparison relation that selects the
best route attribute among the available route attributes to the same
destination prefix. Although the router-local rules determine how pack-
ets should be forwarded in the control plane, the actual data forwarding
behavior is impacted by ACLs, which can deny or permit traffic directly
on the data plane; therefore, we introduce the ACL function. Next, we
show the details of the terms used for network instances, and finally, we
use a toy example to illustrate a network instance.

As shown in Table 1, a network instance N j isatuple (V, Ly, d, s,
R, 14, v, n, <).

Definition (Graph): V, I and y define the network graph, where Vis a
set of nodes, V.I is the set of ports on those nodes, and y defines the link
connection relations between these ports. If v.i = y(v/.i/), a link exists
between port v'.i" and port v.i. Here, d and s represent the destination
and source ports, respectively, where d € V.I and s € V.I. In addition, we
use node(d) and node(s) to indicate the nodes to which the destination
port and source port belong.

Definition (Route attributes): We use R to describe a set of routing
message attributes exchanged by routing protocols on the control plane.
For example, r.lp represents the BGP local preference value, L denotes
the absence of a routing message, and ry represents the value of the
initial routing message advertised by destination d. For each network
instance, r.prefix and r.length are determined by the initial routing mes-
sage value at the destination.

Definition (Control plane transfer function): w: R x V.I — R is the
function that models how the routing attributes are modified between
routers. Given a port v.i (v.i € V.I) and the route attribute r (r € R) from
its neighbor y(v.i) across the link, the function determines which new
route attribute is received and processed at the current node v. Based on
the routers’ configurations, it encodes control plane operations based on
the routing attributes, including output filtering on the neighbor y(v.i),
the current node’s input filtering, route aggregation and so on. < is a
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Router y' Router v Router v Routery' Fig. 3. An example of a network instance solu-
v'ii'=y(vi) (r(vi,vi)) € fwds(v") tion.
o I : 1o
ro i i riSeee i ¥ a a |iii a
7@ ®! tion (@ < o— o o
In / out In/ bm2eii Out Out | out In
r=p" r=g(BO),vi) r= L) a=A(w) a=nAM"),vi) a=A("
(a) (b)
partial order of v used to select the best route attribute r out of a set of ry v = node(d)

route attributes to the same destination prefix. If route attribute r; <r,
then r; is more desirable. The partial order models the routing decision
procedure that compares route attributes using some combination of
the message fields in these attributes. Fig. 3(a) shows an example of
the transfer function y when processing the route attribute r, and we
elaborate on this function in Section 2.3.

Definition (Packet attributes): The network data plane takes as in-
put a packet on a port and may move the (possibly modified) packet to
another port based on the forwarding decision on each node. We use A
to represent the packet attributes passing from source s to destination d
on the data plane. A represents the values of various packet fields such
as the source IP, destination IP, MAC address and port number. Specif-
ically, a4 is the initial packet attribute at source s to reach destination
d.

Definition (ACL function): The actual data plane forwarding behav-
ior can also be restricted by the ACLs on each node. The ACL function
n is provided to model how ACLs impact traffic forwarding: n: A x V.I
— A. Given a port v.i and the packet attribute a from neighbor y(v.i)
across the link, if the packet attribute satisfies the match conditions of
ACL on neighbor y(v.i) or current node’s port v.i, the function modi-
fies and produces new packet attributes according to the action of the
ACL. Fig. 3(b) provides an example of the function # on processing the
attribute a.

The generality of the network instance not only helps model a wide
variety of routing protocols but also allows nonsensical behaviors. For
example, with the definition in Table 1, it allows that there is a port that
has a link to itself, while in a real network, there is no such a case. There-
fore, we need to add practical constraints for the definition of network
instances. A well-formed network instance satisfies the following con-
straints. (i) Self-loop-free. Vv.i. y(v.i) # v.i, v.i € V.I. This means that no
port has a link to itself.!. (ii) Nonspontaneous. Vv.i. n(L, v.i) - L,v.i€ V.I.
A node does not obtain a route from that neighbor if its neighbors have
no route to the destination (except static routing).

2.2. Network instance solution

We are now ready to formalize the network instance solution. The
control plane solution f: V — R encodes the final route attribute selected
to forward the traffic from source s to destination d. The data plane so-
lution A: V — A represents the final packet attribute on each node in the
network instance. Given the data plane solution, users can check a wide
range of network properties (e.g., reachability, black holes, forwarding
loops) using a set of verification queries.

Definition (Control plane solution): Solution g(v) is a route attribute
labeling that maps node v to a final route chosen for forwarding the
traffic.

1 Note that self-loop-free is different from another term, loop-free forwarding.
The loop-free forwarding property is typically referred to as a network property
that must be verified, which means that no packet should exist that would cause
a forwarding loop in the network.

pv)y=41 attry(v) = ¢
r € attr(v) that is optimal by < attr;(v) # ¢

attrg(v) = {r|(r, v.i, U/.i/) € choices(v)}

choices;(v) = {(r, v.i,v )0 = y(.i),r = y(BW), v.),r #1)

choicesﬁ(v) are the route choices available from neighbors. The val-
ues are not null if and only if some of their ports v.i possess link connec-
tions with other neighbor ports v .i', and the attribute r (r= w(ﬂ(v' ), v.i))
obtained by applying the transfer function y from the neighbor’s la-
bel ﬁ(u/) is not null. attr;(v) represents the attributes in the available
choices;(v) from the neighbors. For a solution f(v), there are three cases
to consider. (i) When the node is the destination d, f(v) is the initial
value of the route attribute ry. (ii) The value is L when no attributes
attry(v) are available from neighbors. (iii) The solution on node v is the
winner among attr,(v) by applying a selection process <.

fwdy(v) = {(v., v/.i/)l(r, v.i, U/.l'/) € choicesy(v), r = p(v)}

fwd(v) are the edges used to identify the best choice among the
neighbors.

As shown in Fig. 3(a), after ﬁ(u') goes out of node V' and into node V,
the route attribute at node V becomes v/(ﬂ(v' ), v.i). Considering that node
V can receive more than one route attribute for the same destination
prefix, < helps determine the best attribute as g(v).

Definition (Data plane solution): Solution A(v) is a traffic attribute
labeling that maps node v to the final forwarding packet attribute.

Aoy =4 % v = node(s)
)= {al|(a,v.i, v,.i/) € choices;(v)} v # node(s)

choices,; (v) = {(a, v.i, U,.i,)lv,.i/ = y(v.i), (U’.i,, v.i) € fwdﬂ(ur), a=
(A", v.i)}

choices,(v) are the forwarding choices available from its neighbors.
Wi, vi)e fwdﬂ(v/) are the edges used to learn the best route attribute
choice for the neighbor v'. These edges also imply the potential paths
used to forward traffic. To obtain choices,(v), we apply the function 5
on its neighbor’s label 4(v') based on the output filtering ACL of the
neighbor y(v.i) and the input filtering ACL of port v.i. For solution A(v),
if node v is the source node, it takes the initial value a,. Otherwise, it is
an attribute in the available choices;(v) among its neighbors.

1 v = node(s) or {v #
_ node(s), A(v) =1}
EWaA0) =1 rwd, (), (i, o la € Aw),

a#l,(a,v.i, v/.i/) € choices;(v)} v # node(s), A(v) #L

We use fwd;(node(d)) to denote the final traffic forwarding paths in
the network instance. For node(s), the packet has not been forwarded;
thus, fwd,(node(s)) is L. If the node is not the source but A(v) equals L, it
means that the packet has reached the current node; thus, fwd, (v) is also
1. Otherwise, edge (v.i, v’.i’) that forwards the best choice a (a € A1(v))
is added to the edge set fwd A(v/).
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r, = (Al.prefix,100,[])
(V) = configuration based

= (A.1.prefix,100,[])

If receives A.1.prefix
from B then Ip := 200

B(C) = (A.1.prefix,200,[ B, A])
fwd ,(C)=(C.1,B.2)

P(B) = (A.1.prefix,
100,[4])

n(V)= configuration based
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a, =(A4.11P,C.1.IP) Fig. 4. An example of network instance
N f_'ll. For routers B and C, the configuration-
based parts of the transfer function and the
ACL function are shown in the boxes.

A(A) = (A.1IP,C.1.IP)
fwd, (4) ={(C.1,B.2)
(B.1, A1)}

A(B) = (A.LIP,C.1.IP) A(C)=(A4.1IP,C.1.IP)
fwd, (B)={(C.1,B.2)} fwd,(C)=L

fwd,(B) = (B.1,4.1) ~attr,(C) = {(4.1 prefix,200,[ B,

If src = 4.1.1P, dst
= C.2.IP then block

A]), (4.1.prefix,100,[A])}

(a)

In Fig. 3(b), A(V) exits from node V' and arrives at node V. The
attribute at the incoming port of node V is n(A(W), v.i). If there is more
than one choice in A(v), then node v may forward the packet to multiple
neighbors.

Fig. 4 shows a toy example of a network instance A'{"!. The route
attribute r is simplified to (r.prefix, r.lp, r.path), where r.lp is the local
preference and r.path represents the AS path. The control plane transfer
function y(v) on each router is configuration based. In this network,
router C sets the local preference of the received routing message from
router B to 200. The control plane solution on each router g(v) is shown
in Fig. 4. Specifically, we show the values of attrﬂ(C), and for p(C), the
node in attrﬁ(C) with the highest local preference is the winner. The
ACL function n(v) is also configuration based. n(B) blocks traffic whose
source is C.2 and whose destination is A.1. For this network instance
.Nfll n(B) does not block the traffic from C.1 to A.1. The data plane
solution on each router A(v) is shown in the figure. The dotted and solid
arrows indicate the final routing and forwarding paths of this network
instance, respectively.

Network query: Users can check the reachability query for the spe-
cific traffic based on the data plane solution 4 of the corresponding net-
work instance Ng. Traffic from source s can reach destination d, if a
path fwd,(node(d)) (x;,x,,...,x,) exists where the network forwards
along the path using the traffic labels A(x,), A(x5), ..., A(x), x| = node(s)
and x, = node(d). For the toy example in Fig. 4, fwd,(A) is (C.1, B.2,
B.1, A.1); thus the reachability query (i.e., Can traffic from C.1 reaches
A.1?) will pass the verification test. Similarly, the bounded path length
query checks whether the final forwarding path is less than a certain
length m. Traffic from source s can reach destination d with a certain
length m, if a forwarding path fwd ,(node(d)) (x;, x5, ..., x;) exists where
x; = node(s) and x, = node(d), and whose path is less than m. Note that,
like other verification tools, after the forwarding behavior of the traffic
is well modeled and computed, given the data plane solution 4, NUV can
be used to verify the reachability query. However, NUV aims to address
the lack of knowledge problem and speed up the verification of network
configuration updates. NUV does not focus on verifying reachability or
performing any other queries; instead, it outputs the impacted queries
caused by the configuration updates.

2.3. Control plane transfer function

From the above introduction to a network instance, we know that
the control plane transfer function is configuration-based and that con-
figuration updates can impact the function. In this subsection, we show
how the various configurations impact the processing of route attributes
in the transfer function.

Algorithm 1 provides the subprocedures in the control plane trans-
fer function y, where cs in line 1 is the router configuration corre-
sponding to port v.i and its neighbor y(v.i). It consists of the follow-
ing steps. (i) Output filtering: Given the route attributes r of the current

(b)

Algorithm 1: Transfer Function w(r, v.i).

1 Suppose cs = (fo[.], fil.], cr[.], cal.], st[.]);

2 for i =1 to S1zE(fo[.]) do

3 if r.prefix matches fo[i].condition then
4

L r <UPDATE(r, fo[i].action) > Output filtering on y(v.i).
5 for i = 1 to S1ZE(fi[.]) do
6 if r.prefix matches fi[i].condition then
7 L r «UPDATE(r, fi[i].action) > Input filtering on v.i.
8 for i = 1 to S1zE(cr[.]) do
9 if r.proto equals cr[i].fromProto then
10 L r «<UPDATE(r, cr[i]) > Route redistribution.
11 for i = 1 to S1zE(cal.]) do
12 if r.prefix matches ca[i].perfix then
13 L r < UPDATE(r, ca[i]) > Route aggregation.
14 for i = 1 to S1zE(sr[.]) do
15 if r.prefix matches sr[i].prefix then
16 L r <UPDATE(r, st[i]) 1> Static routing.

node’s upstream neighbor, the output filters fo[.] (e.g., route map) on
its connected neighbor y(v.i) are applied to modify or drop the matched
route advertisements r according to its action fo[i].action (lines 2-4).
(ii) Input filtering: The input filters fi[.] on port v.i are similarly applied
to modify the incoming route attributes (lines 5-7). (iii) Route redistri-
bution: This step captures cross-protocol interactions if the r.proto at-
tribute is equal to the original protocol cr[i].fromProto of the redis-
tribution configuration cr[i] (lines 8-10). By default, it can work on
route attributes with any prefix. (iv) Route aggregation: This step is ap-
plied to announce a less-specific prefix that covers many, more-specific
prefixes (lines 11-13). An aggregate route in configuration is activated
only if the device receives an input route that is more specific than
the aggregate route cali].prefix. (v) Static route: If the prefix r.prefix
matches the prefix of static route sr[i].prefix, the static route takes
precedence over any dynamic routes computed by routing protocols
(lines 14-16).

When multiple available routes exist to the destination, the selection
function < determines best route for the prefix; the comparison relation
can utilize any protocol configurations proto[.] on the node, including
routing processes, routing adjacencies, link cost or any other protocol-
specific attributes. Specifically, if the routes belong to the same protocol,
the protocol is used to determine the best routing; otherwise, the route
with the lowest administrative distance (AD) value will be selected.

3. Network instance inferences

Given the above introduction, we know that if the data plane solu-
tion of the network instance has not changed, the verification result
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of the corresponding query will remain the same. For each network
instance, the data plane solution depends on the control plane trans-
fer function, ACL function, and the selection function on each router,
and these functions are configuration-based. By analyzing the changed
configurations and their impacts on these functions, we can determine
whether the changed configuration will alter the output of the transfer
function, ACL function and selection function on each router for each
network instance. In this section, we show how to preliminarily infer
the impacted network instances where the output of the transfer func-
tion, ACL function or selection function will be altered because of the
configuration changes.

3.1. Inference

Given the updated network configuration, it is easy to obtain the up-
dated network instance N’ /Z for traffic from source s to destination d. By
introducing the data plane solution, we know that the network proper-
ties to be verified are encoded as constraints on the data plane solution
of the network instance. If the existing data plane solution A(v) is equal
to the updated solution A(v)’ to N /Z, we know that the corresponding
queries do not need to be rechecked. Otherwise, the queries related to
the data plane solution A(v) will be impacted by the configuration up-
dates.

We now explain how to check whether the data plane solution A(v)
will be impacted by the configuration updates. The transfer function
w, ACL function 5 and selection function < in a network instance are
configuration-based. Router configuration updates will impact these
functions. Let y, and q/; denote the original and updated function y
of node v, respectively. For instance, J\/A‘ and updated instance N /Z, if
w,(r,vi) = 1//; (r, v.i), where r € R, then the data plane solution A equals
2’ based on the definition of data plane solution; otherwise, the data
plane solution 4 may be impacted. The updated function 4 can be sim-
ilarly handled.

To check whether y,(r, v.0) is equal to y/;(r, v.i), we need to explore
the updated configuration snippets and their corresponding impacts on
the transfer function y. Algorithm 1 captures the effects of various con-
figuration snippets on the processing route attribute r. Based on this
algorithm, we can explore the updated configuration snippets and their
corresponding changes to the transfer function y. We adopt the addition
of the route map as2_to_asl in Fig. 1 as an example. After the configura-
tion updates, the following process logic of the input filter is added to
function y.

if (r.prefix = 2.128.0.0) A (r.length = 16)
r.valid = false.

This addition means that if the prefix in route attribute r matches
the first 16 bits of 2.128.0.0, the transfer function drops this route at-
tribute. Now, we explore the execution code paths of the input route
attribute r in the original transfer function y and the updated transfer
function ' for router DCA_I. For function v, the input r will never
execute lines 5, 6 and 7 of Algorithm 1 because the input filter fi[.]
of DCA_l is null. In the updated function u/', if the input r satisfies
the match condition of the input filter, r will pass through a different
execution code path in ' compared with the code path in y. Other-
wise, r will pass through the same code as the code path in y. For an
r that satisfies the condition (r.prefix = 2.128.0.0) A (r.length = 16), the
output of the transfer function y will be updated; thus, we know that
w,(r, v.0) # y/;(r, v.i). According to the definition of the network instance,
for each Ng r.prefix and r.length are determined by the initial val-
ues at its destination d. Therefore, network instances whose destination
route attributes match the prefixes in the configuration will be impacted:
{./\/'gld.ip € fbm(fi.prefix, fi.length),s € V.I,d € V .1}, where fi is the up-
dated filter, and fbm encodes the IP, which can be matched by the prefix
fi.prefix with the length fi.length. Other updated configuration snippets
can be handled similarly.
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By analyzing the transfer function, we can determine what inputs
cause each part of the function to execute, and by following a symbolic
execution method, we can logically explore all the execution paths of
the transfer function. For each execution path, we can collect the match
conditions (e.g., the condition (r.prefix = 2.128.0.0) A (r.length = 16) in
the above example), and then determine which configuration constructs
will impact which match conditions. In this way, we can determine how
configuration construct updates impact the conditions and the execu-
tion paths in the transfer function. As the above toy example shows,
we can then determine what inputs will be impacted because they will
follow a new execution path. In this way, we can obtain the impacts
of various configuration snippets, which can be classified into the fol-
lowing four types, as shown in Table 2 and Table 3: (I) Network in-
stances with specific sources and destinations. Because the ACL function
restricts specific traffic on the data plane, instances whose source and
destination match the updated ACL configuration (denoted as al) will
be impacted. (II) Multiple network instances with a specific destination.
The impacted instances are matched by the updated input filter fi, static
router sr, prefix announcement protoc, output filter fo, etc. protoc refers
to the configuration that announces routes using BGP or any other rout-
ing protocols with a network prefix. In addition, if route redistribution
cra propagates routing information from a static route into another pro-
tocol, the network instances whose destination equals the destination
IP address in the static route configuration will be impacted. (III) All
network instances except those with intradomain sources and destina-
tions. By default, a configuration update to any routing protocol-specific
attributes (e.g., updating routing adjacencies) will apply to all network
instances. When we consider the route propagation process, changing cer-
tain attributes of interdomain routing processes (e.g., removing eBGP
routing adjacencies protoa) will not impact the traffic from the intrado-
main source to the intradomain destination. We use intra(V.I) to de-
note intradomain endpoints, where s and d are in the same AS. (IV) All
network instances. As previously introduced, updating an intradomain
routing adjacency protob will impact the forwarding behaviors of all
network instances.

3.2. Computation

Based on the above observations, we infer the potentially impacted
network instances using the following steps (see Algorithm 2). By pro-
cessing the configuration c[.] and the updated configuration ¢'[.], we
can obtain the detailed updated configuration snippets cc[.] and their
type (denoted as flag) (line 1). Note that the sources or destinations in
the network can actually be partitioned into traffic equivalence classes

Algorithm 2: Inference Function Infer(c[.], ¢ LD.

(ccl.), flag) <« COMPARE(c[.], ¢'[.1) ;
ec[.] < CLASSIFY(c[.],¢'[.]) > ec[.] are the traffic classes.;
if flag matches configuration type protob or crb then

| nl1 < GETALL(ec[]) Break

AW N o=

0]

else if flag matches configuration type protoa then

6 L n[.] < GETINTER(ec[.])

else if flag matches configuration type fi, cra, sr, protoc or fo then
pf[.] = GETPREFIX(cc[i], flag);
nl[.] < n[.] U GETMUL(ecl.], pf[.])

© N

10 else if flag matches configuration type al then
11 sd[.] = GETSRCDsST(cc[i], flag);
n[.] « n[.] U GETSPE(ec|.],sd[.])

13 for n € n[.] do
14 if EQUAL(n,n',c,c’) then
L n[.] < REDUCE(n, n[.])
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Table 2
Sub-procedures and corresponding configurations.
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Sub-procedures

Configuration (logogram) Type

Input filtering Route map (fi)

Route redistribution Redistribution

Route aggregation
Static route
Output filtering
Route selection

Route aggregation (ca)
Static route (sr)

Route map (fo)

BGP, OSPF, etc.

Route stemming

Data plane filtering Access control list (al)

Prefix announcement in protocols (protoc)

11
Static route to others (cra) Il

BGP to others, etc. (crb) v
1l
11
11
Interdomain routing adjacencies (protoa) 11
Intradomain routing adjacencies, etc. (protob) v

Il

Table 3
Impacted network instances.

Type  Network instances

I {.A/S|s.ip € al.srcip, d.ip € al.dstip,s € V.I,d € V.I}
11 {J\fd“ld.ip € fbm(tp.prefix, tp.length), tp € {fi, cra, ca, protoc, sr,fo},s € V.I,d € V.I}
11 {N'dS|S ¢intra(V.I)vd ¢ intra(V.I1),s €V.I,d € V.I}

v (NMilseV.dev])

where each class has a collection of IP ranges [5].% This allows us to
build network instances that address per class to per class traffic instead
of per address to per address traffic.

The algorithm obtains the equivalence classes ec[.] by locating any
prefix in the configurations in [5] (line 2). If updated constructs exist
such as a route redistribution from BGP to others crb, via the GetAll
function, we know that the impacted instances n[.] are all possible net-
work instances in the network (lines 3-4). Otherwise, if interdomain
protocol configurations proboa exist, we add the impacted instances of
type III to n[.] through the Getlnter function (lines 5-6). Next, we ac-
count for the configuration construct updates, including input filters fi,
route aggregation ca, static routes sr, output filters fo and so on. After
processing the related destination prefixes pf[.] in these updates, we can
determine the impacted network instances with these specific destina-
tions through the GetMul function (lines 7-9). Similarly, we can accom-
modate ACL updates by collecting the specific source and destination
sd[.] in the updated configuration (lines 10-12). Then, we obtain the
potential impacted network instances where the output of transfer func-
tions or the ACL function will be altered. In fact, for some instances,
the updated network instance will still share the same or similar for-
warding behaviors as the original instance. Thus, to obtain the final
result, we also need to remove these network instances (lines 13-15),.
We provide detailed solutions to this problem in the following section.
Based on this inference processing approach, the number of impacted
network instances may depend on the number of updated configuration
snippets and types. When updated configuration snippets of type IV ex-
ist, the number of impacted instances could reach n%, where n is the
number of traffic classes. Otherwise, the number of impacted network
instances is O(n? — m?® +v % n +k), where m is the number of intrado-
main endpoints, v is the number of configuration snippets of type II-
like static routes, and k is the number of specific source and destination
pairs in the updated ACL. The complexity of comparing configurations
is O(I = d + p = q), where [ is the maximum number of routing processes
(e.g., OSPF, RIP, BGP) running on a single router, d is the maximum
number of devices participating in a single routing process, p is the total
number of ACLs and router map filters, and q is the maximum number
of lists in each ACL or route map. Inferencing depends on checking the
updated configuration snippets, and it iterates over these constructs to
determine the impacted network instances, thus yielding a complexity
of O(v + k).

2 ARC [5] can also leverage the traffic equivalence classes to reduce the
amount of traffic that must be analyzed.

4. Network instances reduction

For the potential impacted network instances in the outputs of in-
ference, the outputs of some transfer functions and ACL functions on
routers will change because of the changed configurations. In fact, for
each network instance, even when the output of some transfer functions
and ACL functions on routers changes, the updated data plane solution
may still be the same or similar to the original data plane solution. In
these cases, the verification result of the corresponding query will re-
main unchanged. In this section, we explore the conditions that cause
existing network instances and updated instances to share equivalent
forwarding behaviors.

4.1. Network subinstance

Considering the addition of route map as2_to_asl in Fig. 1, accord-
ing to inference, the output of the transfer function y in network in-
stances whose destination is W AN _2 will change. Intuitively, we ex-
pect that certain network instances whose destination is W AN 2 will
be impacted; however, in fact, traffic from DCB_7 to W AN 2 will not
be impacted. Recalling the loop-free and nonspontaneous properties of
the network instance, a destination prefix that arrives at DCB_7 will
never pass through the interface of as2_to_asl on DCA_I. The added
route map is not on the routing advertisement’s paths for the destina-
tion DCB_7 prefix. In other words, the route map update does not oc-
cur at the nodes in the network subinstance in Fig. 5(b) for the traffic
from DCB_7 and W AN 2, thus the existing network subinstance and its
updated network subinstance share the same forwarding behavior. We
provide a detailed explanation below.

Formally, our goal is to determine the conditions when y,(r, v.i) #
u/;(r, v.i) or n,(a, v.i) # n;(a, v.i), and the data plane solution 2 for N"Z
are equivalent to A for N ; (where v is the updated node). In this subsec-
tion, we propose the concept of a network subinstance, in which traffic
forwarding in the network subinstance is the same as that in the original
network instance. Given a network instance, we can obtain its network
subinstances through various forms of transformation. If the network
subinstance of Nj is the same as the network subinstance of N' 'Z, then
Aisequal to A'.

Definition (Network subinstance): Network subinstance S|N Z >,
1,7 4d, 5 R, Te» W, 71, <) is effective for network instance j\/ds v,
Ly d s R 1y w, n, <) if the following conditions hold: (i) dst-
equivalence. d = d. (ii) org-equivalence. ry = 75. (iii) src-equivalence. s =
5. (iv) trans-equivalence. Vr € R,vi € V.I,F € RuvieVI. w(r,v.i) =
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(a) Topology for NPGET.

W (F, vi) (V) acl-equivalence. Va € A,v.i € V.I,a€ A,vi € V.1.n(a,v.i) =
7(a, v.i) (vi) select equivalence. Vr € R,¥ € R,7 € RrFER r<r e
7 <1 (vii) Slicing. Vv.i € V.I,vi € V.I.(W .i' € yw.i)A (i, v i € p) &
v'.i' € y(vi), where p= {X0s X15 s Xy ooy Xy oy Xp}, xg=d, x, =5,
x; € V.Iand x; # X;. p are the loop-free paths from destination node(d)
to source node(s).

Theorem 1. Suppose we have a well-formed N3, S|N fr For any solution
4 of NS, there exists an equivalent solution A’ of S|N' 5 and vice versa.

Proof. (=) Given solution 4 to NS, we show that when removing ports
that are not in path p, solution 4 will not be impacted. For solution 4, a
path p/ = node(s), vy, Uy, U3, ..., Uj, ... ,node(d) exists where p’ € fwd,(d).
The path label is A(node(s)), A(v;), A(v5), A(v3), ..., AV}, ..., 4 (node(d)).
Assume solution A is impacted; then, we know that a A(v;), v;&p exists
in the solution. Consider an arbitrary such v;. By the definitions of 1
and choices;, we know that v;.i, v;.i € fwdﬂ(v/) exists. From the def-
initions of fwd[, and choicesﬁ, we know that l(u’), i = y(v;.0) exists.
By the transitivity property of link connections, we know that solution
4 forwards along a path s, ..., v;.i, v .i/, ..., d. Considering loop-free and
nonspontaneous properties of network instance, the path must be of one
the loop-free paths from destination d to source s. This leads to a con-
tradiction with the fact that some nodes in the solution 4 exist that are
not in p; hence, solution A will not be impacted. Therefore, we have that
an equivalent solution A" of S|\  exists in solution 4.

(<) We are given a solution 2 of S|IN Z and show that A in .N'j
exists. Suppose A" is A (v;), A (), 4 (3), ..., A V), ..., A (v,), where v, =
node(s) and v, = node(d). Then, we show that adding by some ports or
links to path p, the solution 4" of S|N" 3 will not be affected. For example,
if the solution A’ is impacted then we know that 34" (v;). v;¢p in the
solution A”. Consider an arbitrary such v;. By the definitions of 4" and
choices;», we obtain Iv;.L. v;.i € fwdﬂ(v/). From the definitions of fwd,
and choices;, we know that Wi = 7(v;.i). By the transitivity of
link connection, we know that solution 2" forwards along a path s, ...,
0.4, v'.i', ..., d. Considering the loop-free and nonspontaneous properties
of network instances, the path must be one of the loop-free paths. This
contradicts the fact that some node exist in the solution 4" that are not in
the path p. Therefore, A" does not exist, and consequently, the solution
A of N will not be affected. Considering the definition of S|A" and
N ds, we know that an equivalent solution exists: A with solution A, O

C.orollary 1 Suppose a well-formed N3, f\/ 'Z is :)btained by pruning J\fj
@ l,. e, ren/lgmng some of the ports that are not in S|N"). Then, for any solution
A of Ny, equivalent A of N} exist.

The proof is provided in the appendix. In addition, when type II con-
figuration updates (e.g., adding a route map or removing a static route)
do not occur at the nodes in the network subinstance, the solution of the
network instance will not be affected. This can be proven in a similar
way.
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Fig. 5. Topologies of network instances for traf-
fic from DCB_7 to W AN _2. In (b), the links and
nodes that are not on the routing advertisement’s
paths from W AN _2 to DCB_7 are removed.

(b) Topology for S|A jv:)VCA]'Q]’V';.

4.2. Abstract network instance

In some cases, there exists a node v for N* +and N /Z where y(r, v.i) #
w;(r, v.i) or n,(a, v.i) # n;(a, v.i). In these situations, the data plane solu-
tion A’ for N 'Z is not equal to A for N3, but a wide variety of network
properties of A for .N'j are equivalent to A" for ' 'Z, and the verification
results of the corresponding queries for J\fdS and N 'Z, such as reacha-
bility, loop freedom, and path length, are still the same. In this sub-
section, we propose an abstract network instance inspired by network
control plane abstraction [9]. The traffic forwarding in the abstract net-
work instance is equivalent to that in the original network instance (i.e.,
bisimulation). If the abstract instance of J\fdS is the same as the abstract
instance of N’ /; the verification result of the corresponding queries for
N} and NV ’: will be the same. Considering the network in Fig. 6, sup-
pose that DCB_4 is the backup router of DCB_6, and they share the
same transfer and ACL functions. If DC B_4 is removed, all the network
instances will be impacted according to the inference approach in Sec-
tion III. However, the traffic from DCB_7 to W AN 2 is not impacted be-
cause its abstract network instance (Fig. 6(b)) and the abstract network
instance under the updated configuration (Fig. 6(d)) are equivalent. Ac-
cording to the following definition of abstract instance, nodes with the
same transfer function and ACL function (e.g., DC B_4 and DC B_6) will
be combined in the abstract network instance. We provide a detailed
explanation below.

Definition (Abstract network instance): We use the topology func-
tion f and the attribute function h to describe the relation of a con-
crete instance j\/ds V, L y,d s R 1y, w, n, <) and its abstract in-
stance F; ., 1, 7, d, s, R, o Wo 1, <) f i fvD) = vi maps each
concrete port to an abstract port, and h : h(a) =a maps each con-
crete attribute to an abstract port. The effective abstract network in-
stance satisfies the following conditions. (i) dst-equivalence: d= f(d)
AV d'. d#d = fd)#d). (i) org-equivalence: h(ry) = Fy. (iii) src-
equivalence: (s = f(s))A (Vs'. s # s = f (s) #73). (iv) trans-equivalence:
VreR, v.iie V.I. h(y(r,v.i)) = w(h(r), f(v.i)) (v) acl-equivalence: Va € A,
v.i € V.I. h(n(a,v.i)) = n(h(a), f(v.i)) (vi) select equivalence: Vr € R,r €
R.,FERT ER. r<r 7=<r (vii) abstraction: Yo.ieV.I. v.i' €
y(i) = V0" € y(i), and Voi € V.I. Vi’ € y(vi) = (Voivi = f(vi) =
Wi Wi = f@W.i)AV " €y(v.i). This means that for every concrete
edge (v.i, o ), there is a corresponding abstract edge (v, V"), and
for every abstract edge (vi,v.i"), the corresponding concrete port v.i
must have an edge to some concrete port v'.i'.31 and 4 are label-
equivalent when Vv. h(4(v)) = 2(f (). Aand A are fwd-equivalence when
Vo, o il (v, o' i') € fwd,(0) & Ui, 0'.i') € Twd5(D).

Theorem 2. There is a solution A to the well-formed network instance N N

- —s
if there is a solution A to its effective abstract network instance N, and the
solutions A and 7 are label-equivalent.

3 For BGP, another revised condition is needed [9].
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NDCB-?

(a) Topology for NypG 5.

WAN 2

’
DCB_7
N s

(¢) Topology for

Proof. By the definition of A, there are two cases to consider. First,
we observe that if node(v.i) = s, then A(s) = a;. It follows that AWSf(s) =
G) = a, = h(ay)) = h(A(s)). For the second case, we show the implica-
tions separately.

(=) We are given solution A and show that there exists a
label-equivalence solution A. By ACL-equivalence, we know that
n(f (v.i), h(A(v))) = h (n(v.i, A(v))) = h(a), and by transitivity and label-
equivalence (IH), we know that 7(f (v.i), 7 (f")))) = h(a). By the lemma
from [9], there is a solution g to N; if there is a solution f to VZ and p
and § have control plane label-equivalence and fwd-equivalence. Hence,
we obtain that Vo.i,v'.i',(v.i,v'.i') € fwdy(v) & (vi,0'.0') € mﬁ( F)).
By the definition of choice;, we know that (h(a), f(v.i), f(v.i/)) €
MI( f(v)). Therefore, we have data plane choice equivalence. From
Lemma 2, it follows that the solutions 4 and 7 are label-equivalent and
fwd-equivalent.

(<) Given solution 4, we show that there exists a label-equivalence
solution A. Consider an arbitrary v.i. Suppose (A, v.i,v.i') € m,{(ﬁ).
From the V3 abstraction, we know _that there must be at least some
.1, u.i') such that f(v.i, v.i') = (v.i, v.i’"). For an arbitrary such (v.i, v.i'),
we know that A = 7(f(v.i), A(f(v)))). By IH, we have A(f(v)) = h(A(v)).
Therefore, A =n(f(v.i), h(A(1))) = h (n(v.i, A(v))). Let a stand for n(v.i,
A()). Then, n(v.i, A(v)) = a and h(a) = A. By the definition of choice,, it
follows that Ja.h(a) = A A (a, v.i, U.i') € choice, (v). From Lemma 2, this
implies that we also have label-equivalence and fwd-equivalence. []

S

Corollary 2. Suppose we have well-formed N3, ﬁ; and ﬁ; and N 4 with

the effective abstractions (f, h) and (f,h). respectively. If VZ equals N ;j,
then for any 1, label and fwd-equivalence 7 exist and vice versa.

S

Corollary 3. Suppose we have well-formed N3, VZ and X/\ds and N P
and the effective abstractions (f, h) and (f, h), respectively. If S|N° ; equals
S

§|I/’ 4> for any 4, then label and fwd-equivalence 7 exist and vice versa.

The proofs of corollaries can be made by transitivity; details are pro-
vided in the appendix.

4.3. Computation

Through the corollaries presented above, we can check whether
the network instance and its updated instance are equivalent.
Algorithm 3 starts by checking whether the updated configuration snip-
pets occur at the nodes in the network subinstance (lines 2-5). If the

WAN_2

@ DCB?7

(d) Topology for N ‘?Vi?\f_gh
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Fig. 6. Topologies of network instances and ab-
stract network instances for traffic from DCB_7 to
W AN 2. The dotted line indicates the removal of
DCB 4.

—DCB_7

(b) Topology for Ny An o-

7

Algorithm 3: Equivalence Function Equal(n, n/, c, c/).

-

flag < False > flag shows whether instance n and updated instance n" are
equivalent. ¢ and ¢” are the original and updated configuration;
(cc[.],1¢[.]) « COMPARE(c, ¢, n) > cc[.] and Ic[.] are the updated configuration
snippets and locations respectively;
if CONNECT(cc[.],Ic[.], n, c) then

flag < True
L return flag

S

5 I N

an < GETABSTRACTION(n, ¢) > an is abstract instance for n;
an’ « GETABSTRACTION(#', ¢")
if ISSAME(an, an’') then
flag < True
L return flag

© ® N o

else if SUBINSTANCE(an, an’) then
12 | flag < True

=
oy

13 return flag

Function: GetAbstraction(n,c)
14 an < INITIALIZE(n.d, c)
15 while VIOLATECONDITION(an, ¢) do
16 L an < REFINE(an, c)

17 return an

abstract instances with the original configuration ¢ and updated config-
uration ¢ are the same, network instance n is equivalent to the updated
instance n’ (lines 6-10). If the network subinstances of these abstract in-
stances are equal, their forwarding behaviors are equivalent (lines 11—
13). We then show how to compute network subinstances and abstract
network instances. To obtain a network subinstance, computing all the
loop-free paths from destination to source is time-consuming. In fact,
we only need to determine whether the paths from destination to source
traverse the ports with updated configuration snippets. By analyzing the
configurations, we can obtain the changed configuration snippets cc[.]
and their locations Ic[.] related to the destination prefix of the network
instance (line 2). After removing the destination ports and their con-
nected links in the network instance, if the source and updated nodes
(with added route map, removed static route, etc.) are not in the same
connected component, the subinstances are equivalent (lines 3-5). The
key to obtaining an abstraction instance is to compute the appropriate
topology function f and attribute function h. Unlike computing an ab-
stract control plane instance [9], we take ACLs into account. We first fix
the attribute function because it depend only on the protocol. To com-
pute the topology function, we start by specializing the transfer and ACL
functions. We map the concrete destination node to a single abstract
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destination node and all other concrete nodes to other abstract nodes
(line 14). When this abstraction violates some condition in the defini-
tions (e.g., abstraction, acl-equivalence), we break up the problematic
abstract node into multiple abstract nodes (lines 15-16).

Computing the connected component for subinstances yields O (v(v +
e)) complexity, where v and e are the number of nodes and links, respec-
tively. In the worst cases, the abstract network instance is the same as
the concrete instance, indicating that each node in the abstract instance
will be refined after checking the conditions. The complexity of each
round of checking is O(n?), where n is the number of conditions in the
control plane transfer and ACL functions. Thus, the overall check com-
plexity is ©@(vn?). Combining the above parts yields a total complexity
of O(w(n? + v + e)).

4.4. Discussion

NUV can accurately support configuration updates to static routes,
connected networks, interior gateway protocols (e.g., OSPF), BGP, re-
distribution of routes between routing protocols, ACLs, policy routing,
and so on. Thus, NUV is both generally applicable and flexible, but it
does have some limitations. Networks use numerous protocols, and NUV
does not currently support some protocol features, such as those used for
traffic engineering (e.g., MPLS TE [11]) or nondeterministic protocols
(e.g., RSVP). Even lacking such support, our evaluations of benchmark
networks show that our models in NUV are sufficiently rich to capture
the behaviors of many real, large networks. Configuration tools such
as ERA [6], ARC [5] and Minesweeper [1]and Tiramisu [12] use the
Batfish configuration parser, which does not support the MPLS TE or
RSVP protocols, and these configuration verification tools do not model
these protocols. In fact, to include additional protocols and features, the
configuration parser could gradually be improved by implementing ap-
propriate translation routines; in theory, NUV is able to support these
protocols by adding some extensions. In addition, any improvements
made to configuration verification work will benefit NUV because the
inference and reduction in the framework is based on a network instance
that models the effect of configuration on routing and forwarding.

Another question is: Can the output of NUV cover all impacted
queries caused by all the updates in the configurations? The work-
flow of NUV includes two key stages. First, NUV uses Algorithm 2 in
Section 3.2 to infer the potentially impacted traffic (denoted as set B)
by exploring the effect of changed configuration in the network model.
Next, using a variety of conditions that are designed to be checked lo-
cally, NUV validates the equivalence of the forwarding behavior in the
original and updated configuration for each potential impacted traffic;
then, it removes the traffic (denoted as set C), each of which has the
equivalent behavior under the original and updated configuration, from
the potential impacted traffic (set B). In the first stage, for the network
instance of each traffic, if the output of a transfer function, ACL func-
tion or selection function produces updates under the changed config-
uration, the traffic is added to the impacted potential impacted traffic
(set B). For each traffic in a real traffic set impacted by the configuration
update, a transfer function, ACL function or selection function must ex-
ist whose output will be altered under the changed configuration. Using
reductio ad absurdum logic, we know that if the outputs of the transfer
function, ACL function or selection function remain unchanged, the data
forwarding solution of the traffic will not be impacted by the configu-
ration update. Therefore, all impacted traffic is added to set B. In the
second stage, each traffic in set C has behavior equivalence under the
original and updated configurations, as we proved in Section 4. In other
words, the traffic in set C is not impacted by the configuration update.
Therefore, all the impacted traffic lies in sets (B-C).

5. Implementation and evaluation

We implemented the framework described above in Java. Given orig-
inal and updated configurations, in the first stage, we aim to obtain
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the detailed updated configuration snippets. The languages used for
input configuration are defined by multiple vendors, such as Juniper,
Arista, and Cisco. Thus, we first need to obtain vendor-agnostic config-
urations and then operate over these representations. Today, most of
the state-of-the-art configuration verification tools use the Batfish con-
figuration parser [4] to convert a vendor-specific configuration into a
vendor-agnostic format. We also leverage the Batfish [4] parser and im-
plement the inference task based on the algorithms in Section III. Using
the algorithm in Section IV, we implement the reduction task, and fi-
nally, we obtain the verification queries for the impacted traffic. The
output of our tool—the impacted queries—can act as guidance and in-
put for a series of configuration verification tools (e.g., ARC [5], ERA
[6], and Minesweeper [1]). Note that NUV is open source [13].

Next, to evaluate NUV, we must answer the following questions. (i)
How efficiently can NUV generate impacted queries for configuration
updates? (ii) How much does it improve the speed of the configuration
verification task? To answer these questions, we applied NUV to bench-
mark networks, including both synthetic and real networks [14].

All the experiments were executed on a server running the Ubuntu
10.12 operating system and equipped with an 8-core, 2.4-GHz Intel i7
processor.

In this section, we first demonstrate NUV’s ability to determine the
queries for the impacted traffic based on the use cases. Then, we test
the effectiveness of NUV through a set of performance evaluation ex-
periments.

5.1. Case studies

Using the benchmark configurations named CAMPUS1 and CAM-
PUS2 [14], we observe that there was an update to the router configura-
tions. We leverage NUV to determine the impacted verification queries.
As Fig. 7 shows, the network includes 14 routers running OSPF within
the same AS and running BGP for interdomain connectivity. According
to their descriptions, under their original configuration, prefix hijacking
was active in the network. Specifically, an eBGP advertisement from AS3
(with a prefix of as2deptl 2.128.0.0/9) will override the BGP decision
process and cause the as2border2 router to forward traffic whose desti-
nation is as2dept1 to AS3 instead of to the router as2dept1. The updated
configuration performs a configuration update on the router as2border2
that interconnects the main campus with the satellite campus AS3. The
detailed updated route map is as follows.

neighbor as3 route-map as3_to_as2 in

ip prefix-list outbound_routes seq 5 permit 2.128.0.0/9 ge 16 le 32
route-map as3_to_as2 deny 90

match ip address prefix-list outbound_routes
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We then applied NUV to investigate and analyze the original and
updated configurations. NUV’s output consists of 40 queries related to
traffic whose destination is 2.128.0.0/9. The configuration snippet up-
dates are of type II from Table 2. According to NUV’s inference, only
a few network instances with a specific destination will be impacted.
Without NUV, 1560 (40 x 39) queries would need to be verified under
the updated configuration.

Fig. 8 shows an example of a network update from NetCraft [3].
In this example, the enterprise network structure has undergl a major
adjustment. In the original network, as shown in Fig. 8(a), DCA and
DCB directly peer with the WAN. In the updated network in Fig. 8(b),
DCA and DCB peer with the MAN, and only MAN peers peer with the
WAN. We construct the configurations according to the design where
the border routers between DC, WAN and MAN run eBGP for interdo-
main connectivity, and each DC has five routers running OSPF for in-
tradomain connectivity. Without NUV, approximately 272 verification
queries must be verified. After using NUV to determine the impacted
verification queries, only 150 queries require verification. According to
NUV’s inference, the updates are of type III, and all the network in-
stances except those with intradomain sources and destinations will be
impacted. For this case, we then analyze the output queries and find that
the intradomain traffic queries in each data center are out of scope. This
conclusion is reasonable because the updated eBGP neighbors will not
impact the intradomain traffic. The evaluation shows that even when a
network undergoes major adjustments, NUV can help reduce the num-
ber of required verification queries.

5.2. Benchmark networks

For the performance evaluation, we use the configuration files of 42
available benchmark networks [14]. These network configurations are
functional and include OSPF, iBGP, eBGP, static routes, ACLs and so
on. These networks include from 2 to 500 routers with between 4 and
4950 total configuration lines and 0.6-133k links. The box plot in Fig. 9
shows the network sizes, including the number of devices, the number
of links and the number of configuration lines, and reflects the distri-
bution of each number, including the minimum, first quartile, median,
third quartile, and maximum. In addition to these network topology fac-
tors, we also provide the number of traffic equivalence classes in these
networks. As introduced earlier, the equivalence classes in a network
determine the size of all-pair queries to some extent. We analyze the
number of traffic equivalence classes of these networks. The result is vi-
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Fig. 8. A network update example from NetCraft [3].
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sualized by the cumulative distribution function (CDF). The cumulative
distribution function of a random variable is a method for describing the
distributions of random variables. For the CDF, F (x) accumulates all the
probability less than or equal to the independent variable x. As shown in
Fig. 10(a), there are fewer than 6560 traffic equivalence classes in 90%
of the networks and fewer than 3430 equivalence classes in 80% of the
networks. Fig. 10(b) shows the number of traffic equivalence classes
for these networks; the networks with more traffic equivalence classes
appear further to the right.

To evaluate NUV’s performance, we need to input the original and
updated configurations into our tool. In addition to the several avail-
able updated configuration files, we also generate updated configura-
tions for these networks to perform more performance evaluations. As
the impacted traffic is determined by the updated configuration snip-
pets, we obtain the normally functioning updated configurations for
each network by carefully considering the following factors. (i) Type:
The updated configuration snippets cover all update types in Table 3.
(ii) Distribution: The configuration updates apply to more than a quarter
of the devices in each network. (iii) Quantity: The number of changed
configuration snippets (e.g., ACL static route, BGP peer) is more than a
quarter of the number of devices.* The configurations described above
are freely available [13].

5.3. NUV Efficiency

NUV outputs the impacted queries to be verified due to configura-
tion updates. We now evaluate the efficiency of NUV on determining the
impacted queries to be verified. We measure the total computation time
for the impacted queries of NUV with each configuration and its cor-
responding updated configuration. We analyze each network five times
with NUV to obtain an average execution time. Fig. 11(a) shows the
average execution times for these networks. The details of these bench-
mark networks were described in the previous subsection. In these net-
works, the number of traffic equivalence classes increases as the num-
bers of nodes, links and policies increase. The evaluated networks are
sorted by the number of traffic equivalence classes; the more complex
networks appear further to the right in Fig. 11(a). Similar to other veri-
fication works, e.g., [1] and [5] [4], it is almost infeasible to define the

4 In real-world situations, users do not usually update so many devices. The
cases that we evaluate here are more complex to ensure that the performance
of NUV is well evaluated.
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Fig. 10. The numbers of traffic equivalence classes.
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performance of the tool as a detailed function of the numbers of nodes,
links, or policies. Thus, we do not focus on analyzing the relationships
between the execution time and the numbers of nodes, links, or poli-
cies. For the benchmark networks [14], the nodes, links and policies
grow linearly so that the complexities of the network configurations are
similar. NUV execution requires an average of 441.16 seconds across
all the studied networks. The average execution time for each network
ranges between 6.56 seconds and 4,463.10 seconds. From Fig. 11(b),
we can see that the execution times are below 790 seconds for 85%
of the networks and below 480 seconds for 80% of the networks. The
above execution times include both the configuration parsing and com-
putation times. After further analysis, we found that for networks with
fewer equivalence classes, the majority of the time is spent on parsing
the network configurations.

As mentioned above, NUV outputs the impacted queries for updated
networks. Next, we examine the number of output queries for these net-
works. Fig. 12(a) shows the ratio of impacted traffic for the tested net-
works. The networks are sorted by number of traffic equivalence classes;
the more complex networks appearing further to the right. The number
of impacted queries ranges from approximately 30 to 1,407,013. In con-
trast, the total number of queries for these networks ranges from 342 to
104,050,200. We analyze the ratio of impacted queries to all queries
for each network and show the results in Fig. 12(a). We observe that
the ratio ranges from 0.3387% to 8.7719%. As shown in Fig. 12(b), af-
ter further analysis, in 90% of the networks, this ratio is below 3.26%,
and for 80% of the networks, it is less than 2.07%. Although the ratio

seems substantial, we are more concerned with NUV’s verification task
speed improvements. In the next subsection, we compare the speed of
NUV-based configuration verification against that of configuration ver-
ification without NUV.

5.4. Verification efficiency

As introduced earlier, the output of NUV consists of guidance for ex-
ecuting configuration verification tools. We measure the efficiency of
NUV’s guidance on configuration verification using Minesweeper [1],
a state-of-the-art network configuration verification tool and compare
the overall execution time with NUV to the overall time without NUV.
Specifically, the former includes both the time to determine the im-
pacted queries and the time to verify those queries using Minesweeper,
while the latter refers to the time needed to verify all-pair queries us-
ing Minesweeper. Arguably, it might be inappropriate to compare the
overall time required when using NUV to the verification time required
for all-pair queries because operators may rule out some queries using
heuristic strategies based on experience. However, on one hand, the op-
erators cannot guarantee that the verification results of removed queries
would indeed remain unchanged and thus do not require verification.
On the other hand, even with these heuristics strategies such as man-
agement interface reachability, very large numbers of queries must still
be verified [1]. Thus, a comparison with the verification time required
for all-pair queries could be a helpful basic reference.
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Fig. 13. The ratio of the total execution time with NUV

to the time without NUV.
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Note that for most of the benchmark networks, the number of queries
that must be verified without NUV is far greater than 40,000; conse-
quently, even if a single query requires only 10 seconds, full verifica-
tion without NUV will take at least a couple of days. Similar to other
works, such as ARC [5], to address the problem of large number queries
to be verified, we use a function to obtain the total verification time
for this performance evaluation comparison. This is a multiplication
function that multiples (1) the number of queries with (2) the aver-
age time needed for single-query verification. In our evaluation, we
use Minesweeper to verify all the queries. For networks with each type
of topology, we start the evaluation with the smallest network on our
server; the more complex networks are verified later. When the verifi-
cation time exceeds one day but the verification task is not completed,
we will stop the verification, and the multiplication function is used
to obtain the total verification time. The average time for single-query
verification used in the multiplication function is obtained through ex-
perimental verification for these benchmark networks. Specifically, for
each network, ten queries are randomly selected and evaluated with
Minesweeper on our server, yielding the average time for single-query
verification can be obtained. Based on the interim and final output of
NUV, we can obtain the number of impacted queries and all queries;
then, the verification time can be obtained using the multiplication func-
tion.

With NUV, the overall execution time for these networks ranges from
approximately 46.69 seconds to 1.9671 x 10! seconds. In contrast,
the total verification times without NUV range from 460.39 seconds to
2.2293 x 10'2 seconds. To compare the above execution times, we
further computed the ratio of the total time with NUV to that without
NUV. Fig. 13(a) presents the ratio values of these networks, showing
that the maximum value of the ratio is less than 10.1423%. Fig. 13(b)
shows the cumulative distribution function of the ratio. We can see that
for 90% of the networks, the ratio is below 3.37% and for 80% of the
networks, the ratio is less than 2.29%. There is an argument that—even
with NUV—the overall execution time may exceed 1.9 x 10! seconds.
The truth is that a single query for a large network in our experiment
takes more than 5000 seconds with the state-of-the-art Minesweeper
tool. However, NUV reduces the overall execution time by two orders
of magnitude, making the total verification task for large networks more
feasible.

Table 4 shows the comparison result for configuration verification
time with or without NUV. For the configuration verification time with
NUV, we take both the determination of the queries to be verified and
the verification of these impacted queries into account. All times are in
seconds. The studied networks consist of real networks and synthetic
networks from Batfish. We sort these networks by the types of network
topologies: Fat-tree, Ring, Fullmesh and others. For networks of each
type of topology, we provide the execution time for the smallest and
the largest networks and show their nodes, links and number of config-
uration lines. Note that the verification time for the smallest network
with each type of topology in Table 4 is obtained through experimental
verification, while the verification time for the largest networks are ob-

10 15

Ratio (%)

tained by the multiplication function. As shown in Table 4, when using
NUV for verification, the time spent on query determination is far less
than that on the verification for impacted queries. In the worst case,
the impacted query determination with NUV takes 4,463.10 seconds. In
that case, query determination time is much less than the verification
time for a single query in that network (i.e., the largest Fullmesh net-
work). The query determination time in the largest networks with other
topologies is also less than the single-query verification time. In addi-
tion, we observe that, with NUV, for the largest Fullmesh network and
the largest Fat-tree network, the verification time exceeds a few days.
This time is mainly due to the poor scalability of the single-query veri-
fication in these networks. For example, verifying a single query in the
largest Fullmesh network takes approximately one and a half days. The
verification with NUV for the networks with ring topology and others
can be done in less than a day. The largest ring network takes 48,347.91
seconds (approximately 14 hours), to complete the verification task; in
contrast, without NUV, it takes more than 100 hours. The maximum
verification time with NUV for networks with other topologies is 980.20
seconds; in contrast, verification without NUV takes 20,730.40 seconds.
Thus, NUV significantly accelerates the configuration verification task.
Specifically, the ratio of the overall execution time with NUV to the
execution time without NUV can show how much NUV improves the
speed of the configuration verification. For networks with each type of
topology, Table 4 shows the highest and lowest ratios found during the
evaluation. The ratio for the Fullmesh networks ranges from 0.39% to
10.14%. The ratios for ring networks range from 0.73% to 7.92%. The
highest and lowest ratios for Fat-tree networks are 3.28% and 1.35%,
respectively. In addition, we can see that the average ratio for Fat-tree,
Ring, and Full-mesh networks is lower than that of the other network
types. Through further analysis, we found that the Fat-tree, Ring, and
Full-mesh networks have an almost symmetric design. In other words,
the ratio for networks with symmetric characteristics is much lower.
This is reasonable; based on the previous theoretical introduction, we
know that these networks are more likely to satisfy the local conditions
when checking whether an updated network instance is equivalent to
the original network instance.

Next, with Fig. 14, we can see that, in the networks of each type of
topology, the highest ratio (the total time with NUV to the time with-
out NUV) usually corresponds to the smallest network.® In addition, as
shown in Fig. 13(a), the ratio of a small network is usually higher than
that of a large network. After sorting by the number of traffic equiva-
lence classes, the top 50% belong to large networks, and the other half
of belong to smaller ones. Then, we observed that the ratios of the latter
average 1.56 times larger than those of the former. This is reasonable
because the ratio is formed by dividing the time with NUV (which is the
sum of the determination and verification times for impacted queries) by
the time without NUV, and when using state-of-the-art verification tools,
such as Minesweeper, the verification time for a single query grows ex-

5 There are only a few networks with other topologies; thus, we provide the
ratio for Fat-tree, Ring and Fullmesh networks.
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Table 4
Statistics of comparison result.
Topology Size Nodes / Edges Time with NUV (s) Time without Ratio
Configuration lines Determination  Verification NUV (s) Highest  Lowest  Average
Fullmesh Smallest 10 / 45 |/ 2000 6.56 40.13 460.39 10.14 0.39 1.81
Largest 100 / 4950 / 110,000 4,463.10 1.9671 x 1010 2.2293 x 10'2
Ring Smallest 10 /10 / 1300 8.25 222.39 2,911.80 7.92 0.73 1.95
Largest 200 / 200 / 26,000 89.73 48,347.91 41279 x 108
Fat-tree Smallest 5/4 /616 9.37 1,663.90 50,971.90 3.28 1.35 1.87
Largest 500 / 4000 / 133,600 3,500.90 1.9626 x 108 1.4514 x 1010
Others Smallest 26 /33 /1183 8.15 562.06 16,929.23 4.43 3.37 3.90
Largest 26 /33 /1,186 10.52 980.20 20,730.40
All types - - - - - 10.14 0.39 1.94
15 ‘ ‘ ‘ i real-time validation of network rule updates instead of validating all
rules on the data plane. However, almost all these verification tools an-
-------- Fullmesh ; . .
. alyze the network’s current data plane, which prevents them from being
- - Ring . . . . . )
1 used for proactive analysis to avoid undesirable forwarding behaviors.
Fattree Unlike these tools, our tool focuses on speeding up control plane ver-
ification when network configuration files are updated. In short, the
] existing verification works, such as VeriFlow, NetPlumer and Delta-net,
exploit a similar intuition that provides an optimization approach for
0 3 network verification during network updates; however, those tools op-
erate over the network data plane (i.e., the packet-forwarding rules),
0 100 200 300 400 500 whereas NUV operates over the control plane (i.e., the protocols that
Nodes distribute the available routes). Compared the relationship between the

Fig. 14. The ratio of the execution time with NUV to the time without NUV for
networks with different topologies.

ponentially as the network size increases [9]. In some cases, query de-
termination time is much less than the verification time for a single
query in large networks. In contrast, for a very small network, the time
to complete verification without NUV is small; thus, the ratios are com-
paratively higher, up to almost 10%. In practice, verifying a query in a
large network with hundred devices takes approximately half an hour
[1,9]. Thus, with NUV, configuration verification can be significantly
accelerated.

6. Related works

Data Plane Verification: Recent efforts in network verification
[7,15-19] have also focused on network data planes. SymNet [19] ap-
plies symbolic execution to analyze an abstract data plane model written
in SEFL language; it analyzes every node and the links between nodes.
Compared with other data plane verification tools (e.g., Anteater [15],
HSA [17], NOD [7], VMN [18]), SymNet has the most comprehensive
coverage for analyzing widely deployed network functionalities. An-
other work, SFC-Checker [20], was proposed to check the correctness
of the stateful forwarding behaviors of SFC chaining in a network. SFC-
Checker uses an abstract stateful data plane model that captures the
high-level states maintained by a network function (NF). Compared to
Symnet, SFC-checker can model different packet sequences and their
resulting NF states. In addition, VeriGraph [21] models a network and
the involved stateful network function as a set of first-order logic (FOL)
formulas; those formulas can be passed to the SMT solver Z3 to ver-
ify some reachability-based properties on service graphs. VeriGraph en-
riches more NF model catalogs and is more general and can easily be
applied to other network function virtualization scenarios. SymNet, SFC-
checker and VeriGraph do not focus on proposing techniques for verify-
ing network properties to deal with typical updates on the data plane. In
fact, only small parts of the network tend to be affected by the updates
at the data plane level; therefore, several frameworks, such as VeriFlow
[22], NetPlumer [23] and Delta-net [24], have proposed performing

rules on data plane and packet forwarding, the relationship between
configuration snippets and forwarding behavior is much more complex.
The processing of a routing message depends on a wide range of configu-
ration snippets, and the routing messages can interact with one another;
thus, the verification for the configuration updates is much more chal-
lenging than the verification of the rule updates on data plane. More-
over, unlike NUV, the existing verification tools cannot determine the
impacted queries proactively.

Control Plane Verification and Compression: Data plane verifi-
cation tools cannot prevent errors proactively—before undesirable for-
warding occurs. To address this issue, several control plane verification
frameworks have been developed to detect potential configuration er-
rors proactively. For instance, Batfish [4] takes the network configura-
tion files and the current network environment (i.e., route advertise-
ments) as input. It simulates the behavior of routing protocols to gen-
erate the network data plane and then verifies the network properties
based on the resulting data plane. However, this simulation becomes ex-
cessively expensive when applied to large networks under link failures.
To address the challenge of verifying networks under arbitrary failures,
Aaron et al proposed ARC [5], which models the network control plane
as abstract weighted graphs; then, the network properties can be verified
using polynomial-time graph algorithms. However, the network model
in ARC cannot capture the forwarding behavior of networks with certain
routing features (e.g., BGP local preference feature). Tiramisu [12] in-
troduced an improvement on ARC by embellishing the graph model with
richer graph constructs and then using a combination of graph traversal
algorithms and Integer Linear Programs (ILPs) to verify network proper-
ties. But Tiramisu cannot be applied to verify control plane equivalence,
because it cannot symbolically model advertisements. Another tool, ERA
[6], uses binary decision diagrams (BDDs) to represent a concrete set of
control plane messages. Based on the current router configurations, each
router is translated into a transfer function of this set; then, ERA propa-
gates this set along a path through the network. Like Tiramisu, ERA can-
not be applied to verify control plane equivalence. Minesweeper [1] uses
an abstract record of symbolic values to represent the protocol messages.
It uses a logical formula to capture the forwarding behavior for the net-
works and then combines the formula with constraints that describe the
intended network property. Using an SMT solver, Minesweeper checks
whether the intended network property holds in the face of all adver-
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tisements. But its verification performance is very poor, despite many
internal SMT-specific optimizations. Plankton [25] used symbolic par-
titioning to manage large header spaces and adopted model checking
to explore protocol behavior. Plankton works efficiently on data center
networks with symmetry. However, because of the inherent limitations
of model checking, Plankton is challenged for scaling to large networks.
In short, for a single query in a large network, almost all the existing con-
trol plane verification tools can take hours, if not days, to verify complex
scenarios. And as pointed in Bonsai [9], the costs of these verification
tools can grow exponentially in the worst case. Our work, NUV, is com-
plementary to these efforts. NUV can capture the queries for impacted
traffic with updated configurations. By preprocessing upcoming config-
uration changes, the purpose of NUV is to reduce the number of queries
that must be executed upon configuration changes. Bonsai [9] proposed
a network control plane compression algorithm that preserves reacha-
bility properties for traditional networks; however, Bonsai is intended
to speed up the analysis for a single query, whereas we focus on speed-
ing up the total verification task by determining the impacted queries.
Like existing configuration verification tools (e.g., Minesweeper, Batfish,
ERA), NUV focuses on networks running traditional distributed network
protocols. NUV cannot verify network properties in the service graph in
Network Function Virtualization (NFV), but it can help configuration
verification tools to check network properties in traditional networks.

Network Configuration Synthesis: A rich literature on network
configuration synthesis exists. Propane [26] allows users to specify their
policies effectively and then automatically translates the specifications
into router-level BGP configurations using an effective intermediate rep-
resentation. Propane/AT [27] improves Propane by adding new abstrac-
tions, and it can execute at up to two orders of magnitude faster than
Propane. Both of Propane and Propane/AT produce BGP configurations
from high-level policies but neither supports multiple routing proto-
cols. Another tool, SyNET [28], reduces the problem of finding correct
input configurations to the task of synthesizing inputs for a stratified
Datalog program. SyNET supports multiple interacting routing proto-
cols but does not scale to realistic networks. Unlike the existing ap-
proaches which directly generate policy-compliant configurations, Zep-
pelin [29] uses policy-compliant paths to guide the synthesis process
and can generate policy-compliant control planes that also behave well
under the majority of small network failures. Another tool, NetCom-
plete [30], is more easily used; it allows users to precisely control how
configurations should be changed. It takes incomplete configurations
in which some parameters remain to be completed, automatically finds
these incomplete parameters, and then completes the configuration by
adding concrete values that reflect the users’ policies. These tools require
formal specifications of the network policies as input and output net-
work configurations. Our work enables users to check traffic impacted
by such generated configurations, which can help to improve their
designs.

Network Configuration Update: Many situations, such as incident
mitigation or new application requirements, require frequent network
configuration updates. However, manually updating configurations is
always both time-consuming and error-prone. NetCraft [3] allows users
to create fine-grained configurations with the flexibility to deactivate or
undo any configuration change to enable safer configuration updates.
However, NetCraft is still in a too-early stage to be used in practical net-
works. Other works, such as Dionysus [31], use graphs to model the de-
pendencies among updates at the switches and then dynamically sched-
ule these updates to perform smooth transitions. Using a novel network
model, zUpdate [32] is able to perform congestion-free network updates
under traffic matrix changes. Both of these tools focus on providing
smooth transitions to data plane rule changes for software-defined net-
works. Recently, JinJing [33] proposed a method for updating the ACL
configurations in Alibaba’s global WAN, but it does not support configu-
ration updates related to routing protocols. Our work aims to determine
the impacted queries for updated configurations; thus, it is orthogonal
to these works.
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7. Conclusion

In this paper, we have argued that users usually lack the knowledge
to precisely determine input queries and that verifying all-pair queries is
intractable for network configuration verification. We have shown how
more precise configuration verification can be accomplished by deter-
mining the queries impacted by updated configurations. We presented
a systematic technique called NUV that infers and reduces the impacted
queries using a network forwarding model. The outputs of NUV can be
applied to a rich collection of existing network configuration verifica-
tion tools. Evaluations on a series of benchmark networks showed that
NUV determines impacted queries efficiently and can speed up the con-
figuration verification process by several orders of magnitude.
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Appendix A

Corollary 1. Suppose we have a well-formed N § and that N /Z is obtained
by pruning N} (i.e., removing some of the ports that are not in S|N'y). For
any solution A’ of N' 'Z, an equivalent A of N exists.

Proof. For a network instance Nds and its subinstance S|A, through
Theorem 1, we know that solutions A and A are label-equivalent. We
obtain that Vo. A(v) = A(v). For a network instance N 'Z and its subin-
stance S|N”%, we know that the solutions 4’ and 7 exist and are label-
equivalent such that Vv. A/(v) = 7 (v). The subinstance of N’ /Z is also
S| N because it is obtained by removing ports from N that are not
involved inS|N' ; Thus, the subinstances of N'ds and N 'Z are the same,
Y. A(v) = A'(v). By transitivity, we have Vo. Av) = 7(v). [

Lemma 1. Suppose we have the well-formed network instance NS, N' 4 and
an effective abstraction for data plane choice-equivalence; then, the abstrac-
tion has label-equivalence.

Proof. Looking at the definition of A, there are two cases to con-
sider. First, we observe that when node(v.i) = s, A(s) = 4. It follows that
E(f(s)) =1() = a, = h(ay)) = h(A(s)). In the second case, we show the
implications separately.
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Case (=) Assume A(v) = a. By the definition of A, we know that
there are some links such that (a,v.i,v.i') € choices ,(v). Consider all
the concrete links (a, v.i, v.i/) € choices, (v). From choice-equivalence, we
know that (h(a), f(v.i), f(v.i)) € choices, (f(v)) for each such pair. By the
definition of A, we then know that A( f(v)) = A = h(a). By transitivity,
Yo.i. h(A(v)) = A(f(v)). _

Case (<) Assume A(f(v)) = A. We know that A € choices; (f(v)).
Assume (A, v.i,v.i") € choices,(f(v)). Consider all such (A,v.,v.i') €
choices ; (f(v)).

From choice-equivalence, we know that for any concrete v.i
that there exists an f(v.i) = v.i such that h(a) = A and (a,v.i, u,i') S
choices,(v). Therefore, a € choices,(v). Finally, we obtain that the
labeling can be (A(v) = a). It follows from transitivity that h(A(v)) =
Af). O

Lemma 2. Suppose we have the well-formed network instances J\f; and

./\_/'dS and an effective abstraction for data plane choice-equivalence; then, the
abstraction has fwd-equivalence.

Case (:.) We assume (v.i,v.i )e fwd,;(v) and need to show that
(f(v.i), f(vz ) € fwd—(f(u)) By the definition of fwd;, we know that
Ja.(a, v.i,v.i') € choices ,(v). From choice-equivalence, this means that
(h(a), f(v.i), f (v.i')) € choices ,(f (). Because we have label equivalence,
h(A(v)) = A(f(v)). By the definition of fwdz, (f(v.i), f(v.i")) € Fwd=(f (V).

Case (<) We assume (v.i,0.i') € fwd ,(0) and show that a v.i exists
such that (v,i,u.') € fwd,(v). By the definition of fwd,, we know that
JA.(A, v, v.) € choices ,(0). From choice-equivalence, this means that
Yo.i = f(v.i),3a.h(a) = A A (a,v.i, v.il) € choices,(v). Consider any such
(v.i, v.i/) where f(v.i,v.i') = (vid,v.d). By rewriting slightly, we obtain
Ja.(a, v.i,v.i") € choices () A A(f(v)) ~ h(a). From transfer equivalence,
we know that A( f(v)) = h(A(v)), thus, h(a) ~ h(A(v)), and therefore,
a =~ A(v). Finally, from the definition of fwd,, we have (i,vi) €
fwd,(v).

-

Corollary 2. Suppose we have well-formed N8, N * and N' * and ./\/ Wlth

the effective abstractions (f, h) and ( £ 1), respectively. If .N' equals Af & for
any A, label and fwd-equivalence 7 must exist, and vice versa.

Proof. (i) Suppose 4 is a solution for N'ds. From Theorem 2,

we know that a solution A for J\Tds exists, where A and 1
are fwd-equivalent. Looking at the definition of label and fwd-
equivalence, we have Vv. h(A(v)) = A(f(v)) and Vu.i, v (v.i, v/.i') S
_— R o~ -
fwd,l(u)@(u_i v'.i') € fwds(D). Similarly, for N3 and N',, we have
Vo, h(®) = A(f @) and Vou, v 7. @0 7)€ twdy (D) & 01,0 1) €

fwd—(’\) (i) As .N' * equals N' we know that Vo. A(f(v)) =}( 110)

and Vv.i,v i’ L(ui v ) [S fwd—(_) & (vz v i"e fwd—(') By transitivity,

we have label-equivalence Vuv. h(i(v)) = ﬂ( f() and fwd-equivalence
Vi, v i (vi, v i) e fwd;(v) & i, Ui e f/w\di(’v\) O

Corollary 3. Suppose we have well-formed N3, F and N I .//\/'\ Wlth ef-

fective abstractions (f, h) and (f, ), respectlvely Ifs |j\/ equals S |N , for
any A, there exists label and fwd-equivalence 1 and vice versa.

Proof. (i) Suppose 4 is a solution for N; From Theorem 2, we
know that solutions A ﬁmd A exist that/are fwd—/eq/uivalent. Ad-
ditionally, Yu. h(A(v)) = A(f(v)) and Vov.i,v.i". (vi,v.i)€fwd;(v) &
(vi, v l)Ede—(_) From Theorem 1, we know that we have
Vo A(f ) = Af s () and Yo.i, o' (i, 0 i) € Twd;(@) & Wi, i) €
fwdsy 7o (@). Thus, ¥o. h(A(v) = A(fsx (1) and Vo.i Vil i i) e
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-

(v). Similarly, for .A/' s and N By tran-

sitivity, we have label equ1valence and fwd equivalence. []

fwd,(v) & (vi, Vi )Gde5|N),
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