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Abstract—Verifying network configurations under all possible
environments is critical for uncovering latent configuration bugs.
However, due to the vastness of the environment space and the
limitations of existing approaches, current tools either fail to
scale or explore only a tiny fraction of the full environment
space, missing many potential issues. In this paper, we show that
it is unnecessary to explore the full environment space. Instead,
we introduce an effective reduction of the environment space,
under which the network preserves all routing and forwarding
behaviors exhibited under the full environment space. We develop
a theory of network behavior equivalence between the full
and effectively reduced environment spaces, and propose an
efficient algorithm to compute such an effective reduction. We
implement our approach in a tool called Bulwark. Experiments
on both real-world and synthetic networks show that Bulwark
uncovers numerous new misconfigurations and delivers orders-
of-magnitude speedups over state-of-the-art verifiers.

Index Terms—network reliability, network environments

I. INTRODUCTION

The distributed network is a complex system whose behav-
ior (i.e., how routing messages are processed and how paths
for traffic are selected) depends critically on the configuration
of every router. Any misconfigurations can lead to large-scale
network disruptions and severe financial losses, often making
headlines [1]-[5].

Many configuration bugs only manifest under specific
environments—i.e., when the network experiences specific link
states and receives particular sets of routing messages from
external neighbors. Therefore, it is crucial to verify the con-
figurations across all possible environments to ensure the
network’s correctness.

However, verification under all such environments is partic-
ularly challenging due to the vastness of environment space:

« Exponential link states: Each link in the network can
be either up or down. For a network with K links, this
results in 2% possible link states. Each of these failure
scenarios can alter the network’s behavior and potentially
expose latent configuration bugs.

o Unbounded external advertisement states: The net-
work may receive different sets of routing messages from
each external neighbor. Let 7). denote the total number
of possible routing messages; then each neighbor can
advertise up to 27~ different subsets. With T, external
neighbors, the total number of external advertisement
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states grows exponentially to 27~7e. In practice, T,

is often unbounded. For example, suppose each BGP
routing message includes an IPv4 prefix, a standard
community list, and an AS path. There are up to 233 — 1
possible IPv4 prefixes, 22% possible community lists, and
a nearly unbounded number of AS paths due to the vast
AS number space and their arbitrary concatenations. As
a result, the routing message space is essentially infinite.

The sheer size of environment space, driven primarily by
unbounded external advertisement states, introduces a funda-
mental trade-off between the number of environments explored
and the overall scalability of the verification. It is hard to
explore the majority of the full environment space with high
scalability—after all, any non-zero fraction of an infinite set
remains infinite. However, existing control plane verifiers [6]—
[23] commonly aim to balance both goals by employing
increasingly sophisticated techniques to explore as much of the
space as possible. Consequently, they typically fall into two
categories: (i) Some of them [13]-[18] prioritize scalability
by analyzing only a tiny subset of the full environment space,
which inevitably risks missing critical configuration bugs.
(ii) Others [7] aim for exhaustive coverage of all possible
environments but often suffer from severe scalability issues,
making them impractical for real-world networks.

Unlike the principle employed by prior works, this paper
introduces a fundamentally different approach. We prove that
it is unnecessary to verify the network under the full envi-
ronment space. Instead, there exists a small subset of the
full environment space—termed the effective reduction—under
which the network’s routing and forwarding behaviors are
equivalent to those under the full environment space. This
enables us to reduce the infinite environment space into a
small and representative subset by specifically targeting the
unbounded external advertisement states, making scalable and
sound verification under all possible environments feasible.

More specifically, we begin by defining a formal network
model that captures the core operations of routers in processing
routing messages and forwarding packets. This model also
incorporates the full environment space, which encodes all
possible combinations of link states and external advertisement
states. We further define the formal semantics of the model,
which precisely describe how routers interact and how network
behavior evolves under different environments.

Given this model, we turn to the process of characterizing
the environment reductions. Intuitively, we would like to define
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reductions that preserve the equivalent routing and forwarding
behaviors of the network under the full environment space.
However, doing so directly is challenging because validat-
ing that network behaviors under two environment spaces
are equivalent is as hard as the verification under the full
environment space! We address this challenge by defining a
class of environment reductions, termed effective environment
reductions. These reductions are characterized by several
conditions that can be checked efficiently without a global
simulation under every environment. Our core theoretical
result shows that these effective conditions imply the network
behavior equivalence (i.e., routing and forwarding behavior
equivalence) between the full and effectively reduced spaces.
Furthermore, we present a practical algorithm for computing
such an effective reduction from network configurations.

Although the full environment space is reduced to a small
subset, computing the network behaviors under the reduced
space can still be computationally expensive. To address this,
we adopt the idea of symbolic execution and extend the
formal network model into a symbolic form, which enables
simulating all possible network behaviors across the reduced
space through a single symbolic execution.

We implement our ideas in a tool called Bulwark and
evaluate its effectiveness and performance on a diverse set
of real-world and synthetic networks. In our experiments,
Bulwark successfully identifies 119 misconfigurations in real
network scenarios (e.g., Internet2 [24]) that could lead to
severe issues such as prefix hijacks and route leaks. Notably,
110 of them are previously unknown. Moreover, Bulwark con-
sistently outperforms state-of-the-art verifiers across networks
of varying sizes, achieving an approximate 100x speedup.
Contribution: Our contributions are summarized as follows:

« A novel principle for scaling verification under all possi-
ble environments: instead of exhaustively exploring them,
it suffices to verify under a small and sound subset,
termed effective reduction.

o A theory of network behavior equivalence between the
full environment space and its effective reduction, and an
efficient algorithm for computing such a reduction.

o A tool Bulwark built on our ideas and a comprehensive
evaluation of Bulwark on various synthetic and real-world
networks, demonstrating its effectiveness and efficiency.

II. RELATED WORK

Based on their coverage of the environment space, existing
control plane verifiers can be classified into three categories:
Verification under a single environment. Tools such as
Batfish [6] simulate the network behavior under a specific
environment. While these tools offer high scalability, they fall
short in handling multiple environments, as each additional
environment requires a separate simulation. This limitation
results in many configuration bugs remaining undetected.
Verification under multiple environments: Several tools
[13]-[16] leverage techniques such as symbolic simulation
and graph abstraction to exhaustively explore environments
with all possible link states. However, they typically assume

a fixed external advertisement state. Due to the unbounded
nature of the external advertisement state space, they do
not scale to verify the network behavior across all possible
external advertisement states. Following the same verification
principle (i.e., exhaustive exploration), tools such as [17], [18]
attempt to extend symbolic simulation to explore environments
with diverse external advertisement states (under a fixed link
state). However, to remain scalable, they are forced to restrict
exploration to only a tiny fraction of the external advertise-
ment state space. For instance, Expresso [17] only explores
environments where external neighbors either send all possible
messages with a given prefix or send none of them, thereby

(1-2"") 2 -1)T. of all possible external

covering fewer than 2
advertisement states.
Verification under all possible environments. To the best
of our knowledge, Minesweeper [7] is the only verifier that
attempts to verify the network across all possible environ-
ments. It encodes the network configuration and properties
to be verified as SMT constraints and employs an SMT solver
to check their satisfiability under all possible environments.
However, even state-of-the-art SMT solvers like Z3 [25]
struggle to solve such complex expressions, severely limiting
the practical scalability of Minesweeper.

Data plane verifiers [26]-[32], outlier detection tools [33]—
[35], and LLM-based approaches [36], [37] are also limited
to verifying the network under a single, fixed environment.

III. NETWORK MODEL

As shown in Fig. 1, the network instance is defined as a

tuple N = (G, M, ENV, originate, trans, @, nexthop).

e G = (V,E) is a graph where V is the set of router ver-
tices, and FE is the set of directed links between routers.
The vertex set V consists of V; and Vg, representing
internal routers and external neighbors, respectively.

e M = Prefix x Attry X ... x Attr, represents the set of
routing messages across different routing protocols (e.g.,
ISIS, BGP). Here, Prefix denotes the set of all prefixes.
Each Attr; represents the set of values for a specific
attribute, which varies across different protocols.

e ENV = L x N denotes the set of all possible environ-
ments the network may experience. Here, £ contains a set
of link-state functions [, capturing all possible link states
of the network. Each [ maps every link e € E to a boolean
value indicating whether the link is up (True) or down
(False). N captures all possible external advertisement
states, in which different external neighbors may advertise
different sets of routing messages to the network. It
consists of a set of advertisement-state functions n, where
each function n maps each external neighbor v, € Vg
to a set of routing messages that v, advertises under a
particular state. In the full environment space, the value of
n(v,) is drawn from the power set of all possible routing
messages, which is defined as the Cartesian product of
the complete domains of prefixes and routing attributes.

« originate is the function that specifies the set of rout-
ing messages initially generated by each internal router
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Network instance: ‘ N = (G, M, ENV, originate, trans, @, nexthop) ‘
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choices’ (env, e) =

0

fwd(env, v, ip) =

trans. (S*! (env)(u))

l(e = (u,v)) = True
l(e = (u,v)) = False

nexthop(ip, S(env)(v))

Fig. 1: Formal network model and its semantics.

v; € Vi. Specifically, originate(v;) contains the routing
messages whose prefixes are directly connected to v;.

e trans is the transfer function that describes how routing
messages are modified (or filtered) as they propagate
between router vertices. For link e = (u,v) and routing
message m € M, trans, may modify the attributes
carried by m or filter the message.

e @ is a merge function that models the selection process
for routing messages with the same destination prefix by
comparing their attributes.

o nexthop is a function that selects a router v € V as the
next hop for a given IP address ip € I P, based on the
longest-prefix match over a given set of routing messages.
If no matching message is found, the function returns L,
indicating that the destination is unreachable.

Given a formal network NN, we define its stable solution
as a function S : ENV — (V — 2M), which maps each
environment env € ENV to a function that assigns each
router v € V the set of routing messages it selects under
env. The computation of S follows the formal semantics of the
model, as illustrated at the bottom of Fig. 1. Here, 7 : 7 — 2V
is a time schedule, which maps each time step to the set of
routers that are scheduled to process routing messages at that
step. And 8! denotes the intermediate solution at time step
t. At the initial step ¢ = 0 under environment env = (I,n),
each internal router v; € V7 initializes its solution with the
set of messages it originates, i.e., originate(v;). Each external

neighbor v, € Vg initializes its solution with the messages
it advertises under env, i.e., n(v.). At each subsequent time
step ¢ > 0, if a vertex v is not scheduled at time ¢ (i.e.,
v ¢ 7(t)), its solution remains unchanged. Otherwise, v
merges the set of messages received from each neighbor u
connected via link e = (u, v). The set of received messages,
denoted choices’ (env, ¢), depends on the state of e under env.
If the link is up (i.e., {(e) = True), the messages are obtained
by applying the transfer function trans. to the messages in
S'=1(env)(u). If the link is down (i.e., [(e) = False), then the
message set is empty. This process repeats until a fixed point
is reached for all environments, i.e., for all env € ENV and
v eV, S(env)(v) = St 1(env)(v). Alternatively, based on
the prefixes carried in routing messages, the stable solution can
also be represented as S’ : ENV — (V — (Prefix — M)).
Given the stable solution S, the network’s forwarding be-
havior under every environment can be directly determined.
We define fwd(env,v,ip) as the next hop router selected by
router v for forwarding traffic destined to IP address ip € I P,
based on its selected routing messages under environment env.

IV. EFFECTIVE ENVIRONMENT REDUCTION

We now build on the formal network model to describe the
theory and implications of effective environment reductions.
Environment reductions. We start by formalizing the notion
of environment reductions. An environment reduction relates
two environment spaces: the full environment space ENV =
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Full environment space: ENV

(1) env,

Legend
1. Internal router: A,B
2. External neighbor: E;
“* 3.External message: m(prefix, comm)
4. Reduction function: h

(1) env;

5.trans,: Match- any comm 1:1

[
Reduced environment space: ENV permit

Fig. 2: An illustrative example of environment reduction.
L x N, and the reduced environment space ENV = L x N,
via a reduction function h for external advertisement states.
The reduction function % is defined as a tuple of functions
h = (hp,hay,- .-, hq,), where h, : Prefix — Prefiz maps
eg:& prefix to its reduced representative, and h,, : Attr; —
zﬁt?”\z maps each attrlbute value to a reduced one. Here,
Prefix C Prefix and AttrZ C Attr;. The function h operates
on each advertisement-state function n € N, yielding the
reduced external advertisement state space: h(N) = N =
(A | 7: Vi — 2PreflexAurixxAura) Fig 2 illustrates an
example of an environment reduction.

A. Effective reduction conditions

In an environment reduction, h can be arbitrary reduction
functions, but we are only interested in reductions that preserve
both routing and forwarding behaviors of the network under
the full environment space. Therefore, we formulate a set of
easy-to-check conditions on environment reductions that imply
network behavior equivalence. These conditions are restric-
tions on the function h (i.e., the prefix reduction function h,,
and attribute reduction functions hg,). Effective environment
reductions are those that satisfy these conditions.

Definition 1 (Originating Effectiveness). Given a network N,
a prefix reduction function h, is originating effective if: For
every prefix prefix € Prefiz, if prefix originates from an
internal router v; € Vi, then (1) hy(prefiz) = prefix; and
(2) there does not exist any other prefix prefir; € Prefix
such that prefiz; # prefiz and h,(prefiz;) = h,(prefiz).
Definition 2 (Aggregating Effectiveness). Given a network
N, a prefix reduction function h, is aggregating effective if:
For every prefix prefix € Prefix, if prefix involves route
aggregation, then (1) h,(prefiz) = prefiz; and (2) there
does not exist any other prefix prefix; € Prefix such that
prefiz; # prefix and h,(prefiz;) = hy(prefiz).
Definition 3 (Sub-prefix Effectiveness). Given a network N,
a prefix reduction function hy, is sub-prefix effective if: For
every two prefixes prefizy, prefire € Prefiz, if prefixy is
the sub-prefix of prefiz,, then hy(prefixs) is the sub-prefix
of hy(prefizy).

Definition 4 (Policy Effectiveness). Given a network N, a
prefix reduction function hy, or attribute reduction function h,
is policy effective if: For every two routing messages my and
me that differ only in the prefix or attribute Attri—m; carries
prefixz € Prefiz and mq carries hy(pre fix), or my carries
attr € Attr; and mqy carries hq,(attr)-and for every path
p starting from each external neighbor v. € Vg, the transfer
functions trans on p always apply identical operations to mq

trans,g;: Match-any community 1:1

_________ 192./2,[1:1
a— @ m add community 2:2

trans,; m,: (192./2,(1:1,3:3])] transes: Match all community 2:2 3:3

Fig. 3: An illustrative example of pohcy effectlveness.

and my (i.e., the same permit/deny decisions and attribute
modification) when m1 and meo propagate along p.

As shown in Fig. 3, messages from E) carrying communi-
ties [1:1, 3:3] will be blocked by trans,, unlike those carrying
only [1:1]. To ensure policy effectiveness, the community
reduction function h must map them to different values.

Qcom
Definition 5 (Priority Effectiveness). Given a network N, an
attribute reduction function h,, is priority effective if: For
every two routing messages mi and me that differ only in
the attribute Attr; (i.e., m1 carries attr € Attr; and mo
carries hg,(attr)), my and mq have the same priority during
the message selection process.

B. Effectiveness implies network behavior equivalence

Definition 6 (Network Behavior Equivalence). The network
behaviors under environment spaces ENVy and ENV, are
equivalent iff:

o Routing behavior equivalence: For every prefix
prefix € Prefix and every environment env € ENV;,
there exists an environment env’ € ENVy and a prefix
prefix’ € Prefix such that, for every router v € V, the
propagation path of the S'(env)(v)(prefix) is identical
to that of §'(env’)(v)(prefiz'). And the same condition
holds in the reverse direction.

« Forwarding behavior equivalence: For every IP address
ip covered by prefix € Prefix and every environment
env € ENVA, there exists an IP address ip’ covered by
prefix’ and an environment env’ € ENVy such that, for
every router v € V, fwd(env, v, ip) = fwd(env’, v, ip’).
And the same condition holds in the reverse direction.

Lemma 1. Let h,, be an effective attribute reduction function
over Attr, Network behaviors under the full space ENV and
the space EN V attr, reduced by h,, are equivalent.

Proof. Define APC’; as the set of values attr(;,) € Attr;
that are mapped to the same reili;ed value a/tﬁ"(i,j) € /T]%
by ha, (.e., hq, (attr(2 y)) = attr(; ;). Then, Attr; equals
APC’1 U---UAPC. We define the reduced environment space
ENVAPCZ =L x NApcq, where ]\/'Apcq ={n|n: Vg —

2Preﬁz><Attr1>< X (APCIU- u{attr(”)}u UAPC) XAttr,,}

We begin by proving that for every prefiz € Prefix, every
IP ¢p covered by pre fz'x/,a\nd every env € ENV, there exists
an environment env € ENV 4 pei such that, for every v € V,
the propagation path of &’ (env)](v)(pre fiz) equals that of
§'(env)(v)(prefiz) and fwd(env, v, ip) = fwd(env, v, ip):

o Case 1: No external neighbor v. € Vg sends messages
with attributes in APCz under env. In this case, env
trivially belongs to ENV V APCH> and setting env = env
immediately satisfies the conditions.

o Case 2: Some external neighbors send messages carrying
attributes from APC;. Let SM 4 pCi denote all such
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messages sent by an external neighbor v. € Vg. For
a given prefix prefix;, define SMypci(prefiz;) as
the subset of SM APCi with prefix p;“e fix;. Since
each external neighbor typically advertises at most one
route per prefix, we have SM 4pqi(prefix;) = {m; =
(prefiz, attr(y 4y, ..., attrg ), .. ;zttr(n »))},  where
attr(;yy € APC. We now construct a new message
m; = (prefzx“attr(lﬁh attr(”),.. , T (5 2) )5
where hg,(attrg,)) = attr ;). Let env; be identical
to env, except that v, sends {m;} instead of {m;}.
Since h,, is policy effective and priority effective, we
can conclude that for every router v and every message
m € S(env)(v): (1) If m is derived from m;, there
exists m’ € S(env;)(v) derived from m; such that m’
and m differ only in the attribute Attr;; (ii) Otherwise,
m also appears in S(env;)(v) unchanged. Therefore,
for every prefix € Prefiz, every IP ip covered by
prefiz, and every router v € V, the propagation path of
S'(env)(v)(prefix) equals that of S’ (env;)(v)(prefix),
and we have fwd(env,v,ip) = fwd(env;,v,ip). By
applying the same reasoning to all messages in SM 4 PCi
and all /ext\ernal neighbors in Vg, we can construct a
env € ENV 4 PCi that satisfies the above conditions.

Since ENV apci € ENYV, the above conditions also fol-
J

low conversely. Thus, the network behaviors under ENV APC'
and ENV are equivalent. Applylng the same reasomng to eac
APC! associated with every attr(l z) € Attm, we conclude

that the network behaviors under ENV and ENV Attr; =

LxN Attr; are also equlvalent where N, Attr, = {00 Ve —
2Pref7;r><Att7"1 X. ><At1‘7"7 X Attr, } ]

Lemma 2. Let h, be an effective prefix reduction function.
The network beh/a@rs under the full environment space ENV
and the space ENV ¢, reduced by h, are equivalent.

Proof. Let Prefix, denote the set of prefixes originating from
the internal routers, and let Prefix, denote tlﬁ_&it of prefixes
involved in route aggregation. We have that ENV ¢, = L X
ﬁpfz’ where ﬁpfx — {ﬁ‘ﬁ . VE SN 2Prefiz><Attr1><H.><Attrn}_

We begin by proving the equivalence of routing behavior:

for every pre fﬂi Prefix and every env € ENV, there
exists env € EN Vpre such that, for every router v € V,
the propagation path of S’(env)(v)(prefiz) equals that of
S’ (env)(v)(hy(prefiz)).

o Case 1: prefix € Prefix,U Prefix,. Since h, is both
originating effective and aggregating effective, we have
(Prefixz, U Prefixz,) C Prefiz and hp(prefiz) =
prefix. Let SM (v.) denote the set of routing messages
with prefixes in Prefiz,U Prefix, that external neigh-
bor v. € Vp sends under environment env. We construct
env € ENV ,, such that each v, sends exactly SM (v.).
Because the propagation and selection of routing mes-
sages with different prefixes are independent—except
when dependencies are introduced via route aggregation—
the behavior of messages with prefix prefiz is influ-

enced solely by those in SM(v.). Messages outside
SM(v.) do not affect the propagation and selection
of 8’ (env)(v)(prefix) for every v. Consequently, for
every v € V, we have that the propagation path of
S'(env)(v)(prefiz) equals that of S’(env)(v)(prefizx).

o Case 2: prefix ¢ Prefix, U Prefiz,. Let SM(v.)
denote the set of routing messages with prefix prefiz
sent by ve € Vg under env. We construct an environment
env € EN Vofe where each v, sends a set SM (ve) such
that each message in SM (ve) is identical to its coun-
terpart in SM(v.) except that the prefix is replaced by
hyp(prefix). Since prefiz, hy(prefiz) ¢ Prefiz,, the
propagation and selection of messages with either prefix
are only influenced by messages with the same respec-
tive prefix. Furthermore, because prefiz, h,(prefizc) ¢
Prefix,, all relevant routing messages originate from
external neighbors. Given that h, is policy effective,
we can conclude that, for every router v € V,
&' (env)(v)(prefixz) and S’'(env)(v)(hy(prefix)) differ
only in the prefix field. Therefore, the propagation paths
of these two messages are identical.

Next, we prove the equivalence of forwarding behavior:
for every IP ip covered by prefiz and every env € ENV,
there exists zp covered by h,(prefiz) and an environment
env € ENfom such that fwd(enw, v, ip) = fwd(env, v, ip)
for every router v € V. Let PFX denote the set of prefixes
carried by the routing messages selected across the network
for forwarding traffic to ¢p under env. Let PFX be the set of
prefixes mapped from PF' X by h,,. Note that prefix € PFX
and hy(prefiz) € PFX. For each external neighbor v, € Vg,
let SM(v.) be the set of routing messages sent by v, whose
prefix belongs to PFX. Since ip is covered by all prefixes
in PFX, and different prefixes with the same mask length
do not overlap, any two prefiz,,prefir, € PFX must
have a sub-prefix relationship. Since h,, is sub-prefix effec-
tive, hy(preficy) and hy(prefiz,) must also have a sub-
prefix relationship. Now consider a corresponding environ-
ment env € ENV . In env, each external neighbor v
sends the same messages as in SM(v.), except that every
prefix prefiz, € PFX in those messages is replaced with
hy(prefiz,). From the previous proof, the propagation paths
of &' (env)(v)(prefiz,) and S'(env)(v)(hy(prefiz,)) are
identical for all v € V and prefiz, € PFX. Moreover, by the
policy effectiveness of h,, their next hops are also the same. As
all prefixes in PFX must cover a common IP 1?9 and longest-
prefix matching is preserved under h,, we can conclude that
for every v € V, S8'(env)(v)(hy(prefiz,)) will be selected
for forwarding traffic to ip whenever &' (env)(v)(prefiz,) is
selected for ip. Thus, fwd(env, v, ip) = fwd(enw, v, ip).

Since m pfz © ENV, the above conditions also hold
conversely. Therefore, Lemma 2 holds. O

Theorem 1. Given an effective reduction fﬂct\ion h and cor-
responding environment spacw V and ENYV, the network
behaviors under ENV and ENV are equivalent.
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11 Prefix Prefix

192./2 192./2 192./2

192./3 7%/ 192./3

110 111 224./3 192./3
192./3 224./3 192./4 /4 192./4
208./4 »[192./4

1100 | 1101 | 1110 | 1111  |224./4 192./4
192./4 | 208./4 | 224./4 |240./4  240./4 192./4

Fig. 4: Prefix trie and reduction over 192.0.0.0/2 (length 2-4).

Proof. Theorem 1 follows directly from Lemmas 1 and 2. We
omit the proof due to space limitations. O

C. Reduction algorithm

We now present an algorithm for computing effective envi-
ronment reductions directly from router configurations. The
key challenge lies in ensuring that the derived prefix and
attribute reduction functions satisfy the effective conditions
defined in Section IV-A. Therefore, our focus in the following
is on identifying such effective reduction functions.
Compute the effective prefix reduction function h,. Since
prefixes remain unchanged during message propagation, it
suffices to analyze each transfer function trans independently,
instead of considering the sequence of trans formed along the
message propagation path.

Bulwark computes h,, as follows: First, Bulwark extracts

a collection P of prefix sets from configurations. Each set
set € P corresponds to either (i) a group of prefixes matched
by a single statement in each trans, or (ii) a singleton prefix
that originates internally or involves route aggregation. To
ensure completeness, the full prefix set Prefiz is also added
to P. Next, Bulwark refines P into a collection of disjoint
sets, forming a partition over the prefix space Prefix. For
each set € P, Bulwark constructs prefix tries over all prefixes
in the set. It then selects the longest root-to-leaf path in each
trie and collects all prefixes along this path. Finally, for each
prefix pre fix on the path, i, maps all prefixes in the trie with
the same mask length as prefix to prefix. Fig. 4 illustrates
a prefix trie and the resulting reduction function.
Compute the effective attribute reduction functions ;. All
external routing messages exchanged between ASes are eBGP
messages. Therefore, we only need to focus on BGP attribute
reduction. As summarized in Table I, only a subset of BGP
attributes [38]-next hop, AS path, origin, MED, and community
list—are transitive across ASes. The remaining attributes are
either assigned fixed values in eBGP messages or are reset
upon AS traversal, and thus require no reduction.

Among the transitive attributes, some can also be omitted.
The next hop attribute is deterministically set per neighbor and
thus irrelevant to reduction. The origin has only three values
(i.e., IGP, EGP, INCOMPLETE), with EGP being usually
deprecated, making its reduction trivial. The MED attribute
only affects message selection when comparing eBGP routing
messages from the same AS. It serves as a preference hint
from the external AS and is unrelated to internal properties that
concern internal operators. Thus, its reduction is unnecessary.

Consequently, we mainly focus on the community list and
AS path attributes. As shown in Algorithm 1, Bulwark first
computes all possible propagation paths that each external
routing message may traverse from every external neighbor

TABLE I: BGP attributes and their transitivity across ASes

BGP Attribute | Transitive Between ASes

Next hop, AS path, Origin, Community list

Multi-exit discriminator (MED) Yes

Local preference, Originator ID, Cluster list ‘ No

Algorithm 1 Computing effective attribute reduction

Input: Network N, community attribute Attrcopm . and AS path attribute Attrgsy
Output: Community reduction function h and AS path reduction function
h

Acom

Aasp

1: procedure COMPUTEEFFECTIVEATTRREDUCTION(N, Attrcom, Attrasp)
2: AllPaths < 0

3: OrderSetcom < 0 > All observed community policy orders
4: OrderSetqsp <+ 0 > All observed AS path policy orders
5: Acoms Aasp < 0 > Partitions for community and AS path values
6: Nacom s Pagsp < empty maps

7: for v, € Vg do

8: paths <+ FINDALLPATHS(G, v.)

9: AllPaths < AllPaths U paths

10: for path € AllPaths do

11: comOrder < [], aspOrder < |]

12: for e € path do

13: if HASCOMMUNITY STATEMENT(trans,) then

14: APPEND(comOrder, trans,)

15: if HASASPATHSTATEMENT(trans,) then

16: APPEND(aspOrder, transe)

17: ADD(OrderSetcom, comOrder)

18: ADD(OrderSetysp, aspOrder)

19: for policyOrder € OrderSetcom do

20: ApolicyOrder o CoMpUTEPARTITION(policyOrder, Attreom)
21: Acom + Acom U ARGLicyOrder

22: for policyOrder € OrderSetqs, do

23: .Ag;’;’”ford” < COMPUTEPARTITION(policyOrder, Attr,sp)
24: Aasp  Aasp U Aﬁf;i}cyord”

25: Acom < DISIOINTIFYPARTITIONCLASSES(Acom )

26: Aasp < DISIOINTIFYPARTITIONCLASSES(Aqsp)

27: for set € Acom do

28: rep < SELECTREPRESENTATIVE(set)

29: for comm € set do

30: Racom (comm) < rep

31: for set € Agsp do

32: rep < SELECTREPRESENTATIVE(set)

33: for asp € set do

34: haosp(asp) < rep

35: return R, s Ragsp
36: end procedure

by traversing the topology (lines 7-9). It then filters these
paths to retain only those involving transfer functions that
operate on community or AS paths. For each such path, it
extracts the partial order of relevant transfer functions, which
captures the order in which the community and AS path
values are evaluated or transformed (lines 10-18). Then, each
such transfer order is treated as a symbolic execution trace.
For each trace, Bulwark computes a partition of attribute
values such that all values within the same class are treated
identically along the trace (lines 19-24). These classes are
then refined into disjoint sets (lines 25-26), ensuring all values
within the same class are treated identically along all traces.
Note that each transfer function may have multiple match-
action statements. Finally, Bulwark selects a representative
value from each disjoint set and maps all values in the set
to this representative (lines 27-35), forming A, and hy,,,-
To preserve priority effectiveness, Bulwark ensures that, when
refining AS path equivalence classes (line 26), all AS paths
within each set have identical length. It is worth noting that the
computation can also incorporate complex policy operations
like ADD-PATH and regex matching.

Qcom
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Symbolic extension of the network instance:

REe = {Rc|R. = True/False,Ve € E}

R = {Rm|Rm = True/False,¥m € fiau(ve),ve € Vi}
EXPR = {exprlezpr € G =(Rg,Rm,N,V,True,False)}
M? M x EXPR

trans® Ex M® — M*

®° C MS x MS oM

Symbolic network solution:

{(m, True)|m € originate(v)} t=0,veVr
Sg(v) _ {(WLl7 Ry)|m € Nau(v), Rm € Rm} t=0,veVE
S5 (w) t>0,ve¢T(t)

S3(v) % (D (4 uyep transs (S5 (u)  t>0,veT(t)

Fig. 5: Symbolic extension of the network model.
D. Preserved network properties

Theorem 1 establishes that many network mties yield

identical verification results under ENV and ENV:

o Routing properties: For any property related to the
propagation or selection of routing messages with a prefix
prefix € Prefiz or an attribute value attr € Attr;, its
verification result under ENV is identical to that under
ENV when Veﬁfy\ing over the corresponding values
hyp(prefix) € Prefiz or hg,(attr) € Attr;.

« Forwarding properties: For any property related to the
forwarding behavior of traffic destined to IP addresses
covered by a prefix prefix € Prefiz, the verification
result under FN'V is identical to that under ENV, where
destination IPs are mapped to those covered by the prefix
hyp(prefix) € Prefiz.

V. VERIFICATION OVER THE REDUCED ENVIRONMENTS

We have shown how to compute an effective reduction of the
full environment space but do not illustrate how to efficiently
explore this reduced space. We then describe how to extend
the network model into a symbolic form, enabling scalable
verification over the reduced environment space. As shown in
Fig. 5, the network instance is extended with:

e Rp and R,; denote sets of symbolic boolean vari-
ables. Each variable R, € Rpg (True/False) indicates
the state (up/down) of link e € FE. Each variable
R,, € Ry (True/False) encodes whether an external
neighbor v, € Vg advertises a routing message m, where
m € ﬁa”(ve), ve € Vg, and Ngy € N. The Tall
mﬂs\each E{Enal neig@c&to the full set defined by
Prefixz x Attry X ... x Attry,.

e EX PR is the set of environment conditions, where each
expression is a logical formula expr from the boolean
algebra G representing specific link states and external
advertisement states.

e M? is the set of symbolic routing messages, where
each m®(m,expr) associates a message m € M with
an environment condition expr € EX PR representing
environments under which m is selected.

o trans® is the symbolic extension of the transfer function
trans. For a link e = (u,v) and a symbolic message

Symbolic solution Sg(A)
m3(192./2,[1:1], "3",300, RmzRe2)
m5(192./2,(] 00, (=Rmz V =1Re2)Re1)
m§(192./2,(1, "3",100, ~RymoRyna Re2)

R 7 S

External message from E; Rey _transe, Bk

RO

Fig. 6: An illustrative example of symbolic simulation.

m?(m, expr), the trans? (m?*) extends trans, by updating

the environment condition of m® to expr A R, indicating

that m can propagate through e only when the link is up.

o @° is the symbolic extension of @&, modeling the se-

lection process of symbolic routing messages. Unlike

@, ®° preserves all messages with different preferences

by restricting their environment conditions. For m{ =

(mq, expry) and m3 = (mo, expry) in M*, the result of

mj @ mj is defined as follows: (1) If m; and mqo have

different prefixes, both messages are retained: {ms$, m3}.

(2) If m; and mso share the same prefix, the result is

{m3—m3, m§—mj$}, where m§ —ms3 is computed based

on their preference: (i) If m; is preferred over mo, then

m$ —m$ = (my, expri), indicating that m; is always

selected when available. (ii) If m; is less preferred than

ma, then m; — m§ = (mq, expry A —exprs), meaning

m; is selected only when m; is available and ms is not.

Given a symbolic network instance, its symbolic solution

Ss maps each router vertex v € V to a set of symbolic

routing messages that may be selected by v under different

environment conditions. At time step ¢t = 0, the solution

S2(v) for each internal router v; € Vj is initialized with

all messages originating from v;, each associated with the

condition True, indicating that these messages are always

available to v, regardless of the environment. For each external

neighbor v, € Vg, S2(v.) includes all messages in 7iqy(ve),

each paired with a symbolic variable R,,, which encodes that

message m is available only if it is actually advertised by

ve. For subsequent time steps (¢ > 0), the set of symbolic

messages selected by each router evolves according to the

symbolic transfer function and message merging semantics.
Fig. 6 shows an example of symbolic simulation.

trans,q

Legend
m(prefix,comm, as path, local pref,expr)
trans,,: Match-any community 1: 1
set local pref 300

VI. EVALUATION

We evaluate Bulwark to demonstrate: (i) its effectiveness
in detecting both known and novel configuration bugs in
synthetic and real-world scenarios, and (ii) its performance
across networks of varying sizes. Bulwark is implemented in
Java using Binary Decision Diagrams (BDDs), with the JDD
library [39]. For prefix reduction, we select one representative
prefix per trie; for AS path partitioning, we consider only the
shortest AS paths. These heuristics are useful and introduce
no false positives or negatives in our experiments. To enhance
scalability, we apply several optimizations like [15], [16],
[40], including symbolic variable reduction, routing message
pruning, and prefix pruning.

All evaluations ran on a Linux server with an AMD EPYC
7402 24-Core Processor and 128 GB of memory.

A. Finding bugs in synthetic scenarios with Bulwark

We demonstrate Bulwark’s ability to detect both known and
novel bugs in synthetic scenarios, which are derived from
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10.101.0/24 101020/24 10.103.0/24
(a) Traffic blackhole

(b) Forwarding loop
Fig. 7: Known and new bugs in synthetic scenarios.

TABLE II: Statistics of the dataset.

Dataset ‘ Routers ‘ Links ‘ Neighbors ‘ Policies ‘ Config-Lines

Internet2 ~10 ~80 ~300 ~3k ~100k
Campus ~10 ~20 ~10 ~30 ~2k
Netl ~10 ~10 ~10 ~0 ~1k
US Carrier ~150 ~200 ~30 ~600 ~20k
Columbus ~70 ~90 ~20 ~350 ~10k
Bics ~30 ~50 ~10 ~200 ~5k

real-world incidents. Due to a lack of full configurations, we
replicate these cases. All bugs are latent—triggered only un-
der specific environments—and even in small-scale topologies,
existing tools either miss them or fail to scale effectively.

1) Finding known bugs in synthetic scenarios:

o Traffic blackhole due to erroneous route aggregation.
In the scenario illustrated in Fig.7a (adapted from [18]),
traffic destined for prefix 10.10.2.0/24 from the WAN
may be blackholed at router C'1 upon failure of the S2-
L2 link. The data center network (DCN) hosts services
associated with prefixes 10.10.1.0/24, 10.10.2.0/24, and
10.10.3.0/24 on leaf routers L1, L2, and L3, respectively.
To enable WAN connectivity, core routers C'1 and C2
aggregate these prefixes into a single advertisement for
10.10.0.0/16 and announce it to the WAN. However, due
to incorrect aggregation configuration, C'1 continues to
advertise the aggregate even after losing reachability to
L2. Consequently, traffic to 10.10.2.0/24 is forwarded to
C1, which lacks a more specific route and therefore drops
the packets, resulting in a forwarding blackhole.

o Forwarding loop caused by error preferences. As
shown in Fig. 7b (from [41]), a forwarding loop forms
between routers R3 and R4 when R1 and R2 receive
external messages with the same prefix. The network runs
BGP, with R3 and R4 serving as route reflectors for R1
and R2. Due to misconfiguration, R3 prefers R1 as the
exit, while R4 prefers R2. As a result, R3 forwards traffic
to R4, and R4 sends it back to R3, forming a loop.

2) Finding new bugs in synthetic scenarios:

o Prefix hijacking due to poor routing policies. As shown
in Fig. 7c, traffic to the internal IP address 64.57.28.25
can be hijacked by ISP1 if the R2-R3 link fails and
ISP1 advertises a spoofed route. The service resides on
R3, with ISIS for internal routing and BGP for external
routes, where R2 serves as a route reflector. Normally,
ISIS routes take precedence, keeping traffic internal.
However, an error import policy on R1 fails to filter
internal prefixes, allowing it to accept the bogus BGP
route when ISIS is unavailable and divert traffic to ISP1.

Provider

— ()

traffic hijack-..

AS20

64.57.2825/32 AS10

(c) Traffic hijack

AS10
(d) Route leak

TABLE III: Known and new bugs found by Bulwark.
BTE

Network | Prefix Hijack | Route Leak | NoMartian | | Blackhole

| Known New | Known New | Known New | Known New | Known New

Campus 2 8 0 2 - -
Netl 0 3 0 1 - - - - 2 0
Internet2 0 95 0 1 5 0 -

TABLE IV: Runtime on Inter- TABLE V: External adver-
net2 (Bagpipe vs. Bulwark). tisement state reduction ratio.

Property |  Bagpipe |Bulwark Network ‘ N/N
11
NoMartian | 1,178s (20min) | 113s Bics > 10%:27x10
BTE | 285045 (8h) | 115s Columbus | > 108-58x101!
PrefixHijack - 117s US Carrier > 101-28% 1012

« Route leak due to error BGP neighbor configuration.
As illustrated in Fig. 7d, a route leak from ISP1 to ISP2
occurs when the R3-R4 link fails. The network uses BGP,
with R3 and R4 as route reflectors. To prevent leaks,
R1 and R2 tag messages from ISP1 with community
20:1, and R3 and R4 apply export filters that drop such
messages before reaching ISP2. Without link failures,
R3 prefers ISP1 routes via R2, ensuring proper filtering.
However, since the BGP session between R1 and R3 is
configured without send — community, community tags
are omitted. If the R3-R4 link is down, R3 may select
untagged routes from R1 and propagate them to ISP2,
bypassing filters and triggering a leak.

B. Finding bugs in real scenarios with Bulwark

We further evaluate Bulwark on three real-world networks:
a campus network [7], a Batfish-analyzed network (Netl) [6],
and the nationwide WAN Internet2 [24] (Table II). As shown
in Table III, Bulwark detects all previously reported bugs and
uncovers several new misconfigurations missed by prior tools.
1) Finding known bugs in real scenarios:

o Prefix Hijack. In the campus network, services under
prefix 2.128.0.0/24 must be reachable by all internal
routers. However, Bulwark identified that traffic is in-
correctly redirected to AS1 when AS2’s border router
receives external routes from AS1 containing sub-prefixes
of 2.128.0.0/24 and communities matching ‘1:*’. This
misbehavior is caused by an incorrect import policy that
fails to filter routes for 2.128.0.0/24 and its sub-prefixes.

o No Martian. The noMartian property requires routers to
discard routes with ‘martian’ prefixes (e.g., 10.0.0.0/8),
which should not appear on the public Internet. Internet2
enforces this property, but Bulwark detected that a router
could select a sub-prefix of a martian prefix. Further anal-
ysis suggests this may be due to intentional configuration.
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Fig. 11: Memory usage across WANSs
under all environments. external neighbors.
o Block To External. The BlockToExternal property en-
sures that routes tagged with communities like NoExport
(e.g., 11537:888) are not propagated to external neigh-
bors. Internet2 enforces this policy via the SANITY-OUT
filtering policy. Bulwark detected violations involving five
border routers, where SANITY-OUT was not applied,
allowing export of messages with BTE communities.
2) Finding new bugs in real scenarios:
Campus network. Bulwark uncovered eight potential prefix
hijacks within AS1 and AS3 of the campus network. In ASI,
which hosts 1.0.1.0/24, traffic should remain internal. How-
ever, when border routers receive external messages from AS2
with sub-prefixes of 1.0.1.0/24 and communities matching
2:* traffic is redirected to AS2. This was caused by the
error import policies that fail to filter these sub-prefixes.
Bulwark also detected two possible route leaks. While
AS1 and AS3 should independently access AS2 and avoid
providing transit for one another, AS1 was found to leak
routes—received from AS2—-to AS3, potentially enabling free
transit. A similar misconfiguration was identified in AS3.
Netl. We identified three new prefix hijacking vulnerabilities
in Netl. The prefix 10.0.0.0/24, hosted on router N2 in
AS2, is internally advertised via OSPF and should receive
traffic destined to it. Bulwark revealed that when AS1 or
AS3 advertises sub-prefixes of 10.0.0.0/24 to AS2, traffic is
misrouted to the external AS instead of N2. The root cause
is the lack of sub-prefix filtering on AS2’s border routers.
Internet2. In Internet2, eight internal prefixes are reserved
for backbone services, and traffic to these prefixes should
remain within the network. Bulwark found that 75 external
neighbors could hijack traffic to seven of them by redirecting
it externally. The root cause is that Internet2’s import policies
filter only exact matches, allowing sub-prefixes to bypass. For
the remaining prefix, 20 neighbors could still hijack traffic due
to insufficient sub-prefix filtering, despite stricter policies.

C. Verification performance

1) Performance on real networks: We compare the perfor-
mance of Bulwark and Bagpipe [8] on Internet2 for verifying
three properties: NoMartian, BlockToExternal, and Prefix Hi-
jack (only supported by Bulwark). Since Bagpipe is not open-
source, we use the results reported in its paper. As shown

External Neighbor Number

Fig. 12: Memory usage vs. number of

Memory(GB)

1

k=0 k=1 k=2 k=0 k=1 k=2 k=0 k=1 k=2 k=0 k=1 k=2 k=0 k=1 k=2
Fattree5 Fattree20 Fattree45  Fattree80  Fattree125

Fig. 13: Memory usage across fat trees
under k link failures.

in Table IV, Bulwark verifies all properties in around 100
seconds, whereas Bagpipe takes over 8 hours in the worst
case. Bulwark is about 10x faster for NoMartian and nearly
100x faster for BlockToExternal.

2) Performance on synthetic networks: Table V shows
the reduction ratio of external advertisement states on three
synthetic networks. Bulwark reduces the environment space
by over 101" x on all networks.

We further compare Bulwark with Minesweeper, the only
verifier that supports verification under all environments. We
use three networks of increasing size-Bics, Columbus, and US
Carrier—from [40]. Each includes a different number of routers,
links, routing policies, and external neighbors. We focus on
verifying the traffic hijack property under environments with
up to two link failures (k < 3) and all external advertisement
states. The property is detected by checking pairwise reacha-
bility. As shown in Fig. 8, Bulwark outperforms Minesweeper
by nearly two orders of magnitude for k¥ = 0 and k£ = 1,
and by nearly 10x for kK = 2. While runtime grows with k&,
failures beyond k = 2 are rare in the real world [42].

We also compare Bulwark and Minesweeper on the Colum-
bus networks with varying numbers of external neighbors. As
shown in Fig. 9, Bulwark’s runtime remains nearly constant,
consistently 100x faster than Minesweeper. To further evalu-
ate scalability, we evaluate Bulwark on fat-tree networks with
5 to 500 links (Fattree5—Fattree125) under environments with
k link failures. As shown in Fig. 10, Bulwark is nearly 100x
faster than Minesweeper across all scales.

Finally, we compare memory usage. As shown in Fig-
ures 11, 12, and 13, Bulwark’s peak memory usage stays below
10 GB, while Minesweeper exceeds 20 GB.

VII. CONCLUSION

We introduce Bulwark, a network configuration verifier that
effectively reduces the full environment space to a small and
sound subset, enabling scalable verification under all possible
environments. Bulwark is based on a theory of network
behavior equivalence between the full environment space and
its effective reduction. Experimental results show that Bulwark
detects many known and previously unknown configuration
bugs in real-world and synthetic networks and outperforms
existing configuration verifiers by up to 100x in speed.

50 60 70 80 90
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