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ARTICLE INFO ABSTRACT

Keywords: Combining Network Function Virtualization (NFV) and Software Defined Network (SDN) enables the delivery
Network function virtualization of network services in a flexible and cost-efficient manner. NFV allows elasticity scheduling of Virtual Network
Service function chain Function (VNF) instances to adopt the dynamic variation of network flows, such as VNF instance scale out or

Flow migration

. in and load balancing. To implement the elasticity scheduling, existing flows need to be re-routed through the
Software defined network

VNF instances. One major problem is how to select appropriate flows for migration to reduce migration cost
and improve network performance after migration. In this paper, we propose a Cost-efficient Flow Migration
framework, CFM, to jointly optimize flow migration cost and network performance after migration (including
flow routing cost and maximum VNF instance load) for flow migration in Service Function Chain manner.
Experimental results demonstrate that CFM can reduce flow routing cost after migration by 43% ~ 62%
compared with previous works, while achieving similar flow migration cost in scale out/in scenario. In load
balancing scenario, CFM can also reduce flow migration cost by 65% ~ 79% and flow routing cost after
migration by 43% ~ 79% compared with previous works, while ensuring that the maximum VNF instance
load does not significantly increase.

1. Introduction be deployed within a single server or a Local Area Network (LAN)

composed of multiple servers, representing a non-geo-distributed de-

Today’s network service operators prefer to implement Network ployment, they can also be deployed in a geo-distributed manner

Function Virtualization (NFV) [1] technology in enterprise and edge due to resource constraints in physical devices, latency or robustness
networks as a replacement for dedicated hardware middleboxes. In requirements, or functional considerations [4].

contrast to hardware devices, NFV enables the implementation of net- There are two typical network scenarios that may necessitate geo-

work functions in a software-based manner on commercial servers.
These software-based network functions are called as Virtual Network
Functions (VNFs), typically running in Virtual Machines (VMs) or
other containers such as Docker. These containers that host VNFs are
known as VNF instances (VNFIs). NFV enhances network services by
offering flexibility and reduces deployment and operational costs. Com-
plemented by Software Defined Network (SDN) technology, operators
can manage traffic flows more flexibly and achieve specific objectives
through the installation of routing rules [2].

Network flows typically traverse multiple VNFs in a specific order
to achieve predefined objectives. These sequenced VNFs are known as
Service Function Chains (SFCs) [3]. While SFCs are often assumed to into an SD-WAN infrastructure [6]. This implies that network services

distributed deployment of SFCs. The first scenario pertains to edge
cloud networks. Considering that edge clouds typically have limited
resources and may not handle the increasing user flows independently,
they require collaboration with other edge clouds or remote public
clouds to deliver services. In this case, flows need to traverse multiple
geo-distributed clouds [5].

The second scenario involves Software-Defined Wide Area Network
(SD-WAN). Companies like Amdocs' offer NFV SD-WAN solutions on
Microsoft Azure® cloud. These solutions allow service providers to
configure and manage VNFs across multiple clouds, connecting them
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can also be offered in a geo-distributed SFC manner when necessary,
with flow routing among clouds controlled by the SD-WAN controller.
In geo-distributed cloud networks, careful consideration of flow routing
is crucial, as routing flows between clouds can result in higher costs
compared to non-geo-distributed cloud networks.

When providing network services, an NFV-enabled network must
adapt to dynamic flow variations. Besides allocating computing re-
sources directly to Virtual Network Function Instances (VNFIs), mi-
grating flows between VNFIs is also necessary to maintain network
service performance [7-9]. For example,if increased flows overload
specific VNFIs in an SFC, it requires to migrate a portion of the flows
from the overloaded VNFIs to non-overloaded ones or newly launched
VNFIs [10]. In [7], flow migration triggers can be categorized as
follows: (1) Scale out: when certain VNFIs within the SFC become
overloaded; (2) Scale in: when certain VNFIs within the SFC are un-
derutilized; (3) Load balance: when the load among VNFIs within the
SFCs is imbalanced; and (4) VNF Failure Recovery/VNF Upgrading:
when VNFI failures occurs or require upgrading. The primary challenge
in handling flow migration is how to select the appropriate flows for
migration while optimizing both the migration cost and network performance
post-migration. Specific challenges include:

(1) Optimize migration cost during migration: Flow migration
operations require the temporary suspension of services for the affected
flows. These active flows during the service suspension are termed “in-
flight” flow. Prolonged migration operations can significantly impact
service quality. Therefore, it is crucial to minimize migration costs
when selecting flows to migrate. Additionally, maintaining a buffer in
the cloud to hold VNFIs is essential for preserving in-flight flows during
migration. Careless flow selection could lead to buffer space overflow,
resulting in packet loss or service degradation. While prior efforts
(e.g., [7]1) have aimed to reduce flow migration costs and consider
buffer overflow, they mainly focus on optimizing migration cost for
individual VNF, overlooking routing performance across multiple VNFs
within the SFC. This means that their solutions may not directly apply
to optimizing flow migration in SFC scenarios.

(2) Optimize network performance after migration: Assessing
network performance after migration involves several aspects. Max-
imum VNFI load is a vital metric. Minimizing maximum VNFI load
can ensure the processing performance of VNFIs and utilization of net-
work resources. Meanwhile, optimizing the routing cost after migration
based on the delay requirements of flows is also important. Since flows
require both delay-sensitive services (tolerate hundreds of milliseconds
delay) and delay-tolerant services (tolerate maximum hours delay) for
serving [11,12], if the resources are limited in clouds, it is better to
prioritize the flows that require delay-sensitive services using resources
on clouds with lower transmission delay. However, existing works
like [8,9] only focus on optimizing the VNFI load after migration but
ignore the routing performance optimization.

(3) Trade-off between migration cost and network performance
after migration: When making flow migration decisions, a migration
scheme with low migration cost does not guarantee good network
performance after migration, and vice versa. This requires comprehen-
sively evaluating the migration cost and the network performance that
can be achieved after migration for each flow, and making trade-offs
to finally achieve the overall optimal migration scheme.

To address the above challenges, we propose a flow migration
framework for geo-distributed clouds network, called as CFM frame-
work. The CFM framework can achieve optimized flow migration cost
and network performance after migration (maximal VNFI load and
flow routing cost) when flow migration events are triggered. The main
contributions of this paper are shown as follows:

» We propose a general flow migration optimization framework in
SFC scenario, which covers the following flow migration events:
scale out/in, load balance, VNF failure recovery and VNF up-
grading. We also analyze the costs to be optimized and the flow
selection targets for each event (Section 3).
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Fig. 1. Example of different flow migration schemes in scale out scenario.

» We formulate the optimization models for each flow migration
event. The models can help to achieve optimized flow migration-
related costs while ensuring the migration targets being satisfied
(Section 4).

We design proper algorithms for different flow migration events
in CFM. For scale out/in events, we propose greedy flow se-
lection algorithms to achieve efficient flow migration. For load
balance event, we propose an approximation algorithm to realize
near-optimal flow migration schemes (Section 5).

We conduct extensive simulation experiments to evaluate the
optimization effect of CFM. The results demonstrate that CFM
can achieve well trade-off between flow migration cost and net-
work performance after migration. For example, in load balance
scenario, CFM achieves similar maximum VNFI load compared
with state-of-the-art work, but reduces the flow migration cost
and routing cost after migration about 65% and 50% respectively
(Section 6).

2. Motivation example

In geo-distributed cloud networks, flows requiring SFC services of-
ten traverse multiple cloud nodes, which may result in varying routing
delays. This discrepancy leads to significant differences in migration
and post-migration routing costs across different migration schemes.
Therefore, selecting diverse post-migration routing paths during migra-
tion can greatly affect the direction of cost optimization.

For example, in the Scale Out scenario, the primary objective of flow
migration is to alleviate the load on overloaded VNF instances to below
a specified threshold. Our main focus here is to optimize the migration
and post-migration routing costs. Migration costs mainly encompass the
time spent on VNF state migration and packet redirection, while post-
migration routing costs relate to the quality of service violations due
to routing delays not meeting flow delay requirements. As shown in
Fig. 1, the VNF1 instance on node B is overloaded. The parameters of
VNFs and flows include: the state migration delay of VNF1 is 7 ms,
the single flow entry installing delay is 1 ms, the redirecting delay for
a single packet of flow is 0.5 ms, the flow rates of f1 and f2 are
2000 packets per second and 8000 packets per second respectively,
and the expected service completion delay of f1 and f2 are 20 ms
and 40 ms respectively. Additionally, the forwarding delay of part
links are also shown in Fig. 1. Suppose that either flow f1 or f2 can
be migrated to ease the overload. Based on the calculation methods
shown in Section 4, we can calculate the costs associated with various
migration and post-migration flow routing schemes, as shown in the
table of Fig. 1. If the aim is solely to minimize migration costs, /1 would
be migrated along the V NF1 — V N F2 path (Scheme 1), resulting in a
total cost of 10. Conversely, selecting the V NF1” — V NF2' path for
/2 migration (Scheme 2) would minimize post-migration flow routing
costs, resulting in a total cost of 21. However, neither of these schemes
optimizes the combined migration and post-migration routing costs. By
striking an appropriate balance between the two costs, migrating f'1
according to Scheme 2 yields the lowest total cost of 14.
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Fig. 2. Example of different flow migration schemes in load balance scenario.

In the Load Balance scenario, besides considering the costs of flow
migration and post-migration flow routing, we also need to optimize
the maximum load on VNFI after migration. This creates a notable
optimization dilemma between VNFI load and flow migration cost, as
migrating more flows is likely to alleviate VNFI load. As depicted in
Fig. 2, the load on VNF1 instance at node B is relatively high (80%).
To balance the load between VNFI, we can consider migrating flow f1,
f2, or both (assuming other flows cannot be migrated due to specific
reasons). Suppose the parameters are set the same as in the Scale Out
example, and the maximum load of VNFIs after migration are shown in
the table of Fig. 2. If minimizing the maximum VNFI load is the primary
optimization goal, f1 will be migrated along the VN F1’ — V N F2 path
(Scheme 1), and f2 will be migrated along the VNF1” — VNF2'
path (Scheme 2). However, this migration scheme incurs high flow
migration cost and post-migration flow routing cost, resulting in a
maximum VNFI load of 50% and a total cost (migration cost + post-
migration routing cost) of 61. If minimizing the cost of flow migration
or post-migration routing (or both) is the main objective, only f1 will
be migrated according to Scheme 2. However, this migration approach
poorly optimizes the maximum VNFI load, resulting in a load of 70%
after migration and a total cost of 14. Yet, by jointly optimizing the
three costs, we would migrate f1 according to Scheme 2 and f2
according to Scheme 1. This migration scheme prioritizes ensuring
VNFI load optimization effects, and achieves a maximum VNFI load of
52% after migration, with a total cost of 37 for flow migration and post-
migration routing. If the optimization priority is to ensure migration
and post-migration routing costs, we can choose to migrate only f2
according to Scheme 2, which results in a maximum VNFI load of 60%
after migration, with a total cost of 21 for flow migration and post-
migration routing. While sacrificing a portion of VNFI load and the
sum of flow migration cost and post-migration routing cost, this scheme
achieves a more balanced overall optimization effect.

The examples above highlight the importance of jointly optimizing
migration costs and post-migration flow routing costs. By striking suit-
able compromises in optimization, we can prevent an escalation in costs
favoring one type of optimization over another (e.g., in the Scale Out
scenario, migrating flow f2 according to Scheme 2 led to excessively
high migration costs). During joint optimization, network operators can
adjust their optimization strategies according to actual requirements
(e.g., in the Load Balance scenario, if operators prioritize optimizing
migration costs and post-migration routing costs and are willing to
tolerate higher VNFI loads, they may opt to migrate only flow f2
according to Scheme 2). In our designed flow migration optimization
framework, CFM, we aim to jointly optimize various costs relevant to
different scenarios. The simulation experiment results in Section 6 also
demonstrate that CFM achieves a more balanced optimization effect
compared to existing approaches that focus solely on optimizing a
single cost (such as optimizing VNFI load only in the Load Balance
scenario).

3. CFM framework overview

The geo-distributed cloud network in CFM consists of switch nodes
(S), cloud nodes (N), and links (L), represented as an undirected graph
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Fig. 3. CFM framework modules and workflow.

G = (S, L). Cloud nodes in N can connect directly to switch nodes in
S. Within the cloud nodes, there is a set of VNFIs (/), some of which
remain active to process flows, while others are inactive and can be
launched when the active ones cannot handle all flows. Active VNFIs
can also be deactivated when the number of flows decreases to save
costs.

In this cloud network, the set of user flows is denoted as K, and
these flows dynamically change over time, leading to flow migration
events. CFM monitors these events and determines how to manage
flow migration while aiming to minimize related migration costs. It
also strives to optimize network performance after migration. The
framework modules and workflow of CFM are depicted in Fig. 3.

The Flow Migration Event Detection module is responsible for identify-
ing the occurrence of flow migration events. In this module, we mainly
employ the commonly used methods in current work to determine the
timing of various types of flow migration operations.® It uses predefined
upper and lower load thresholds (y,, and y,,,), and calculates the load
y; for each VNFI i € I based on status information (e.g., flow rate)
collected by the VNF and Flow Status Monitor module.* If the load of
a VNFI falls outside the range defined by these two thresholds, the
detection module considers executing scale-out or scale-in operations
for the corresponding VNFIs.

Even when the load of VNFIs falls within the normal range, the
detection module must also consider the possibility of VNFI load im-
balance. VNFI load imbalance can more easily lead to VNFIs becoming
overloaded or underutilized, or resulting in inefficient resource uti-
lization. Hence, a load balancing operation is required to redistribute
flows across the VNFIs and balance the load on each VNFI. The load
balancing operation can be triggered either when the variance of VNFI
loads exceeds a certain threshold, denoted as y,,, (similar to [7]), or it
can be triggered periodically.

As for VNF failure recovery and VNF upgrading events, these are
triggered when a VNFI failure is detected or when a VNF upgrade
request is issued by network operators. In summary, the conditions that
trigger flow migration events are as follows:

* Scale Out: if some VNFI load y; > y,, in SFC;

+ Scale In: if some VNFI load y; < y,,,, in SFC, and VNFI shutdown
cost outweighs the benefit;

» Load Balance: if the variance of VNFI loads satisfies var(y, ...,
¥;) = v, or fixed load balance period P, is met;

3 Determining flow migration timing based on fixed threshold method or
current faulty VNF detection method may have limitations. However, finding
more suitable flow migration timing and more accurate faulty VNF detection
mechanism is not the main contribution of this paper. We mainly optimize
flow migration schemes for specific migration events.

4 VNF and Flow Status Monitor module can be supported by existing VNFI
provisioning platforms and the OpenFlow protocol [13] to collect flow status.
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+ VNF Failure Recovery/VNF Upgrading: if failure events or
upgrading requirements are detected.

Once the triggering flow migration event is identified, the following
modules are essential for subsequent handling: The Flow Migration Cost
Evaluation and Flow Routing Cost Evaluation modules assess the costs
associated with flow migration. The Flow Migration Algorithm module
then selects specific migration schemes based on the cost assessment
and the migration requirements associated with the triggered flow mi-
gration events. We outline how our framework handles flow migration
based on event types:

(1) Scale Out: Scale out operation involves selecting suitable flows
from the overloaded VNFIs and migrating them to other VNFIs.
Throughout the migration, inactive VNFIs may be activated to handle
additional flows that the existing active VNFIs cannot accommodate.
The number of migrated flows must reduce the load of the overloaded
VNFIs below v, after migration. While minimizing migration costs and
post-migration routing costs, it is also essential to prevent overloading
of other VNFIs, violations of link bandwidth constraints, and buffer
overflow for in-flight flows.

(2) Scale In: Once the VNFIs that need to be shut down are
identified, all flows passing through these VNFIs must be migrated out.
The focus is on optimizing both flow migration costs and post-migration
routing costs. Migrated flows will be redistributed to existing active
VNFIs in the network without activating inactive VNFIs. It is crucial
to avoid issues like VNFIs overloading, violations of link bandwidth
constraints, and buffer overflow for in-flight flows.

(3) Load Balance: Load balancing operations aim to migrate suit-
able flows from heavily loaded VNFIs to lightly loaded VNFIs to address
load imbalances among VNFIs. This is akin to achieving load balance
in traffic engineering. When flow transmission rates remain fixed,
enhancing the utility of VNFIs (or links) is equivalent to minimizing
the maximum VNFI (or link) load ratio [14]. Therefore, one objective
of load balancing in CFM is to minimize the maximum load ¥ among
all VNFIs. However, solely minimizing the maximum load may result
in migrating too many flows, potentially impacting the performance of
flows after migration. Consequently, we consider both flow migration
costs and post-migration flow routing costs, optimizing them jointly
with the maximum VNFI load. This balance among costs prevents
network performance deterioration due to excessive focus on a single
cost aspect.

(4) VNF Failure Recovery/VNF Upgrading: VNF failure recovery
and VNF upgrading scenarios resemble the Scale In event. In both cases,
flows passing through VNFIs that are faulty or in need of upgrading
must be migrated out. The focus is on optimizing the costs associated
with flow migration and post-migration flow routing.

All the processes described above are executed by sub-modules
within the Flow Scheduling Algorithm module, namely, Scale Out, Scale
In, and Load Balance (VNF Failure Recovery and VNF Upgrading events
can employ Scale In sub-module to find flow migration schemes).
Following the generation of specific flow migration schemes by these
sub-modules, CFM collaborates with the Migration Control module, VNFI
Provision module, and SDN Controller module to implement the migra-
tion schemes in the data plane. For example, existing VNF migration
control frameworks (e.g., OpenNF [15]) can assist in managing the state
migration of VNFs, cloud container orchestration platforms (e.g., Ku-
bernetes [16]) can control VNFI provisioning, and SDN controllers
(e.g., RYU [17]) can manage flow routing rules in the data plane.

4. Flow migration cost calculation

The calculation of flow migration costs primarily relies on the post-
migration path To facilitate cost computation, we introduce a binary
variable, m* e which indicates whether flow k is migrated from path p’

to path p. When m = 1, it signifies that flow k is now routed through
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Table 1
Key notation.

Topology related variable

N,S The set of cloud nodes, switch nodes

L The set of links

I,K The set of deployed VNFIs and traffic flows

cr Processing capacity of VNFI i in node n

A? Indicator of whether VNFI i is located at node n
B, Bandwidth capacity of link /

0, Queue capacity used to buffer packets of node n
1, The set of deployed VNFIs in node n

G; The set of VNFIs which should be shut down

0, Routing delay of path p

] Redirecting delay for a single packet of flow

r Single flow entry installing delay

SFC related variable

& State migration delay of VNF f
Py Processing delay of VNF f
y,f Indicator of whether VNFI i belongs to VNF f

Flow related variable

R, Flow rate of flow k
P, Feasible candidate path set of flow k
€ Expected service completion delay of flow k

DT, Maximum service suspend delay of flow k

Decision variable

mﬁ,‘P Indicator of whether flow k is migrated from path p’ to path p

Auxiliary variable

!

X, Indicator of whether link / is the direct successor link of VNFI i on path p

¥, Indicator of whether VNFI i belongs to path p

mh Indicator of whether flow k is migrated from VNFI i’ to VNFI i

7 Indicator of whether VNFI i is the first instance happening flow migration
in SFC

path p instead of p’. In our model, the routing path includes both switch
nodes and the VNFIs (along with their corresponding cloud nodes).

As illustrated in Fig. 4, the original routing path for the flow before
migration is S1 - S3 - AI(N1) - S3 - S4 - BI(N3) - S4 —>
56 - C1(N4) - S6 > S8 —» DI(N6) — S8 — 59, and the path after
migration becomes S1 — S2 — A2(N2) - S2 - S4 - BI(N3) —
S4 - S5 - C2(N5) - S5 - S7 - D2(N7) - S7 = S9. Based on
the “path”, it is straightforward to determine whether a VNFI is part
of a specific path and whether a link is the immediate successor link
of a VNFI. We employ two binary auxiliary variables, y; and xé i 1o
represent these affiliation relationships Specifically, y* = 1 indicates
that VNFI i belongs to path p, and x = 1 indicates that link / is the
direct successor link of VNFI i on path p (as depicted in Fig. 4, where
S4 — S5 is the direct successor link of VNFI B1 but not of VNFI A2).

Additionally, we can compare the paths before and after migration
to determine whether VNFIs undergo flow migration. A binary auxiliary
varlable, ,, ,» is employed to indicate whether flow k is migrated from
VNFI i’ to i (both VNFI i’ and VNFI i belong to the same type of
VNF). If flow migration occurs, then ml_,’l_ =1 (e.g., as shown in Fig. 4,
mﬁl,Az =D.

It is feasible to precompute all (or part) of the viable paths for each
SFC when the topology and VNFI deployment details are known. By
comparing the variations in paths before and after migration, we can
readily compute the costs incurred during the flow migration, as well
as the flow routing costs after migration. Key notations are summarized
in Table 1.

4.1. Cost analysis for flow migration

(I) Flow Migration Cost

The flow migration cost within CFM primarily encompasses the time
cost associated with VNF state transition, buffered packet redirection,
and routing rule updates. We employ a flow migration pattern akin
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Fig. 4. Example of flow migration in CFM framework.

to [9], which parallelly migrates the state of VNFs within the SFC
and synchronously updates routing rules. In contrast to [9], we modify
the buffered packet redirection mode on the initially migrated VNFI.
Instead of routing packets from the original VNFI to the target VNFI via
the controller, we adopt the approach presented in [18]. This approach
allows packets to be redirected directly between VNFIs by establishing
a point-to-point connection between the original and target VNFIs,
reducing packet redirection delays.

A simple example is given to illustrate the flow migration opera-
tion logic in CFM. As shown in Fig. 4, if flows traverse the SFC :
{(VNF A - VNF B - VNF C - VNF D} and need to migrate
from {Al - Bl — Cl — DI1} to {A2 - Bl —» C2 — D2},
the migration process is as follows: (a) Simultaneously export states
from VNFs {Al,C1, D1} and import states into VNFs { A2, C2, D2}. (b)
Before the state transition of A1 completes, buffer the packets of newly
arriving flows at A1. (c) Once the state transition of Al finishes, directly
redirect the packets buffered at A1 to A2. (d) Update the routing rules
on {S1,52,54,S55} so that packets from the source (Src) reach C2
after processing by A2 and Bl. (e) C2 also buffers packets until the
state transition from C1 is completed. Then, C2 processes the packets
and forwards them to D2 by updating the routing rules on S5. (f)
Similarly, D2 buffers the packets until the state transition from DI is
concluded and then processes them. After the routing rules are updated,
the packets are forwarded to the destination (Dst) through {57, 59}.

Gember-Jacobson et al. [18] have demonstrated that the state tran-
sition time is primarily influenced by the number of migrated flows
rather than the size of individual flows. Additionally, Sun et al. [7]
have observed a linear relationship between the state transition time
of a single flow and the number of migrated flows through actual
measurements. However, since it is not possible to predict the number
of migrated flows in advance, [7] assumes that each flow is migrated
independently and introduces the concept of Single-Flow Migration
Time (SFMT). We adopt the same evaluation approach, considering the
state transition time of each flow as a fixed value (represented as ¢ s
which varies depending on the VNF type. We also employ a binary
variable yif to indicate whether VNFI i belongs to VNF f.

Following the flow migration logic, it is important to note that
only the first migrated VNFI in the SFC needs to redirect the buffered
packets. To represent whether VNFI i is the first migrated VNFI, we
use a binary variable z;. The value of z; can be easily determined if
we know the routing path of the flow after migration. For instance, in
Fig. 4, Al is the first migrated VNFI, which means 7, = 1.

The number of packets buffered on the first migrated VNFI is
determined by the difference between the state transition delay of the
first migrated VNFI and the routing delay of the flow from the source
point to this VNFL. We represent the routing delay of flow reaching
VNFI i as d;, and the delay of redirecting a single packet of flow as
@. Given the flow rate R, of flow k passing through the first migrated
VNFI, we can calculate the redirecting delay of buffered packets for
flow k by: max(0,¢;y] — d)R, 7.
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In an SDN environment, the controller can install or modify flow
entries to facilitate the updating of routing rules. The number of
installed flow entries directly affects the delay of routing rule updates.
We denote the number of flow entries that need to be installed or
modified on switch node s when flow k is migrated as Z*. For switch
nodes that are directly connected to cloud nodes holding VNFI instances
after migration, represented by g’ (where g/ equals 1 if switch node s
is directly connected to the cloud node holding VNFI i, and O other-
wise), the controller needs to install two flow entries. One entry is for
forwarding the flow to the cloud nodes holding VNFIs, and the other
is for forwarding the flow to the next switch node along the path. For
example, in Fig. 4, S2 needs to install two flow entries to ensure that
flow k from S'1 can be routed to N2, and the flow k processed by A2
can be routed to 54, resulting in Z§2 = 2. On the other hand, switch
nodes like 1 and .59, which are not directly connected to the cloud
nodes, need to install one flow entry each to ensure that flows from
the predecessor VNFI (or to the successor VNFI) that undergo flow
migration can be forwarded. For example, S1 requires one new flow
entry to forward flows from Src to S2 after migration, which means
z fw = Z§9 = 1. In cases where both the predecessor and successor
VNFIs of the current VNFI experience flow migration, like VNFI Bl
in Fig. 4, S4 needs to install two flow entries: one for forwarding
flows from 52 to Bl and another for forwarding flows from B1 to S5,
resulting in Z § , = 2. In all other scenarios, there is no need to update
the flow entries on the switch nodes. Finally, Z* is defined as follows®:

-
2, ifgi,:l,m:_‘,i=l
. il ’
2, ifg =1,mff,i=0,m(‘, C4mk =2
’ protpr Fsustsu
2, ifg =0,mk =0,mk +mk =2
Zk = ’ s, > T iy iy
L, ifg =1mk =0,m mk =1
, IS g > i > i;,r,ip,+ i su
; i ko _ k k —
1, lfgs—O,m,,i—O,m,, C4+m, =1
P Lprotpr Fsuslsu
0, otherwise

Subsequently, we can calculate the update delay for routing rules for
flow k on switch node s by: ZXI" (where I' is the delay associated with
installing a single flow entry).

Considering that operations such as state transition and routing
rules update on different VNFIs in the SFC can be performed in parallel,
but state transition, buffered packet redirection, and routing rules
update on a single VNFI need to be performed sequentially [18] shows
that the execution order should be: state transition — buffered packets
redirection — routing rules update. Therefore, we only need to consider
the maximum delay generated by performing migration-related oper-
ations on a single VNFI as the flow migration cost. The calculation
method is shown in Eq. (1).° We use M, to represent the migration
cost for flow k:

Ik
M, = Z maxﬂep',iep@fi’,- m[.,’[.+

PEPy (@D)]
max(0,¢ ;7] — d)R,m® + g’ Z;‘F)m';,’p

The routing delay d; for flows from the source to VNFI i is essential
for calculating the migration cost M, and determining the number of
buffered packets (S,.’"" represents the count of buffered packets for flow
k on VNFI i in cloud node n). Due to space limitations, the detailed
calculations and formulation for d; are provided in the supplementary

5 In this equation, subscript pr (su) represents the predecessor (successor)
VNFI of the current VNFI, which belongs to the routing path before migration
or the routing path after migration.

6 Since the updating of routing rules can be performed in parallel, the
update delay of switch nodes not directly connected to the cloud node will
not exceed the switch nodes that are directly connected to the cloud node
holding VNFI. The time cost incurred by these switch nodes (¥, g} = 0) can
be ignored.



W. Chen et al.

material (Appendix A). The number of buffered packets for flow k on
VNFI i in cloud node n can be calculated by:

S =3 max(0, ¢orl - d,-)Rky;A;'m’;,wp )
PEP;

An illustrative example for calculating S,.k"' is also provided in the
supplementary material (Appendix A).

(II) Flow Routing Cost

For flow routing cost after migration, most existing works simply
optimize the end-to-end delay of all flows but ignore the different delay
requirements of flows. Especially, when the computing resources of
cloud nodes are limited, it is important to allocate routing paths for
each flow based on its delay requirements. Hence, we introduce Service
Level Agreement (SLA) violation cost to evaluate the flow routing cost
after migration in CFM. SLA violation cost refers to the cost incurred by
the actual end-to-end delay exceeding the expected completion delay
of network services, and it can be evaluated as SLA Violation Cost =
a + f x max(0, Actual E2E Delay — Expected Delay), where « and # are
cost factors [19].

That means we should calculate the end-to-end delay of a flow
before computing the SLA violation cost. The end-to-end delay of
a single flow is primarily composed of path routing delay (6,) and
VNF processing delay (p,). The path routing delay is the sum of the
forwarding delay of the links that constitute the path. Both the link
forwarding delay and the VNF processing delay can be measured. We
use D’pc to represent the end-to-end delay of flow k through path p, and
it can be calculated as D¥ = 0, + Zfep PfY,f . Once we determine the
end-to-end delay of the flow, we can compute the SLA violation cost
using the formula shown in Eq. (3).

T, = Z (a + f X max{0, D’; - ek})m’;,vp 3)
PEP;

4.2. Optimization model for flow migration

The cost-optimized mathematical model for flow migration in the
scale out scenario is shown as follows:

minimize Z M +Tp) 4)
keK
subject to:
M, < DT, Yk € K (4a)
Y Y sk<0, vneN (4b)
i€l, kek
C,'nl//law < Z z Rky;A,}:‘ml;/’p < C,'n‘//upv
k€K pEP; (40)
VieI/G,neN
1 Sk
> X Riml, <B.VIeL 4d)
k€K pePy iep
> mh =LVkekK (4e)
PEP; ’
m’;,pe{o,l},VkeK,pePk 40

Constraint (4a) is implemented to guarantee that the suspension
time of each flow k does not exceed a predefined threshold. Constraint
(4b) sets a cap on the maximum number of packets that each cloud
node can buffer. Constraint (4c) and (4d) establish capacity restric-
tions for VNFIs and links, respectively. Constraint (4e) enforces the
uniqueness of the routing path for each flow k.

In the scale in scenario, the optimization objective and constraints
are similar to the scale out scenario. Additionally, we ensure that
no more flows pass through the VNFIs that have been marked for
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shutdown (as constrained by (5a)). The mathematical model for flow
migration in the scale in scenario is as follows:

minimize 2 (M, +Tp) (5)
keK

subject to: (4a)~(4f)

Z Z VoAlml, =0YieG.neN (5a)
keK pePy

In the load balance scenario, besides the flow migration cost (M)
and flow routing cost after migration (7)), our optimization objective
also aims to minimize the maximum load ratio of VNFIs (¥) after
migration. The constraints are similar to the scale out scenario, with
one difference being the VNFI load limitation (shown in (6a)). The
upper bound of the load threshold for each VNFI is no longer a fixed
value but depends on the optimization results. The mathematical model
for the load balance scenario is as follows:

minimize 6% + 6, Y (My +T;) (6)
kek

subject to: (4a), (4b), (4d)~(4f)

C[nllllaw < z z Rkyj,A?ml;/,p < C,"!P’
kEK pePy (6a)
Viel/G,neN

In Eq. (6), the maximum load ratio of VNFIs can be determined by
¥ = max,c; v;, where y; represents the load ratiok of VNFI i. This load
ratio can be calculated by y; = %. Additionally, the
setting of parameters 5, and 5, depends on the user’s understanding
of the network and their optimization preferences. For example, by
leveraging the estimated range of M, and T}, 6, can effectively scale
the combined range of M, + T} to 1 ~ 10, while setting §; to 10 ensures
equivalence with the range of VNFI load ¥ (i.e., 0 ~ 1). When the values
of the relevant costs are controlled within the same magnitude, a higher
ratio of §, to 6, indicates a greater inclination of the CFM algorithm
towards optimizing VNFI load. Conversely, a lower ratio leans more
towards optimizing flow migration and routing costs.

4.3. Optimization problem complexity analysis

In the Scale out and Scale in scenarios, if we only consider opti-
mizing the post-migration routing cost, the optimization objective be-
comes: minimize ¥yex Xypep, (@+fxmax{0, Dy —e })mt, . This is equiv-
alent to the Integer Multi-Commodity Flow Problem (IMCFP) [20],
where m¥, decides the routing path of each flow, and a + f X
max 0, D’; - €, is the cost factor for the path. Hence, IMCFP is a special

case of the optimization problems defined in Egs. (4) and (5). As proved
in [21], the two-commodity integral flow problem is NP-complete,
which means the optimization problems defined in Egs. (4) and (5)
are also NP-complete, at least in terms of computational complexity.

In the Load balance scenario, as described in [9], an Extended
Multi-Commodity Flow Problem (EMCF) is introduced to minimize the
maximum load factor among all links by choosing a path for each flow.
It has been proven that the EMCF problem is a general Parallel Machine
Scheduling (PMS) problem [22]. If we simplify the problem defined in
Eq. (6) by focusing only on optimizing the VNFI load ratios, it becomes
equivalent to the EMCF problem. Therefore, the PMS problem is a
special case of our optimization problem. Since the PMS problem is
known to be NP-hard, it follows that our optimization problem defined
in Eq. (6) is also NP-hard in terms of computational complexity.

4.4. General constraints for flow migration

During the flow migration process, minimizing service suspend time
for flows to prevent service quality degradation is essential. In our
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model, we define the service suspend time limit for flow k as DT,.
We also need to buffer packets for in-flight flows during the service
suspend time to prevent packet loss. Some prior works [15,23] opt to
buffer packets in a centralized controller. However, in a distributed
cloud network, controlling the routing delay from local clouds to a
central controller can be challenging and may result in excessive packet
redirection time. Therefore, we prefer to have the clouds buffer packets
locally to reduce packet redirection delays. To ensure efficient use of
resources, we set a maximum buffer capacity limit for cloud nodes.
Additionally, it is crucial to prevent the overloading of VNFI processing
capacities and the violation of link bandwidth capacities during flow
migration. Each VNFI i in node n has a computing capacity of C}', and
each link / has a bandwidth capacity of B,.

5. Flow migration algorithm design

We present following algorithms used in CFM to achieve cost-
efficient flow migration:

5.1. Scale out/in solution

We can utilize existing linear programming solvers, such as Gurobi
[24], to solve the Integer Linear Programming (ILP) problem defined
in Eq. (4) or (5) to obtain optimal flow migration schemes.” However,
the solving efficiency may not always be ideal. To enhance efficiency,
we propose a greedy heuristic algorithm based on minimizing the cost
of a single flow to fulfill flow migration requirements in both scale out
and scale in scenarios.

The core concept of this algorithm is to prioritize the migration
of flows with high flow rates and low total cost, which includes
migration cost and routing cost after migration. This approach helps
prevent the migration of numerous low-rate flows to meet VNFIs’ load
requirements. The algorithm’s specifics are detailed in Algorithm 1.
VNF failure recovery and VNF upgrading scenarios can follow a similar
procedure as the scale-in part in Algorithm 1. In these cases, the process
of determining whether a VNFI should be shut down can be skipped in
the algorithm (lines 21~27), since the faulty and to-be-upgraded VNFIs
can be directly treated as VNFIs needing to be shut down.

In the Scale Out scenario, we begin by traversing all overloaded
VNFIs to identify the flows passing through them (line 2). For each
flow, we compute the migration and routing costs based on the po-
tential paths within P,.® We then select the path with the lowest cost,
denoted as p,,;,, as the candidate migration scheme for this flow (lines
3~8). Subsequently, we sort the flows in ascending order based on
a weighted sum of their migration cost M,, routing cost 7, and the
reciprocal of their rate R, (line 10). The parameters w, and w, are real
numbers used to adjust the relative influence of migration and routing
time costs against the flow rate, striking a balance in their impact on
sorting results.

Based on the sorting results, we prioritize flows with the smallest
weighted sum when selecting flows for migration. We begin by check-
ing whether migrating a flow to the target path p,,, might lead to
buffer overflow or resource capacity constraint violations (line 12). If
no violations are expected, we calculate the load on the overloaded
VNFI y; after migrating the current flow (line 13). If the current VNFI's
load is less than y,,, we halt the selection of flows for migration (lines
14~17). This heuristic aims to minimize migration and routing costs
while meeting the load requirements of overloaded VNFIs.

7 The non-linear optimization problems in problems Egs. (4) and (5) can
be transformed into linear optimization problems using common linearization
techniques, enabling Gurobi to solve them.

8 P, can be obtained through various methods, such as using shortest path
algorithms like Dijkstra [25] or Bellman—Ford [26] to find the k-shortest paths
(with path transmission delay as the link weight).
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Algorithm 1 Heuristic Algorithm for Scale Out/In

REqUire: K: Pk’ Rk’ DTk’ Iouer or Iunder’ ‘Vup’ Yiow
Ensure: Migrated Flow: K,

1: for each VNFI i € I, or 1,4, do

2:  Get flow set K; pass through i;

3: for each flow k € K; do
4 for each path p € P, do
5: Calculate M, and T,;
6: end for
7 Determine the p,,;,, with minimal cost for k;
8: end for
9:  if Current scenario is Scale Out then
10: Sort K; by o (M, +T}) + cozRLk ascending;
11: for each flow k € K; do
12: if Path p,,;, is feasible then
13: Calculate y; supposing flow k migrated;
14: if y; <y,, then
15: Append flow k in K,,;,;
16: break;
17: end if
18: end if
19: end for
20: end if
21:  if Current scenario is Scale In then
22: Calculate the benefit benf; of shutting down i;
23: if Y ek My < benf; then
24: Apper'1d i in final shutdown VNFI set G;;
25: end if
26: end if
27: end for

28: for each VNFI i in G; do
29:  Sort K; by M, + T, ascending;
30: for each flow k € K; do

31: if Path p,,, is infeasible then
32: Find backup path for flow k;
33: end if

34: Append flow k in K,,,,;

35:  end for

36: end for

In the Scale In scenario, we also need to compute the benefit ben f; of
shutting down the VNFI (line 22). The benefit of shutting down VNFIs
can be assessed based on the economic cost savings for renting cloud
resources. If benf; surpasses the total migration cost for flows passing
through VNFIL i € I,,,4,,, the current underloaded VNFI i will be added
to the shutdown VNFI set G; (lines 23~25). For each VNFI i € G;, we
employ a similar approach as in the scale out scenario to handle flows
awaiting migration (lines 28~36).

Throughout the migration process, if the path with the minimum
costs becomes infeasible due to resource capacity or other constraints,
we search for an alternative path with minimal costs (provided it
adheres to the relevant constraints) for the flow by examining its
candidate feasible paths (lines 31~33). This ensures that flows can still
be accommodated post-migration. Finally, all flows passing through
VNFIs in G; will be migrated out, and the corresponding VNFIs can
be decommissioned.

5.2. Load balance solution

Balancing the optimization objectives outlined in Eq. (6), it becomes
challenging to design a heuristic algorithm capable of yielding near-
optimal flow migration schemes. While we can achieve an optimal
migration scheme by solving the problems defined in Eq. (6), the
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computational efficiency may be inadequate. To ensure both the op-
timality of flow migration schemes and computational efficiency, we
initially relax the original ILP problem into a Linear Programming (LP)
problem to obtain a floating solution (where one flow may be routed on
more than one path). Subsequently, we employ a Two-Phase rounding
algorithm, based on the approach outlined in [27], to derive the final
flow migration scheme (where one flow can only be routed on one
path). The workflow of the two-phase rounding algorithm is elucidated
in Algorithm 2.

Algorithm 2 Two-Phase Rounding Algorithm
Require: K, P, Ry, DTy, B, Q,, C}', Wy,
Ensure: %k,
1: Solve the relaxed ILP problem defined in Eq. (6) to obtain fractional
results W,:r,,ﬁ
2: Obtain ¥, K/, P and P, from ﬁ’;,,p, set m = rﬁ’;,,p;
3: while V # ¢ do
4. if |V| > |K'| + | P’| (Phase 1) then

5 Obtain nonzero vector r based on Eq. (8) and (9);

6: Calculate a and p based on r;

7: With probability - L set mk (h+1) lp"(h) +a-rVkp ev;

8 With probablhty — set m]; (;'H) k(h) —-p-rNk,p) eV,

9: Remove (k, p) from V if m 1s integer,

10: end if

11:  if |V]| < |K'| +|P’| (Phase 2) then

12: Construct bipartite graph G = (K', Py, E);

13: Find even cycle or maximal path in G, and partition the edges
into two matchings M, and M,;

14: Define a, # based on Eq. (10) and (11)

15: With probablhty g setm; (h“) ';;(:') +a,V(k, p) € M;, and
ml; (:'H) = ml;,(h) —-a, V(k p) E Mz;

16: With probability —= Pyl set mk “'“) m" (h) —B.V(k,p) € M, and

22’}*” “’” +B.V(k,p) € Mz,
17: Remove (k, p) from V if m 1s integer;
18: end if

19: end while
—k
20: Set my , =m;

Before executing the rounding algorithm, the integer constraint for

K can be relaxed as follows:

m
/.p

3,

m’;,pe(o,l),VkeK,pePk )

The algorithm can efficiently solve the relaxed problem using ex-
isting linear programming solvers (e.g., Gurobi) in polynomial time
(lines 1~2). The results may include fractional values (denoted as W;,’p).
The Two-Phase rounding algorithm is tasked with rounding rﬁ’;,’p to an
. Both Phase 1 and Phase 2 are

divided into several iterations. We use m];,‘(:) to denote the value of m’;, »

integral result, represented as %k,

after iteration h. During each iteration of Phase 1 and Phase 2, we refer
to a flow k as a floating flow if it is currently routed on more than one
path. A path p is also considered a floating path if it currently has at
least one floating flow routed through it. If a path p has at least one
floating flow routed through it, it is classified as a nonsingleton floating
path. Let K’, P;, and P’ represent the current sets of floating flows,
floating paths, and nonsingleton floating paths, respectively. The set
of currently unrounded “flow-path” pairs is denoted as V, defined as
={Up) = 5™ €D}

In general, tﬁe Two-Phase rounding algorithm starts from Phase 1
and goes into Phase 2. The specific phase can be judged by comparing
the number of floating flows |K’|, number of nonsingleton paths |P’|
and number of unrounded pairs |V|. If |[V| > |K'| + | P!|, the current
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iteration is in Phase 1 (line 4). Once |V| < |K'| + | P'|, the algorithm
moves to Phase 2 and continues to iterate (line 11).

During the iterations in Phase 1, we need to consider the following
linear system:

D ml;;(::) =1,Vke K’ (8)
pGPf k

k,(h)
2 ml, Ry = 2 m - Ri.Vpe P! )
kekK’ kek’

We represent the linear system described above as Am = b. This
linear system is canonical (m" 0 e (0,1)) and underdetermined (|V| >

|K'| + |P'|, meaning the number of variables exceeds the number of
constraints in the linear system). It is easy (in polynomial time) to find
a nonzero vector r such that Ar = 0 and strictly positive values « and p
satisfying the following conditions: (1) all entries of m+a-r and m—pg-r
fall within the [0, 1] range, and (2) at least one entry of both m+ « - r
and m — B - r is in the set {0, 1}. Once r, a, and B are determined, the
algorithm updates mk (h“) based on the steps outlined in Algorithm 2,
lines 5~9.

As the number of iterations increases in Phase 1, the rounding
process ensures that at least one unrounded pair (k, p) € V becomes an
integer. Consequently, the number of unrounded pairs, floating flows,
and nonsingleton paths will decrease. When |V | < |K’|+|P’| is reached,
the rounding algorithm will transition to Phase 2. Otherwise, it will
remain in Phase 1 and round up all fractional ﬁk, .

In the Phase 2 iteration process, the bipartite ’dependent—rounding
algorithm [28] can be utilized. This algorithm involves constructing
a bipartite graph G = (K’, P, E), where the edge set is formed by
connecting flow k € K’ and path p € P; if (k, p) € V. Subsequently, the
algorithm selects an even cycle or maximal path within G and partitions
the edges into two distinct matchings M, and M, (lines 12~13). Two
positive values, « and g, are defined to satisfy the following conditions:

a=min{x >0 : ((3k,p) € M, :

\/@k.p) e M, : ml;(;') —k=0)}
(Atk,p) e M, : m';;fh’ —k=0)
\/ Gk p)y € My m® 4 = 1))

Subsequently, we proceed w1th the randomized rounding steps out-
lined in Algorithm 2 lines 15~16, which ensures that at least one

variable is rounded to an integer. Once all fractional results W;, , have

mk;(h) +x=1)
pp (10)

f =min{k >0 :
an

been rounded to integers, the algorithm can generate the final flow
migration schemes based on " o (line 20).

5.3. Algorithm performance analysis

Due to the difficulty in quantifying the proportion of flows that may
experience resource contention during migration (the higher the pro-
portion of flows experiencing resource contention, the greater the gap
between our heuristic algorithm and the optimal results), analyzing the
performance bounds of scale out/in solutions accurately is challenging.
Therefore, we primarily assess their performance through simulation
experiments. In the case of load balance solutions, we can analyze the
competitive ratio concerning optimal results and assess the situation of
constraint violations, as outlined below:

| P|-max ek Ry

Theorem 1. E[¥] is no larger than ¥* + , where ¥* is the

offline optimal VNFI load

minje(Cl!

The detailed proof is shown in the supplementary material (Ap-
pendix F).

Theorem 2. For each flow k, E[Y, ik ‘M, + T,] is no larger than
Yieix) M + T, where M} and T} are the offline optimal flow migration
cost and flow routing cost after migration respectively
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The detailed proof is shown in the supplementary material (Ap-
pendix G).

Theorem 3. For each floating flow, we have with probability 1 that:
=1
p.p
PEPy
The detailed proof is shown in the supplementary material (Ap-
pendix H).

Theorem 4. For each packet buffer of cloud node belongs to floating path,
we have with probability 1 that:

> Y SH <0, + 1P| max(0,¢py] - dymaxyex Ry
iel, ke[K]

The detailed proof is shown in the supplementary material (Ap-
pendix I). This means that the capacity constraint of each packet buffer
is violated by at most | P| - max(0, ny,:f —dp)maxergy Ry

Theorem 5. For each link belongs to floating path, we have with probability
1 that:
Z Z in)’iRkyifﬁI;,yp < B, + |P| - max;cg Ry
keK peP iep

The detailed proof is shown in the supplementary material (Ap-
pendix J). This means that the capacity constraint of each link is
violated by at most |P| - max;ck Ry.

5.4. Algorithm complexity analysis

In CFM, the computation complexity of heuristic algorithm for Scale
Out and Scale In scenarios mainly depends on the number of overload
(or underload) VNFIs and user flows. For Scale Out scenario, suppose
the number of overload VNFIs is |I,,,,| and the number of user flow is
|K|, and we can also determine the size of feasible routing path set | P, |
for each user flow k € K by pre-calculating. For each overload VNFI
i € I,,,, if the number of flows passing through VNFI i is |K;|, the
complexity of determining the candidate migration path with minimal
cost for all flows k € K; does not exceed O(|K;|| P |) (Where |K;| < |K|).
Considering the complexity of determining the final migrated flows
does not exceed O(|K;|), the total complexity of Scale Out scenario
is O(|1,,.,|(IK;|1 Pc| + |K;|)). For Scale In scenario, since the workflow
is similar to the Scale Out scenario, the complexity is also no more
than O(|1,,4.-1(IK; || P | + |K;])). As for the Two-Phase Rounding Algo-
rithm (for Load Balance scenario), the computation complexity mainly
depends on both the efficiency for solving relaxed ILP optimization
problem defined in Eq. (6), and the size of i, , required to be rounded,
The computation complexity of rounding part does not exceed O(|V|)
(|V] is the size of unrounded “flow-path” pair).

6. Performance evaluation
6.1. Simulation setup

6.1.1. Topology

We select two network topologies, Cernet (41 nodes, 59 links)
and Uunet (49 nodes, 84 links), from TopologyZoo [29]. In each
topology, we randomly designate 5 to 10 nodes as cloud nodes, while
considering the remaining nodes as switch nodes. These cloud nodes
are further categorized into two types: resource-sufficient nodes and
resource-limited nodes. Resource-sufficient nodes could allocate more
computing resources for the VNFIs compared to resource-limited nodes.
This difference affects the processing capacity of the VNFIs running on
these two types of cloud nodes. Additionally, to simulate significant
latency differences between different links in a geo-distributed cloud
network environment, the forwarding delay of links in the topology is
randomly set within [3,70] ms. Meanwhile, the bandwidth of the links
is randomly set within [1, 10] Gb/s.
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6.1.2. VNF and SFC

We consider 10 different types of VNFs, consistent with previous
works [30,31]. The VNF state migration delay for a single flow is
randomly set in [1,50] ms, following [7,15]. For VNFIs running on
resource-sufficient cloud nodes, their processing capacity is randomly
set in [0.9, 1.2] GB/s. Conversely, for VNFIs running on resource-limited
cloud nodes, the processing capacity is randomly set in [0.4,0.8] GB/s.
By configuring the processing capacity of cloud nodes in this manner, it
aligns closely with the capacity magnitude of the link bandwidth. This
helps ensure that flows processed by VNFs can be forwarded promptly
without introducing additional delay. The processing delay of VNFs is
set in [1, 5] ms, which is similar to [32].

We assign a random number of VNFIs per VNF type, varying from
1 to 5. Some VNFIs remain in an inactive state and could be activated
when the active VNFIs could not handle all flows. A SFC consisted of
2 to 5 different VNFs, and we generate 5 different types of SFCs for
simulation. We also set different expected service completion delays
for SFCs. Delay-sensitive SFCs have expected service completion delays
ranging from 80 to 200 ms, while delay-tolerant SFCs have delays
extended from 300 to 500 ms. Similar to [9], the average delay for
redirecting packets for each flow is @ = 0.5 ms, and the delay for
installing a single flow entry on a switch node is I = 5 ms.

6.1.3. Performance metric

We primarily assess following key metrics:

(a) VNFI Load Ratio: We calculate the VNFI load ratio using the
formula: max;; % where /; represents the load of VNFI i, and C}' is
the computing capacity of VNFI i on node n. This metric can help to
understand how well the VNFI loads are balanced across the cloud
nodes.

(b) Flow Migration Cost and Flow Routing Cost After Migration:
To ensure a fair comparison between flow migration cost and flow
routing cost after migration, we unify the evaluation metric for both as
time, measured in milliseconds. Originally, the unit of flow migration
cost is at the millisecond level. By setting the coefficients « = 0 and
p =1 in Eq. (3), the unit of flow routing cost after migration is also
at the millisecond level. This allows us to directly compare the time-
based costs. These metrics can help to assess the overall efficiency and
performance of the migration process and post-migration routing.

(c) Packet Buffer Usage: Packet buffer usage is evaluated by sum-
ming the buffered packets across all cloud nodes:

LeN Diel, 2kek S’ This metric can help to assess the efficiency of
packet buffering during flow migration.

These metrics collectively provide insights into the load balancing,
cost-effectiveness, and resource utilization of our proposed approach.

6.1.4. Flow pattern

(a) Single-set Flows Pattern: We maintain flow size and variation
settings as described in [9]. Flow sizes follow an 80/20 distribution,
with 20% being large flows that potentially account for over 80% of
total flows. The average flow size is 20 kB. Small flows fluctuate by up
to 10 kB, while large flows vary between 10 kB and 1 MB. Different
flow migration events can be triggered by adjusting the flow size. We
generate several sets of flows for simulation, each with a fixed number
of flows ranging from 10,000 to 50,000. We use the method from
our prior work [33], which constructs a layered graph based on the
required SFC and applies Dijkstra’s algorithm, to find the initial routing
path of flow.

(b) Continuous Flows Pattern: The flow traces are constructed
based on real campus network traffic data. Each record with the same
source—destination IP pair is considered a single flow. We calculate
the number of flows arriving within each time unit, with one time
unit corresponding to ten minutes. Fig. 5 displays the normalized flow
arrival rate, where the x-axis shows time units, and the y-axis shows
the normalized number of flows. We scale the normalized values by
up to 200 times to simulate actual flow arrivals. Each flow has a
randomly generated lifetime, and when its lifetime ends, the flow exits
the network.
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Fig. 5. Campus flow trace.

6.1.5. Benchmarks

For single-set flow pattern evaluation, we primarily compare CFM
with the following state-of-the-art works:

(a) Scale Out: For the Scale Out scenario, we use the algorithm
proposed in [8], referred to as HFM. In HFM, a trade-off is made
between reducing the maximum node load and minimizing reconfig-
uration overhead. To make migration decisions, HFM selects one SFC
for migration from the overloaded NFV node to a new target NFV node
until the load of the overloaded NFV node falls below the expected
load. To adapt HFM for the Scale Out scenario, we treat the NFV nodes
in HFM as VNFI and only migrate enough flows that utilize the chosen
SFC to ensure that the VNFI load is reduced to below the expected load
(the “expected load” in HFM is set to Wip)-

(b) Scale In: For the Scale In scenario, we extend the heuristic al-
gorithm proposed in a state-of-the-art work [34], which minimizes the
delay of affected flows and the maximum network load during scale in
operations. In our extended algorithm, we consider the malfunctioning
physical machines in [34] as the VNFIs that need to be shut down
during the scale in operation. The selection of new routing paths for
migrated flows in our algorithm is based on the same criteria as in [34],
which focuses on minimizing the impact of flow routing delay and VNF
instance load after migration. We refer to this extended algorithm as
MSHOR.

(c) Load Balance: For the Load Balance scenario, we compare
our approach with a state-of-the-art work [9], denoted as GRSS. The
primary objective of GRSS is to minimize the maximum VNFI load
while ensuring that the update delay does not exceed a specified
threshold denoted as T, and that the flow routing delay after migration
remains within acceptable bounds. In our simulation, we implement the
flow migration optimization based on the original algorithm workflow
from [9], and we set the update delay constraint 7' to be no more than
7 s, which is consistent with the value set in the simulation experiments
by [9]. For CFM, according to our testing results, the combined flow
migration cost and post-migration routing cost typically fall within
the range of 30,000 to 120,000. To sustain a reasonably balanced
optimization outcome, we have configured §; to 100,000 and &, to 1
in Eq. (6).

In addition to the comparisons mentioned above, we also replicated
the approach outlined in another state-of-the-art work [35] for optimiz-
ing SFC migration. The core idea behind the strategy proposed by [35]
is to balance resource loads (including cloud nodes and links) after mi-
gration while minimizing additional bandwidth costs. We implemented
a comparative algorithm based on this strategy, denoted as AMA, which
can be compared against CFM in all three migration scenarios. In the
implemented AMA algorithm, we only consider migrating flows from
VNFI instead of migrating the entire VNFI. Moreover, since AMA iter-
ates through all flows to find feasible migration schemes (which may
preserve the original routing path), we configure the algorithm to stop
traversing flows for the Scale Out scenario once enough outgoing flows
are migrated to reduce the overloaded VNFI to the specified threshold.
For the Scale In scenario, we require that all flows passing through the
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identified VNFI for closure must be migrated out (i.e., paths containing
this VNFI are not considered as candidate paths after migration).

For continuous flow pattern evaluation, we combine HFM for han-
dling Scale Out events, MSHOR for handling Scale In events, and GRSS
for handling load balance events into a unified algorithm, denoted as
CMP, for comparison with CFM. Additionally, after adjusting AMA,
it can independently handle all flow migration events and thus be
compared with CFM.

We also employ the Gurobi solver to tackle the ILP optimization
problems defined in Section 4.2. The theoretical optimal results ob-
tained using this method are utilized to assess the performance gap
between our algorithms and the optimal solutions in various scenarios.
This solving method is referred to as ILP. As for the simulation experi-
ments on VNF Failure Recovery and VNF Upgrade scenarios, since their
optimization objectives are the same as those of the Scale In scenario,
their optimization results can be referred to the subsequent simulation
experiments of the Scale In scenario.

6.2. Simulation results

6.2.1. Single-set flows pattern results

(a) Scale Out: In the Scale out scenario,significant improvements
in optimization for flow routing cost (SLA Cost) after migration are ob-
served when comparing CFM with HFM and AMA in different network
topologies, as illustrated in Fig. 6. Specifically, CFM can reduce the SLA
costs by up to 53.5% (average of 38.6%) in the Uunet topology and
by up to 43.2% (average of 29.8%) in the Cernet topology compared
to HFM. Furthermore, compared to AMA, CFM achieves reductions in
SLA costs by up to 45.4% (average of 33.8%) in the Uunet topology
and by up to 24% (average of 16.2%) in the Cernet topology. This
improvement stems from CFM'’s ability to optimize flow routing costs
based on flow delay requirements, whereas HFM and AMA do not
consider this aspect.’

Regarding flow migration cost (Migration Cost), CFM and HFM
achieve similar optimization effects. Specifically, for scenarios with a
low number of flows (e.g., < 3 x 10* in the left plots of Fig. 6(a) and
(b)), HFM tends to achieve lower flow migration costs. This is because
HFM prioritizes minimizing state transfer costs and the number of
extra virtual links for flow rerouting. Consequently, HFM minimizes the
differences between routing paths before and after migration, resulting
in lower routing rules update costs. However, this approach also leads
to less-than-ideal flow routing costs after migration.

In contrast, as the number of flows increases (e.g., > 3 x 10* in the
left plots of Fig. 6(a) and (b)), more flows need to be migrated out to
reduce the load on overloaded VNFIs. HFM, not considering flow size in
migration decisions, may migrate out a larger number of smaller flows
until the load falls below the specified threshold. This results in higher
migration costs. Therefore, CFM becomes more effective in optimizing
migration costs in scenarios with a higher number of flows.

However, AMA incurs the highest migration costs when selecting
migration schemes. Compared to CFM, it can increase migration costs
by up to 19.8% (average of 16.8%) in the Uunet topology and up
to 19.7% (average of 15.6%) in the Cernet topology. This is because
AMA starts by migrating flows with the least resource consumption
(i.e., lowest flow rates), leading to migrating more flows to meet
the load requirements of overloaded VNFlIs, thus resulting in higher
migration costs.

Comparing CFM and the optimal results obtained by ILP, CFM has
higher migration and SLA costs. The migration cost gap ranges from

9 It is interesting to note that AMA achieves lower SLA costs than HFM.
This is because HFM selects post-migration routing paths similar to the original
ones (since it aims to optimize migration cost), resulting in minimal reduction
in SLA cost. In contrast, AMA prioritizes balancing resource loads in post-
migration routing, potentially migrating some flows to paths with lower delays,
thereby optimizing SLA costs to some extent.
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Fig. 6. Migration-related cost vs. number of flows on different topologies in scale out scenario.
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Fig. 8. Migration-related cost vs. number of flows on uunet topology in load balance scenario.

—7.6% to +12.1% (negative values indicate lower migration costs) with
a maximum gap of 21.6% (average of 14.3%) for migration costs and
a maximum gap of 13.9% (average of 6.8%) for SLA costs in the Uunet
topology. In the Cernet topology, the gap for migration and SLA costs
can reach a maximum of 32% (average of 23.2%) and 1.7% (average
of 1.1%), respectively.

Overall, CFM demonstrates improved optimization for SLA cost
after migration, especially in scenarios with a high number of flows,
compared to HFM and AMA. However, it may have slightly higher
migration costs compared to HFM in low-flow scenarios. Additionally,
there is still room for improvement in achieving results closer to the
optimal solutions obtained through ILP.

(b) Scale In: In the Scale In scenario, the simulation results are
shown in Fig. 7. CFM consistently achieves lower SLA costs compared
to MSHOR and AMA in both network topologies. The reason aligns with
that observed in the Scale Out scenario: MSHOR focuses on minimizing
the influence of flow routing delays before and after migration, while
AMA tries to minimize the standard deviation among resource loads.
However, neither of them take into account the specific delay require-
ments of flows. Based on the results, we observe that: In the Uunet
topology, CFM reduces SLA costs by up to 62.3% (average of 53.1%)
compared to MSHOR, and by up to 40.9% (average of 35.4%) compared
to AMA. Similarly, in the Cernet topology, CFM reduces SLA costs by
up to 64.2% (average of 51.6%) compared to MSHOR, and by up to
40.1% (average of 29.5%) compared to AMA.
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Regarding migration costs, MSHOR, which prioritizes minimizing
delay impact, tends to generate routing paths that exhibit minimal dif-
ferences before and after migration. Consequently, this leads to lower
routing rules update costs. Therefore, MSHOR occasionally achieves
lower migration costs than CFM, with a maximum reduction of 10.4%
in migration cost observed in the Uunet topology. However, in most
cases, both CFM and MSHOR produce migration costs that are quite
similar. The gap in migration cost between CFM and MSHOR falls
within the range of —3.9% to 0% (where negative values indicate lower
migration costs). As for AMA, due to similar reasons as in the Scale
Out scenario, the migration costs are higher than those of CFM, with
a maximum increase of 7.9% (average of 4.2%) in the Uunet topology
and 11.2% (average of 8.7%) in the Cernet topology.

Analyzing the gap between CFM and ILP, the results indicate that in
the Uunet topology, the maximum gap is 6.7% (with an average of 2%)
for migration costs and 5.4% (with an average of 1%) for SLA costs.
In the Cernet topology, there is almost no discernible gap for either
migration cost or SLA cost between CFM and ILP.

In summary, CFM consistently achieves superior reductions in SLA
costs compared to MSHOR and AMA by considering flow delay re-
quirements. While MSHOR may occasionally produce slightly lower
migration costs, CFM maintains competitive performance. Furthermore,
in the Cernet topology, CFM closely aligns with the optimal solutions
obtained through ILP for both migration cost and SLA cost.
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(c) Load Balance: In the Load Balance scenario, based on the results
shown in Figs. 8 and 9, we can see that GRSS and AMA demonstrate
better effective optimization of VNFI load ratios. GRSS can reduce the
maximum VNFI load ratio by up to 1.7% (average of 0.6%), while AMA
can reduce the maximum VNFI load ratio by up to 0.5% (average of
0.45%), when compared to CFM in the Uunet topology. In the Cernet
topology, GRSS achieves a maximum reduction of 28.7% (average of
19.4%), while AMA achieves a maximum reduction of 25.1% (average
of 14.9%) in VNFI load ratios compared to CFM. For migration cost,
CFM can reduce migration costs by up to 75% (average of 65.5%)
compared to GRSS, and by up to 69.8% (average of 63.5%) compared
to AMA in the Uunet topology. In the Cernet topology, CFM achieves
a maximum migration cost reduction of 77.8% (average of 70.3%)
compared to GRSS, and a maximum migration cost reduction of 78.2%
(average of 72.5%) compared to AMA. As for SLA cost, CFM can reduce
SLA costs by up to 50.5% (average of 43.2%) compared to GRSS,
and by up to 54.5% (average of 46.1%) compared to AMA in the
Uunet topology. In the Cernet topology, CFM achieves a maximum SLA
costs reduction of 79.4% (average of 69.4%) compared to GRSS, and a
maximum SLA costs reduction of 77.1% (average of 64.1%) compared
to AMA.

The divergence in optimization results is attributed to the different
objectives pursued by each algorithm. While GRSS and AMA focus
primarily on optimizing VNFI load ratios, CFM adopts a more com-
prehensive approach by jointly optimizing VNFI load, migration cost,
and SLA cost. This comprehensive approach entails a tradeoff among
these three cost components. Consequently, CFM can reduce migration
and SLA costs by sacrificing some of the optimization gains achieved
in VNFI load ratios. It is worth noting that GRSS and AMA, while
effectively optimizing VNFI load ratios, may result in more flows being
migrated, incurring higher migration costs. Specifically, AMA incurs
the highest flow migration cost, as it starts migrating from flows with
lower rates, leading to the migration of more flows. Furthermore,
its greedy approach to selecting flow migration schemes results in
inferior optimization of VNFI load ratios compared to GRSS (which
uses an approximation algorithm to obtain flow migration schemes).
Additionally, GRSS and AMA overlook the delay requirements of flows
when optimizing routing delays, which may lead to higher SLA costs. In
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contrast, CFM accounts for these delay requirements in its optimization
strategy.

Due to the incorporation of the two-phase rounding algorithm, CFM
effectively minimizes the gap in optimization performance compared
to ILP. Theoretically, based on Theorem 1 and our experimental pa-
rameter settings, we can estimate that the maximum gap between CFM
and ILP in terms of maximal VNFI load is approximately 12%. This
estimation takes into account the scale of the path set, | P|, which was
set to 2500 in our experiments. Encouragingly, the results displayed in
Figs. 8 and 9 reveal that the actual gap is approximately 1%, a value
well within the anticipated theoretical range.

Moreover, we can deduce that the expected sum of migration cost
and SLA cost obtained by CFM does not exceed the optimal results
of the relaxed LP problem, as stipulated by Theorem 2. Considering
that the optimal outcomes achieved by ILP are generally not inferior
to those of the LP problem, we can reasonably conclude that CFM
can achieve migration and SLA costs similar to ILP. Empirically, our
experimental results corroborate this inference, as the maximum gap
between CFM and ILP in terms of the sum of migration cost and SLA
cost is less than 1%.

Beyond these three primary metrics, we also conducted evaluations
concerning packet buffer usage, as depicted in Fig. 10. CFM excels in
minimizing buffer usage, since it considers buffer capacity constraints
during optimization. As GRSS and AMA migrate more flows to achieve
lower maximum VNFI load ratios, they inevitably result in higher
buffer usage. In practical scenarios, excessive buffer usage can lead
to increased packet redirection delays, ultimately affecting migration
efficiency and service performance.

6.2.2. Continuous flows pattern results

In this pattern, we focus on assessing the fluctuations in the maxi-
mum VNF instance load ratio, flow migration cost (Migration Cost), and
flow routing cost (SLA Cost) over time, along with their probability dis-
tributions. Fig. 11 provides specific cost values, while Fig. 12 presents
the probability distributions of these costs through CDF plots.

Observing the results, it is evident that CFM outperforms CMP and
AMA in optimizing SLA cost, particularly when dealing with heavy
flows, such as during time units 50 to 80. CFM also tends to achieve
lower flow migration costs than CMP and AMA in most scenarios.
Furthermore, for each performance metric, there is no significant gap
between CFM and ILP. Over the entire time period, the CDF results
demonstrate that CFM and ILP produce nearly identical optimization
outcomes.

6.2.3. Scalability of CFM

Considering the absence of real-world settings for the NFV environ-
ment, such as the maximum number of concurrent flows or the actual
count of VNFIs, our evaluation focuses on assessing the potential trend
in CFM’s computational efficiency as the number of flows or VNFIs in-
creases. This assessment was conducted on the Uunet topology. Due to
space constraints, we present the detailed results in the supplementary
material (Appendix K).
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The results reveal that CFM can deliver improved optimization
outcomes while maintaining similar solving efficiency compared to
existing schemes. Specifically, in the Scale Out scenario, both CFM,
HFM and AMA can generate flow migration schemes in under 60 s,
whereas the ILP solution may require up to 150 s to produce optimal
migration schemes. In the Scale In scenario, CFM, MSHOR and AMA
can provide flow migration schemes in less than 15 s, whereas the ILP
solution may take up to 80 s to generate optimal migration schemes.
Moreover, in the Load Balance scenario, CFM can reduce computation
time by at least half compared to the ILP and achieve a 10% to 27%
reduction in computation time compared to GRSS, while increasing
computation time by 5% to 32% compared to AMA.

6.2.4. Summary

CFM can achieve similar flow migration costs and maximum VNFI
load ratios compared to existing works, while significantly reducing
flow routing costs after migration. The key reason for this improvement
is that CFM simultaneously optimizes these cost metrics during the
migration process. Notably, CFM can further optimize the routing costs
of flows based on their delay requirements, leading to enhanced overall
performance.

7. Related works
7.1. Flow migration for single VNF

Several previous works have established the fundamental frame-
work for achieving flow and state migration, recognizing its impor-
tance in NFV elasticity control. For instance, Split/Merge [23] and
OpenNF [15] propose the use of a centralized control plane to buffer
VNF states during migration. Additionally, efforts [18,36-38] have
been made to enhance the performance of these approaches. For ex-
ample, Gember-Jacobson et al. [18] improve OpenNF by introducing
state and packet transfer directly in the data plane to enhance scala-
bility. However, these works primarily focused on ensuring the safety
and efficiency of state migration, often overlooking migration cost
optimization.
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As a complementary aspect, some research has concentrated on
optimizing migration costs for individual VNFs. Sun et al. [7] tackle
the challenge of flow selection for NFV elasticity control to minimize
migration costs. And Sun et al. [39] propose solving the flow migration
optimization problem using graph-aware deep reinforcement learning
techniques. Nevertheless, all these prior works centered around migra-
tion for single VNFs and did not account for VNF processing order
constraints within SFCs. This limitation means that these solutions are
not well-suited for optimizing migration costs in the context of SFCs.

7.2. Flow migration for SFC

Several works have explored SFC reconfiguration methods to ad-
dress network service quality degradation stemming from flow varia-
tions. These methods encompass adjustments such as scaling the com-
puting resources of VNFIs, increasing link bandwidth, executing VNFI
migration, and updating flow routing paths. Some of the works primar-
ily concentrate on optimizing flow routing paths post-reconfiguration
and neglect to optimize migration costs and maintain state consistency
within VNFs. Furthermore, they have not delved into optimizing VNFI
loads after reconfiguration. For instance, Liu et al. [40] propose a
column generation-based algorithm aimed at optimizing the profit
derived from served user flows and SFC deployment costs through
SFC deployment and readjustment schemes. Toosi et al. [41] introduce
a heuristic auto-scaling algorithm designed to minimize scaling costs
while meeting end-to-end SFC delay requirements. Xue et al. [42] de-
velop polynomial-time approximation algorithms to optimize schemes
involving VNFI redeployment and flow routing path updates, with a
focus on maximizing quality of service improvements.

There are also some works aimed at optimizing the overhead gen-
erated by the migration process. For example, to alleviate the load of
overloaded VNFIs, Zhang et al. [43] propose a heuristic algorithm for
selecting flows to migrate, with the goal of minimizing the number of
affected flows during migration. Eramo et al. [44] introduce a heuristic
algorithm based on the Markov Decision Process to determine VNFI
migration policies, aiming to balance energy cost savings and QoS
degradation costs during migration. Qin et al. [45] propose a Markov
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approximation based heuristic algorithm for selecting VNFI and flow
migration schemes, aiming to balance between the SFC latency and the
migration cost. Tokuda et al. [46] propose a deep reinforcement learn-
ing model for optimizing network slice reconfiguration costs, including
the number of migrated VNFs and additional links. However, these
works still neglect to optimize network performance after migration,
such as VNFI load. Moreover, some works focus on optimizing resource
load after migration. For instance, Feng et al. [35] propose two heuris-
tic algorithms to determine VNFI and flow migration schemes. Their
objective is to balance the load of cloud nodes and links after migra-
tion and minimize additional bandwidth costs incurred by migration.
However, this approach overly emphasizes resource load optimization,
and when using greedy algorithms to balance the load, the optimization
effect may be limited (potentially performing worse than approximate
algorithms).

Additionally, there are works that specifically target the optimiza-
tion of flow migration costs within SFCs. For instance, Qu et al. [8]
investigate dynamic flow migration problems for SFCs, aiming to meet
the end-to-end delay requirements of flows. Their objective is to strike a
balance between load balancing and reconfiguration overhead, leading
to the development of a heuristic algorithm based on the redistribution
of hop delay bounds. Fan et al. [9] propose a problem related to NFV-
enabled network updates that prioritize satisfying delay requirements.
They seek to achieve load balancing among VNF instances while opti-
mizing the costs associated with SFC and routing updates. Their work
introduces an approximation algorithm to determine optimized update
schemes. Tu et al. [47] put forward a rounding-based algorithm for
real-time SFC routing updates with the goal of optimizing VNF instance
and link loads.

However, all above existing works tend to overlook the optimization
of flow routing costs after migration based on flow-specific delay re-
quirements. This oversight can potentially lead to reduced service per-
formance for SFCs, especially in scenarios where computing resources
on cloud nodes are limited. Moreover, these works predominantly focus
on single-flow migration scenarios, such as load balancing. In contrast,
our framework offers joint optimization of flow migration costs and
flow routing costs after migration across various migration scenarios,
including scale out, scale in, and load balance.

8. Conclusion

We present CFM, a cost-efficient flow migration framework de-
signed to facilitate SFC elasticity scheduling across various scenarios.
CFM incorporates a calculation method for assessing flow migration
costs, formulates optimization objectives, and integrates constraints to
tackle optimization problems. Our framework includes algorithmic so-
lutions that deliver near-optimal flow migration schemes, demonstrated
through extensive simulations to generate efficient schemes in a timely
manner. Considering that the timing of flow migration operations also
influences the optimization effect on network performance, in our
future work, we will endeavor to design more rational decision-making
schemes for determining the timing of flow migration. These schemes
will be integrated with the flow migration optimization algorithms
proposed in this paper to further enhance overall network performance.
We also consider to implement our framework in open-source NFV and
SDN environment to further evaluate its effectiveness.
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