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Abstract

As microservices grow in scale and complexity, their operation
and debugging become increasingly challenging. Even a single
user request can involve interactions across hundreds of compo-
nents. In such intricate systems, distributed tracing, which tracks
the end-to-end execution flow of requests, has become a critical
monitoring tool. Among these, non-intrusive tracing frameworks
that do not require code modification are particularly valued for
their convenience. However, existing non-intrusive solutions either
have limited applicability or lack sufficient accuracy under high
concurrency. To address these challenges, we propose DeepTrace,
a transaction-based, non-intrusive distributed tracing framework
designed for microservices. DeepTrace leverages API endpoints and
transaction fields embedded within request content to categorize
requests into distinct transactions, thereby reducing the likelihood
of incorrectly merging traces from different transactions. Compared
to state-of-the-art frameworks, DeepTrace maintains an accuracy
rate of over 95% even under high concurrency. It has also been
adopted by dozens of companies in their production systems for
tasks such as failure diagnosis and resource optimization.
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1 Introduction

In recent years, online services have undergone a significant ar-
chitectural evolution, transitioning from monolithic structures to
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distributed microservices frameworks [15, 28, 56, 76]. This archi-
tecture decoupling inherently enables elastic horizontal scaling
capabilities surpassing monolithic systems’s vertical limitations.
However, this fragmentation also creates non-deterministic fail-
ure modes, particularly complicating root cause analysis of tail
latency anomalies and performance degradation patterns [7, 12].
How to troubleshoot microservice failures is becoming an essential
challenge.

Distributed tracing frameworks (e.g., DeepFlow [73], Jaeger [37])
have emerged as a critical tool for microservice failure diagnosis by
providing comprehensive visibility into request execution paths. A
common format for a trace is a span tree, where spans serve as nodes
and parent-child relationships as edges [59, 75]. Each span corre-
sponds to a request-response pair, capturing the execution lifecycle
of a single request within a component. Parent-child relationships
emerge when an incoming request’s span (parent) initiates one
or more outgoing requests’ spans (childs) during its processing.
Non-intrusive distributed tracing frameworks (e.g., DeepFlow [73],
TraceWeaver [3]) demonstrate superior operational efficiency and
scalability advantages compared to the intrusive distributed trac-
ing frameworks by eliminating the need for code instrumentation
across thousands of microservice components [18, 23, 68, 73, 74].
This zero-code instrumentation capability proves particularly crit-
ical in modern cloud-native environments, where heterogeneous
service architectures frequently incorporate unmodifiable closed-
source or third-party components [20, 22, 69] that fundamentally
preclude traditional code modification approaches.

However, achieving accurate, non-intrusive distributed tracing
is challenging. The current non-intrusive distributed tracing frame-
works [3, 67, 70, 73] can be categorized into FIFO-based correlation
frameworks and delay-based correlation frameworks according to
their span correlation strategies. Although most of them have al-
ready shown high performance in request tracing, they are still
inadequate in the following two key aspects:

First, most existing FIFO-based correlation frameworks might ex-
hibit incoming and outgoing request mapping ambiguities
due to concurrent processing of multi-threads. Existing FIFO-based
frameworks, including vPath [78] and DeepFlow [73], are funda-
mentally predicated on a sequential execution model. These systems
operate under the operational premise that a dedicated thread exclu-
sively processes each incoming request along with its subsequent
sub-requests through linear execution, maintaining strict temporal
isolation between distinct requests. Although this mechanism has
high correlation efficiency, their serial processing paradigms are sys-
tematically violated in concurrent execution environments where
multiple requests may interleave within shared thread resources
through asynchronous scheduling. This fundamental discrepancy
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between design assumptions and runtime concurrency realities
critically compromises their general applicability, resulting in erro-
neous request linkage during distributed tracing operations.

Second, the majority of delay-based correlation frameworks have

large overhead and performance fluctuation under high re-
quest concurrency. Delay-based correlation schemes, exemplified
by WAP5 [67] and TraceWeaver [3], operate under the assumption
that parent-child request pairs exhibit inter-arrival delays conform-
ing to a characteristic probability distribution. These methodologies
employ statistical estimation techniques to model the delay distri-
bution and subsequently establish causal relationships between re-
quest pairs demonstrating high-probability temporal relationships.
While theoretically applicable to diverse threading architectures,
their sole reliance on temporal delay metrics incurs substantial
performance penalties in high-concurrency environments, as all
span correlation operations must be processed through a central-
ized server. Moreover, increasing concurrency elevates request den-
sity on the timeline, creating multiple temporally adjacent parent
candidates for individual outbound requests. The observed parent-
child delay often deviates significantly from the peak of the latency
distribution pattern. This mismatch amplifies the probability of
misidentifying parent requests exponentially with candidate pool
expansion, thereby propagating correlation inaccuracies.
DeepTrace framework. To address these challenges, we present
DeepTrace, a non-intrusive distributed tracing framework (§ 3),
leveraging the transaction analysis at the end host. DeepTrace
achieves both efficient and accurate end-to-end request tracing as
they propagate across heterogeneous service components with the
following designs:
Protocol-aware span construction (§ 3.1). Existing intrusive dis-
tributed tracing frameworks exemplified by Jaeger [37] necessitate
manual code instrumentation to enable cross-protocol trace con-
text propagation and span generation, an approach that introduces
substantial implementation complexity and maintenance overhead
in production environments.

DeepTrace proposes a novel eBPF-driven monitoring frame-
work that achieves non-intrusive observation of distributed system
communications through kernel-level packet capture and protocol-
aware analysis. DeepTrace incorporates protocol parsing templates
derived from systematic examination of RFC documents [24, 25, 34—
36, 60, 66] and open-source implementations (e.g., Zeek [82], Suri-
cata [77]), currently supporting more than 20 mainstream application-
layer protocols. To accelerate the span construction, DeepTrace
proposes a signature-based protocol identification through fixed-
position field matching combined with semantic-aware parsing
that utilizes native protocol length indicators, enabling both effi-
cient packet processing and accurate request boundary detection.
This technical advancement fundamentally addresses the protocol
coverage limitation inherent in existing non-intrusive tracing so-
lutions (e.g., TraceWeaver [3], vPath [78]), which typically focus
on basic RPC/HTTP analysis or employ computationally expensive
full-payload inspection [73].

Transaction-based span association mechanism (§ 3.2). To
accurately associate spans with parent-child relationships, the ad-
vanced mechanisms [3, 73] advocate using the stateless features
(e.g., delay, arrival sequence) to infer parent-child relationships
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between incoming and outgoing requests at servers but suffer from
significant storage overhead and inference inaccuracies.

Our empirical analysis reveals that spans within the same trans-

action (i.e., logical operation group) exhibit a stronger correla-
tion likelihood than cross-transaction spans (§ 2). Building upon
this finding, DeepTrace introduces a transaction-based correlation
mechanism that employs a dual-phase approach: First, we compute
transaction affinity scores through semantic analysis of contextual
features (e.g., user identifiers in HTTP headers, session tokens),
quantifying the likelihood of spans sharing common transactional
context. Second, these scores are integrated with multidimensional
observational evidence - including temporal proximity metrics (e.g.,
execution time windows), causal dependency patterns (e.g., causal
delay between parent and child spans), and behavioral signatures -
through a probabilistic fusion model to establish robust span asso-
ciations. This approach prioritizes transactional semantics when
explicit identifiers are present in payload content while maintaining
backward compatibility. When transaction context is unavailable,
DeepTrace automatically rebalances feature weights by reducing
reliance on transaction affinity and emphasizing causality-related
metrics such as temporal sequence alignment and dependency pat-
tern matching. The adaptive weighting mechanism ensures sta-
ble correlation performance across both transaction-explicit and
transaction-agnostic scenarios.
Query-driven trace assembling (§ 3.3). Traditionally, distributed
tracing frameworks typically collect all spans centrally for trace
assembly, which can incur substantial transmission and storage
overhead [59, 75]. While some solutions temporarily store spans
locally on hosts for subsequent selective centralized collection,
this approach still imposes significant memory pressure due to the
accumulation of spans [10, 45, 84].

In contrast, DeepTrace advocates efficient on-host span com-
pression and caching. To reduce caching overhead and accelerate
queries, it indexes spans based on their tags and metrics, thereby
avoiding redundant caching of identical tags or similar metrics.
DeepTrace takes the query conditions specified by the operator as
input and iteratively extracts spans of the target traces that meet
these conditions from the hosts to complete trace assembly. This
approach avoids the overhead of collecting and transmitting a large
number of spans that are not of interest to operators and supports
various query conditions, including metric queries and tag queries.
Contributions. DeepTrace has proven its value in the production
environments of dozens of companies. DeepTrace is now publicly
available at https://github.com/DeepShield-Al/DeepTrace. In sum-
mary, our main contributions are:

e We undertake an in-depth study of the existing distributed
tracing framework and present a new perspective on the design
of span correlation (§ 2).

o We design and implement DeepTrace, a transaction-based non-
intrusive distributed tracing framework to provide efficient and
accurate distributed application observation (§ 3).

e We conduct a comprehensive evaluation of DeepTrace in both
production (§ 4) and testbed (§ 5). Our testbed evaluations show
that DeepTrace has stable performance, and it can achieve a
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tracing accuracy of over 95% under high-concurrency scenar-
ios and successfully complete various real-world tasks with a
probability of over 90%.

2 Background and Motivation

This section begins with an introduction to distributed tracing in
microservices (§ 2.1). Then, we summarize the challenges of non-
intrusive distributed tracing (§ 2.2) and provide the motivation for
DeepTrace (§ 2.3).

2.1 Distributed tracing in microservice
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Figure 1: An example of a trace (b) obtained from a microser-
vices application example (a).

Figure 1 illustrates a trace obtained from a simple microservice
application. A trace is typically represented as a span tree, where
nodes are spans and edges denote parent-child relationships [37, 59,
75]. Each span represents a request-response pair, starting with a
request and ending with the corresponding response. It documents
the execution lifecycle of a single request within a component. For
example, within the Frontend component, request R1 and response
S1 constitute Span1. Spans contain metadata, such as the caller,
callee, start time, and end time. Within a component, an incoming
request and its response form an incoming span, while an outgo-
ing request and its response form an outgoing span. An incoming
span and one or multiple outgoing spans triggered during the pro-
cessing of the incoming span form a parent-child relationship.
The parent-child relationships between spans are equivalent to the
parent-child relationships between the requests of the spans. In the
above example, to process and respond to the incoming request R1,
the Frontend component invokes the Backend component through
a child outgoing request R2. This makes the outgoing Span2 a child
span of the incoming Span1. A parent span and one of its child
spans form a span mapping, e.g., (Span1, Span2). The trace of a
request r is the tree consisting of the span corresponding to r and
all descendant spans recursively generated by it.

2.2 Non-Intrusive distributed tracing challenges

The primary challenge in non-intrusive distributed tracing lies in
accurately reconstructing causal relationships between requests
across components employing concurrent processing, constrained
by tools like strace [43] and eBPF [40, 52] that only observe system-
level manifestations - including network traffic characteristics (mes-
sage timing, payload size, and content fragments) and thread sched-
uling patterns. While these external observations enable basic span
construction through request-response pairing, they fundamentally
fail to capture the application’s internal request routing logic and
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Figure 2: Different concurrent processing mechanisms.

are confounded by concurrency mechanisms (thread pools, async
I/O, event loops) that create temporal overlaps between indepen-
dent processing chains. This dual opacity of hidden internal logic
and concurrent execution interference renders timing-based corre-
lations ineffective, particularly in microservice architectures where
multiple overlapping parent requests may trigger distinct down-
stream calls without explicit context propagation. The resulting
ambiguity in determining which incoming requests spawn spe-
cific outgoing requests undermines the construction of accurate
end-to-end transaction traces, as illustrated in Figure 2, ultimately
compromising distributed system analysis capabilities that depend
on reliable causal relationships.

In the non-blocking I/O scenario, thread T1 sends an outgoing
request 16 and then processes a new incoming request 2a without
awaiting the response from 1b. This is common in components
using event-driven asynchronous communication, such as Node.js
servers. Simply linking requests handled by the same thread could
mistakenly merge spans from separate traces. Microservices of-
ten incorporate numerous components based on programming
languages like Go and Python, which employ multiple distinct
user-space coroutines to multiplex a single thread. The switching
between these coroutines, as well as the mapping relationship be-
tween coroutines and threads, is governed by invisible application
logic. It is unclear which internal coroutine receives or sends the in-
coming and outgoing requests, thereby making request association
difficult. In cross-thread scenarios, the workflow involves complex
handoffs among different threads using mechanisms such as task
queues, channels, or semaphores. Notable examples include the
handoffs between communication threads in RPC libraries such
as Thrift [1] and gRPC [29]. Non-intrusive tracing tools fail to
record the handoffs from T1 to T2 when a parent request 1a and its
child request 1b are handled by two different threads, T1 and T2.
Consequently, correctly associating requests 1a and 1b becomes
challenging in a non-intrusive manner.

2.3

Over the years, there has been considerable interest in non-intrusive
distributed tracing for microservice troubleshooting [2, 8, 67, 70,
73, 81]. However, these schemes often struggle with accurately
associating incoming and outgoing spans, which can lead to ir-
regular trace structures or the loss of critical failure data. Such
inaccuracies can significantly hinder the failure diagnosis. In this
paper, we classify existing non-intrusive tracing frameworks into
two categories based on span correlation strategies: FIFO-based

Motivating DeepTrace
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Figure 3: Comparison between FIFO-based, delay-based, and
transaction-based schemes.

correlation and delay-based correlation approaches. Figure 3
shows their principles and limitations.

¢ FIFO-based correlation schemes are only effective in spe-
cific threading models. Modern distributed tracing paradigms
(e.g., vPath [78], DeepFlow [73]) fundamentally rely on the sequen-
tial request execution assumption, where single-threaded processing
enforces strict FIFO ordering of requests and their derived sub-
requests, postponing new requests until full completion of current
computational/I/O operations. While this model enables efficient
causal inference through linear thread-local event streams, mod-
ern concurrency mechanisms—particularly coroutine scheduling
as analyzed in § 2.2—systematically violate its core premises. For
the example shown in Figure 3, in the User component, which uses
coroutines to manage multiple incoming requests on a single thread,
request R2 arrives second, but its child R6 is sent out third, leading
to the incorrect association of R2 with the second outgoing R5.

¢ Delay-based correlation schemes exhibit significant over-
head and performance variability under high concurrency
scenarios. Delay-based tracing schemes, including TraceWeaver [3]
and WAP5 [67], correlate parent-child requests using temporal de-
lay distributions but exhibit critical limitations in high-concurrency
environments. Their centralized data collection for delay estima-
tion and trace assembly creates scalability bottlenecks, incurring
prohibitive network overhead as request volume escalates [38, 51].
Concurrently, increased temporal request density amplifies statisti-
cal ambiguity: multiple candidate parents fall within typical delay
intervals for each child request, while real-world delay variance
allows non-parent candidates to coincidentally match peak proba-
bility ranges. The simultaneous occurrence of exponential growth
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in false correlations and deviation from optimal delay patterns sys-
tematically undermines tracing accuracy. The primary weakness
arises from an exclusive reliance on temporal proximity, which
fails to provide the necessary discriminative power to differentiate
causal relationships amid concurrent request interleaving.

¢ Our approach: transaction-based correlation. In this study,
we advocate analyzing the content correlation of requests locally
on each host to reduce the data transmission overhead. We de-
fine a transaction category (abbreviated as transaction) as a
logically related set of inbound and outbound spans (or requests)
that demonstrate semantic coherence through shared contextual
attributes. The semantic coherence is determined based on the
requests that either exhibit nested API endpoint relationships or
maintain persistent transaction fields across multiple requests. For
instance, in Figure 3, the Login endpoint, which handles user logins,
must call the VerifylD endpoint to validate user IDs. The nested
API endpoint relationship Login—VerifylD represents a transac-
tion (e.g., the Userlogin transaction). In distributed microservices
architectures, persistent transaction fields constitute critical trans-
actional elements that are systematically captured from incoming
requests and dynamically propagated to subsequent service invoca-
tions through component-level processing logic. These fields enable
finer-grained transactions, such as the UserLogin for User1. This
propagation mechanism maintains transactional integrity across
service boundaries by preserving essential contextual information
throughout the distributed transaction lifecycle, thereby enabling
atomic operation sequences despite the decentralized nature of mi-
croservice interactions. Common examples include user ID [21, 61],
order information [62, 71], and access tokens [26, 72].

3 The DeepTrace Framework

DeepTrace goals. We intend to achieve the following goals:

e Goal 1: Multi-protocol compatibility. Simultaneously
support request data collection for multiple common ap-
plication protocols.

Goal 2: Precise end-to-end tracing. Accurately infer the
parent-child relationship between requests to reconstruct
the request trace with high precision.

Goal 3: High-efficiency operation. Rapidly build span,
reconstruct trace, and respond to users’ trace queries.

Goal 4: Negligible performance overhead. For continu-
ous, long-term monitoring, reduce data transfer and storage
overhead as much as possible.

DeepTrace workflow. Figure 4 illustrates the workflow of Deep-
Trace, which consists of two main components: an agent deployed
on each host and a server operating across the microservice cluster.
To ensure tracing accuracy, the DeepTrace agent performs non-
intrusive span construction and infers parent-child relationships
between spans. To maintain tracing efficiency, the agent compresses,
indexes, and caches spans based on tags and metrics, while the server
selectively collects spans from agents in a centralized manner ac-
cording to user queries.

The DeepTrace server receives adjustable settings from operators
as inputs and relays them to its agents across various hosts (®).
These settings include the quantity interval (default is 100) and
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Figure 4: The overview of DeepTrace framework.

the inference step (default is 10). The quantity interval divides se-
quentially generated spans of each component into groups of equal
size, within which DeepTrace performs span correlation, while the
inference step represents the number of span mappings deduced
by DeepTrace in each iteration. Upon initialization, DeepTrace acti-
vates protocol-aware span construction (§ 3.1) within agents to
collect raw data about requests, such as socket 5-tuples (source IP,
destination IP, source port, destination port, and transport protocol)
and message content (@). Agents use this data to construct spans,
enriching them with metrics and tags from third-party frameworks
or cloud platforms (®). The subsequent steps involve transaction-
based span association (§ 3.2), where DeepTrace infers the trans-
action types and multidimensional metric distributions of spans
and uses them to infer span mappings with parent-child relation-
ships (®). During subsequent query-driven trace assembling
(§ 3.3), the DeepTrace agent compresses spans and builds an in-
dex in shared memory based on their tags and metrics, while the
DeepTrace server continuously collects span mappings relevant to
operator queries (®) from agents to construct traces (®). The as-
sembled traces are returned to the operators and persistently saved
to the database (@). Spans that remain on the agents are typically
discarded or retained according to the preferences of the operators.

3.1 Protocol-Aware Span Construction

Given that microservices process numerous requests across various
application protocols, DeepTrace must efficiently parse and accu-
rately match requests and responses from different protocols to
construct spans (Goals 1 & 3). These spans should include critical
details such as API endpoints and request content, establishing a
data foundation for subsequent span correlation. However, intru-
sive distributed tracing solutions like Jaeger [37] depend on manual
code instrumentation to generate cross-protocol spans, which in-
troduces substantial implementation complexity and maintenance
burdens in production environments. Meanwhile, non-intrusive
tracing methods analyze requests by intercepting communication
traffic, but their capabilities are often limited to inherent protocol
types, primarily focusing on basic gRPC or HTTP analysis [3, 78].
Alternatively, some approaches use computationally intensive full
payload inspection, resulting in inefficient performance [73].

% DESIGN 1. Protocol template-based request parsing for
non-intrusive span construction. Firstly, DeepTrace leverages
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Type Selected Syscall Call ABIs
Egress write sendto sendmsg sendmmsg  writev
Ingress read recvfrom  recvmsg recvmmsg readv

Table 1: DeepTrace selects ten system call types that are
closely related to network communication behavior.

the eBPF mechanism [39, 40, 52] to non-intrusively gather raw
data about requests. Inspired by DeepFlow [73], the execution of
requests is primarily driven and constrained by narrow-waist com-
munication behaviors in the transport layer API [50]. Therefore, we
attach eBPF programs to the ten network-related system calls listed
in Table 1 to collect raw data. DeepTrace currently does not handle
encrypted traffic, but existing eBPF-based software solutions such as
Pixie [45] and DeepFlow can intercept application-layer functions
via eBPF’s uprobe [41] prior to data encryption, thereby capturing
plaintext data. The raw data generated each time a system call is
triggered by the application includes the PID (Process ID), system
call type, socket five-tuple, timestamp, and message content. These
raw data are then copied from the eBPF kernel program to user
space for subsequent span construction.
Span construction procedure. Figure 5 shows that DeepTrace
constructs spans in three phases: preprocessing, request parsing, and
request-response association. In the preprocessing phase, DeepTrace
sorts the message content in the raw data by timestamp and then
groups the content by PID, socket five-tuple, and system call type.
This grouping helps distinguish the message contents of different
requests, reducing the complexity of subsequent request parsing.
Within each group, DeepTrace parses the message content to
extract requests and responses. To handle the variety of appli-
cation protocols in microservices, protocol templates are created
based on publicly available RFC documents [24, 25, 34-36, 60, 66]
and open-source implementations [77, 82]. DeepTrace currently
supports parsing over 20 widely adopted standard public protocols,
while proprietary custom protocols require operators to manually
develop corresponding protocol templates. DeepTrace provides a
user-friendly interface for seamless integration to new protocol
templates. Each template includes protocol type inference and con-
tent partitioning. The protocol type inference template identifies
the protocol type by specifying the value ranges of certain fields
in the request message content for specific protocols. For example,
the MongoDB protocol specifies that bytes 12 to 16 of each request
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Figure 5: Three phases of span construction.

are the OpCode field, which should match database operations like
OP_INSERT, OP_DELETE, and others as defined by the relevant
protocol specifications. For each new group, DeepTrace iterates
through common protocol templates to perform a one-time pro-
tocol type inference. Additionally, DeepTrace extracts APIs from
request content according to the corresponding protocol types, such
as URLs in HTTP protocols and method names in Thrift protocols.

Then DeepTrace segments the message content of distinct re-
quests through content partitioning templates. Given the variable
length of requests, large requests may be sent or received through
multiple system calls. Additionally, the application layer’s request
queuing mechanism can cause a single system call’s message con-
tent to include multiple small requests. Therefore, considering the
message content of a single system call as a single request is inaccu-
rate. To achieve accurate and efficient request segmentation, we
perform jump parsing based on request length. We observe that in a
single TCP connection of protocols without multiplexing and in a
single stream of multiplexing protocols (such as HTTP2), different
requests are transmitted serially. Therefore, we only need to deter-
mine the start and end positions of different requests in each group.
We utilize the request length field in the protocol (for instance,
the first four bytes in MongoDB requests) to quickly jump to the
end of the current request, which is also the starting point of the
next request. This approach avoids the inefficient traversal of every
byte in the message content. For protocols that do not contain the
request length field, such as Redis [69], we then fully parse the
request according to the protocol specifications.

The final step involves constructing spans by associating re-
quests and responses, taking into account different transmission
modes. In serial transmission, each request within the same connec-
tion waits for the previous response to finish before being sent, as
seen in HTTP/1.1 persistent connections. In pipeline mode, multi-
ple requests can be sent consecutively within the same connection,
with responses returned in the same order. For protocols in these
two modes, DeepTrace matches the order of responses and requests
within the same connection to construct spans. For protocols that
achieve parallel transmission through multiplexed messages, Deep-
Trace uses embedded distinguishing attributes in the messages to
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correlate requests and responses, such as the stream identifier in
HTTP/2 headers [36].

Third-party framework and platform integrations. To further
assist operators in troubleshooting, DeepTrace integrates tags and
metrics from third-party frameworks or cloud platforms into spans.
Tags help users immediately determine the locations of the prob-
lems. For example, users can query which pod has time-consuming
invocations. DeepTrace allows the injection of Kubernetes resource
tags (such as node, service, pod, etc.) and cloud resource tags (such
as regions, availability zones, VPCs, etc.) into spans. Additionally,
these tags are linked to metrics generated by frameworks like
Prometheus [63], providing further details on spans.

3.2 Transaction-Based Span Association

After obtaining spans, DeepTrace needs to accurately associate
spans with parent-child relationships to generate span mappings
(Goal 2). To construct a transaction-based span association solu-
tion, DeepTrace first needs to infer the transaction type of spans,
which includes nested API endpoint relationships and persistent
transaction fields. The key challenges in inferring the transaction
of spans stem from two main aspects. Firstly, the nested API end-
point relationships are determined by the invisible application logic
of components. We have to infer the nested API endpoint relation-
ships based on external information. In addition, the content of the
incoming and outgoing requests typically includes many identical
schema fields, such as parameter types, protocol version numbers,
and XML elements. Simply using identical fields contained within
the incoming and outgoing request contents as persistent transac-
tion fields can erroneously merge spans from different transactions.
% DESIGN 2. Parent-child probability assessment based on
transaction analysis. The core idea of DeepTrace’s transaction
inference is that requests belonging to the same transaction ex-
hibit stronger correlations in API traffic intensity and higher content
similarity. API traffic intensity refers to the arrival rate of requests
containing specific API endpoints. Due to dependency relation-
ships among APIs, requests with nested API endpoint relationships
typically co-occur. Consequently, APIs exhibiting stronger traffic in-
tensity correlations are more likely to possess nested relationships.
Additionally, after removing the schema fields, requests containing
the same transaction fields exhibit stronger content similarity. Fig-
ure 6 illustrates the principle of DeepTrace’s transaction analysis.
Nested API endpoint relationship inference based on API
traffic intensity correlation. Within each component, DeepTrace
sorts spans by their start times and groups them into quantity
intervals. Given potential variations in API dependencies across
microservices, DeepTrace dynamically infers API dependency rela-
tionships based on spans from the preceding m groups. For each
API, DeepTrace calculates the arrival rate of its corresponding spans
within every group among the last m intervals, thereby construct-
ing a traffic intensity vector X, where X; (1 < i < m) denotes the
traffic intensity of the API within the i-th group. For any pair of in-
coming and outgoing spans, DeepTrace extracts the traffic intensity
vectors X and Y corresponding to their APIs. DeepTrace employs a
probability function, Pg (+), based on the Pearson correlation coef-
ficient [19] to calculate the probability that these spans belong to
the same nested API relationship:
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A higher value calculated by Py (-) indicates a greater likelihood

that two spans share the same API endpoint relationship. This
prevents the incorrect association of spans that do not possess an
inherent API dependency.
Persistent transaction field inference based on the corre-
lation of field weight vectors. DeepTrace employs the Term
Frequency-Inverse Document Frequency (TF-IDF) [65] algorithm
to calculate the probability that two spans contain the same per-
sistent transaction fields. The advantage of this algorithm is that
it assigns different weights to fields in the request contents based
on their frequency of occurrence in the requests, thereby filter-
ing out schema fields. This algorithm calculates the weight of a
field as the product of its frequency (TF) and its inverse document
frequency (IDF). To partition request content into fields, we need
to consider three fundamental content formats: text, binary, and
mixed-format. While text-based protocols like HTTP1 can delineate
fields using fixed delimiters such as empty lines, binary protocols
and mixed-format protocols must rely on their respective specifi-
cations to parse the entire payload, necessitating specific parsing
mechanisms. Given the implementation complexity and protocol
compatibility requirements, DeepTrace divides each span’s request
and response content into equal-sized fields using a size-s sliding
window for a given interval containing M spans. It is important to
note that s must be smaller than the length of the original persistent
transaction field to ensure that the same transaction field in differ-
ent requests is divided into identical field sets. For example, when s
=7, a persistent transaction field such as username1 will always
be split into usernam, sername, and ername1 across all requests.
Considering that transaction fields typically consist of 32-bit or
64-bit user IDs, order IDs, or user names with minimum length
constraints, DeepTrace defaults the window size to 4 bytes.

For each unique field, DeepTrace counts the number of spans
that include this field as m and subsequently computes the IDF

for the field as log (%) For schema fields, due to their frequent

occurrence across most spans, they have a lower IDF, resulting in
low weights. Within a single span, DeepTrace calculates the TF by
dividing the number of occurrences of each field within that span
by the total number of fields the span contains. For any two spans,
we obtain two field weight vectors by computing the TF X IDF for
each field. Finally, DeepTrace calculates the cosine similarity [64]
between two vectors to represent the probability that they contain
the same transaction fields, with the corresponding probability
function denoted as Pp(-).

Parent-child probability assessment. After obtaining the two
transaction probability functions, it remains insufficient to evaluate
all potential parent-child relationships among spans, as a single
transaction may contain spans from multiple distinct traces or lack
relevant transactional information in parent-child span pairs. To
address these scenarios, we incorporate multiple causality-based
parent-child span metrics to establish a more refined parent-child
probability assessment function. DeepTrace incorporates multiple
metrics for span pairs, including the delay between start times,

Py(-) = )

1062

SIGCOMM °25, September 8-11, 2025, Coimbra, Portugal

Span APl | Content | Duration : :
3 e1 POST.. | 1oms E E
. H 0 0 !
- 0O:0 -0,
— e POST.. 6ms H 0 H
1 Quantity Interval
GET... o U
]
Traffic Intensity Vectors neccoo 3
Content o5 sT1/ . Name1&.. 1
Request Count of Spans: ===
Sliding Window ‘
e1
Schema Fields  Transaction Fields
Interval
e2 Field | POST | HTTP ame1
Uz "Df Count . H H | .. L
Interval Calculation
TFIDF | L L H
e3 ‘
Interval Field Weight
Vectors: Lt | L |~ 1 H]H] |
Pearson(et, e2) H
Py P : Vector  Cosine  Vector
Pearson(et, e3) L P of [} «====> of {3

Transactiont: | {3 {3 | Pearson(e1,e2) H + Cosine(vi,v2) H =

Figure 6: Transaction analysis of DeepTrace.

as well as their respective request sizes and durations. DeepTrace
adopts a method similar to TraceWeaver [3] to obtain the initial
parent-child span mappings and then uses a Gaussian kernel func-
tion [5] to construct a distribution P]iVI(-) for each metric between
the incoming and outgoing spans for each API pair based on these
initial mappings. For any incoming span s and outgoing span d, the
probability of a parent-child relationship between them is given by:

P(s,d) = wi X Py (s, d) +wa X Pp(s,d) + Z wirz X PLi(s,d) (2)
i=1
w; is a weight between 0 and 1. When transaction information is
available, the function assigns a high probability to span mappings
that belong to the same transaction and satisfy the parent-child
span metric distribution. In cases where transaction information is
unavailable, the parent-child relationship probability can still be
assessed based on multi-dimensional metric distributions.
% DESIGN 3. Iterative span association with automatic func-
tion weight adjustment. Within each quantity interval, Deep-
Trace dynamically constructs these probability functions and subse-
quently selects the set of span mappings with the highest probability.
Algorithm 1 illustrates the iterative span association process. Since
the effectiveness of each probability function varies, corresponding
weights must be adjusted based on their effectiveness. For instance,
the probability function Pp(-) becomes invalid when persistent
transaction fields are absent, while the delay distribution loses its
effectiveness when the delay between parent and child spans ex-
hibits high randomness. However, due to the absence of ground
truth for parent-child relationships, we cannot directly assess the
validity of the probability functions.
Automatic function weight adjustment based on entropy. We
observe that if the probability values calculated for each span map-
ping by the probability function are consistently close, it indicates
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that the probability function is hard to distinguish between cor-
rect and error span mappings. Conversely, an effective probability
function generates more distinct probability values for correct and
incorrect span mappings. Therefore, DeepTrace evaluates the effec-
tiveness of a probability function based on the Shannon entropy [49]
of the set of probability values it calculates for all possible span map-
pings. Therefore, prior to span association, DeepTrace evaluates
all potential parent-child span mappings formed by incoming and
outgoing spans by computing their association probabilities using
the probability functions (lines 3-7). DeepTrace then discretizes the
probability values generated by each function and calculates their
corresponding entropy values (line 10). Finally, the normalized en-
tropy of each function serves as its respective weighting coefficient
in the overall assessment (line 13).

Heuristic iterative span associations with linear complexity.
To accurately perform span associations, certain constraints must
be considered. Within each group, for a set of incoming spans
S = {si | i < |S|} and outgoing spans D = {d; | j < |D|},
let E = {e;;} represent the inferred associations between spans,
where e;; = 1 indicates that s; is associated with d;, and e;; = 0
indicates no association. We need to identify a span mapping set E
that maximizes the sum of parent-child probabilities for the span
mappings, expressed by the following formula:

S| |D|

maxzzp(si,dj) X ejj

i=1 j=1

©)

Simultaneously, mapping set E must satisfy two conditions: (1)
for each span mapping, the outgoing span starts after and ends
before its corresponding incoming span; and (2) every outgoing
span must be associated exclusively and necessarily with a single
incoming span. The challenge stems from the fact that the above
multidimensional assignment problem is NP-hard [57], making it
impractical to attain an exact solution. While some solvers [30]
are capable of computing approximate solutions, the processing
time increases exponentially with the number of spans, rendering
them inefficient for real-time processing of large volumes of spans.
Additionally, the initial metric distributions often lack accuracy,
and solving for all mappings directly can lead to lots of association
errors.

DeepTrace employs a heuristic-based efficient search method
for span correlation. Initially, DeepTrace identifies all candidate
mappings satisfying condition (1) based on temporal span infor-
mation (line 15), then transforms this optimization problem into
selecting the optimal parent incoming span for each outgoing span.
Specifically, for a given outgoing span, DeepTrace identifies all
candidate mappings Mgy}, containing that outgoing span (line 18),
then selects the mapping with the highest parent-child probability
using Equation 2 (line 19) while discarding the remaining map-
pings in Mgy, due to condition (2) (line 21). Simultaneously, after
every k span mappings are selected, DeepTrace updates the multi-
dimensional metric distributions by incorporating the metrics from
these newly identified mappings (line 23). It should be noted that
dividing spans into distinct quantity intervals may result in parent
and child spans being allocated to different intervals. To address
this, when performing span correlation within each interval, Deep-
Trace incorporates incoming spans from the previous interval that
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Algorithm 1 Iterative Span Association Algorithm

Input: Incoming spans S, outgoing spans D, probability function list P, step k
Output: Span mapping set M
1 Ee{}
W {}
: for each function p € P do
Scores « [ ]
for each incoming span s € S do
for each outgoing span d € D do
Scores.append (p((s,d)))
end for
end for
E[p] « Entropy(Scores)
: end for
: for each function p € P do
Wip] < (E[p] - min(E))/(max(E) - min(E))
: end for
1 Meand < GenerateCandidates(S, D)
: count < 0
: for each outgoing spand € D do
Mswp < {(s5,d) | (s,d) € Meand}
(s',d) — argmax Ypep Wipl - p((s,d))
(s,d)eMgyp,
M— MU {(s",d)}
Mcand < Mcand \Msup
count « count + 1
if count = 0 (mod k) then
UpdateDistribution (P, M)
end if
end for

> Corresponding entropy of the function
> Function weighting coefficients
> Calculate entropy per function

bR AN AN R A

=
N o= O

> Normalize weights

O U
IR R N T RN ¥t}

20:
21:
22:
23:
24:
25:
26:
: return M

> Prune candidate set

> Probability function iterative update

can form valid candidate mappings with outgoing spans in the
current interval according to condition (1).

3.3 Query-Driven Trace Assembling

The final goal of DeepTrace is to accurately assemble traces that
meet user query requirements with low transmission overhead (Goal
4). Trace assembly typically requires centralized span collection due
to the distribution of a single trace’s spans across multiple agents.
However, given the enormous requests processed by microservices
daily [13, 14], centrally collecting all spans incurs significant trans-
mission overhead [13, 14]. Although various trace sampling strate-
gies have been proposed, they often fail to strike a balance between
accurately responding to queries and maintaining low transmission
overhead. For example, Dapper [75] and Jaeger [37] employ header-
based uniform sampling, which overlooks a substantial number of
traces that satisfy query requirements. Tail-based sampling [38, 47],
while capable of filtering spans based on queries, still necessitates
centralized collection of all spans by the server. Retrospective-based
sampling detects edge cases at the agent and subsequently retrieves
related traces [84], but it is limited to edge cases and lacks adapt-
ability to user queries. Alternative approaches [10, 45] temporarily
store monitoring data on agents for selective collection by the
server, but this temporary storage of substantial raw spans could
impose significant memory overhead on agents.

% DESIGN 4. Query-driven trace assembly with tag- and
metric-based span index. To align with user query requirements
and ensure low transmission overhead, DeepTrace temporarily
stores spans in agent memory while enabling the server to itera-
tively collect relevant trace spans based on user queries. Observing
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that numerous spans share identical tags (e.g., host names, ser-
vice names) and exhibit similar metrics (duration, memory usage),
caching raw spans at agents proves inefficient. To decrease agent
memory pressure, DeepTrace implements a dual-indexing strategy
as illustrated in Figure 8. Specifically, DeepTrace constructs an in-
verted index for each tag type to efficiently reference all spans
containing that specific tag. Additionally, DeepTrace maintains a
histogram for each metric where each bucket groups spans with
similar metric values. The stored span information is minimized to
essential attributes, including parent-child relationships and times-
tamps, thereby avoiding duplication of identical tags and metrics
across spans.

(a) QueryTag(Tags=['TagName':'value’, ...])

(b) QueryMetric(Metrics=['MetricName’: Threshold, ...])

Figure 7: Query API supported by DeepTrace.
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Figure 8: The procedure for trace assembly.

Operators can set queries through the flexible API shown in

Figure 7. They can query traces that include spans with specific
tags (a) or traces that include spans where specific metrics exceed
a threshold (b). The agent filters span sets by query-specified tag
indexes and spans within designated histogram buckets according
to user queries.
On-demand span collection for trace assembling. DeepTrace
takes user query requests as input and completes trace assembly by
iteratively collecting spans from agents. In Figure 8, when a query
for traces involving Component A is received, the DeepTrace server
first forwards the query to all agents to collect span mappings that
include Component A. During the subsequent assembly process,
the server extracts new spans from each received span mapping
and continues to query the agents for their parent or child spans.
When no new spans are found, the trace assembly is complete, and
the results are returned to the operator.

4 DeepTrace in Production

DeepTrace has been successfully deployed in large-scale production
microservices across dozens of enterprises, including applications
in e-commerce, cloud platforms, online gaming, telecommunica-
tions, and web services. The traces generated by DeepTrace are
utilized by operators for various tasks such as failure diagnosis,
resource planning, and testing, significantly improving diagnostic
and debugging efficiency. We present two real-world cases from
these enterprises here.
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Figure 9: Production deployment of DeepTrace.

Use Case 1: Tail latency diagnosis. As illustrated in Figure 9, a
financial institution’s online application utilizes the OpenStack [58]
virtualization platform to host core business systems, while Kuber-
netes [44] orchestrates critical microservice components such as
payment gateways and user authentication. These services inter-
act intensively via HTTP, gRPC, and diverse database protocols.
The system occasionally exhibits client request timeout anomalies.
Despite leveraging Prometheus [63] for fault diagnosis, the tool’s
coarse-grained metrics fail to isolate individual request-level gran-
ularity, impeding precise identification of latency anomalies across
end-to-end request paths. This limitation prolongs troubleshooting
efforts for several days without resolution.

To address this, the company deploys a DeepTrace server on

a dedicated host and installs a DeepTrace agent across each Ku-
bernetes node and OpenStack virtual machine without requiring
one line of code modifications. DeepTrace agents autonomously
collect request data to construct spans, while the server gathers
and correlates spans, as well as reconstructs end-to-end request
traces. By querying timeout-associated traces and analyzing la-
tency distribution across components, operators rapidly identify
the root-cause component within 15 minutes. Subsequent analysis
of this component reveals that insufficient allocation of connection
resources underlies the observed failure.
Use Case 2: Application DDoS analysis. The business system
of a smart device manufacturer is deployed across multiple avail-
ability zones in a public cloud environment and comprises complex
components such as APISIX gateways, cloud load balancers, and
Kubernetes clusters. It experiences an asymmetric application-layer
DDoS attack targeting order service APIs. Attackers persistently
submit order retrieval requests containing deeply nested query pa-
rameters at a low-frequency rate of 150 RPS. This induces resource
exhaustion in Redis components, causing widespread failure of
legitimate user requests requiring Redis access. Under conventional
monitoring tools, the attack’s limited traffic scale remains below
detection thresholds of traffic-based alerting systems, while perfor-
mance degradation alerts from affected components are obscured
by high noise levels. Given the system’s architectural complexity,
operators struggle to trace request paths across the distributed
infrastructure, delaying attack identification for hours.

As illustrated in Figure 10, following DeepTrace deployment, the
system continuously captures latency metrics across all components
in real time. Through trace analysis of timed-out requests, operators
identified a significant degradation in Redis query response times,
escalating from an average of 15 ms to 210 ms, along with clustered
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Figure 10: Using DeepTrace to locate the attacked component.

occurrences of slow queries exhibiting distinctive patterns. Security
teams pinpoint the targeted Redis component within minutes and
consequently neutralize the attack by dynamically implementing
firewall rules to block malicious query patterns.

5 Testbed Evaluation

In this section, we examine the performance of DeepTrace with
testbed evaluation. Our main results are as follows:

e DeepTrace maintains an end-to-end tracing accuracy of over
90% under scenarios of high concurrency, latency fluctua-
tions, and caching (§ 5.1).

e DeepTrace’s novel designs enhance the tracing accuracy by
approximately 15% (§ 5.2).

e DeepTrace achieves a trace reconstruction rate that is ten
times faster than TraceWeaver (§ 5.3).

e DeepTrace reduces transmission overhead of trace assem-
bling by 94% (§ 5.4).

e DeepTrace results in only a 5% degradation in application
end-to-end performance (§ 5.5).

Testbed setup. Our testbed comprises a three-node Kubernetes
cluster [44] (version 1.24.17), with each node equipped with identi-
cal Intel Xeon E5-2620 v3 CPUs (2.40 GHz, 12 physical cores) and
128 GB of RAM. The servers operate on Ubuntu 22.04 with kernel
version 5.15.0.

Workload setup. We evaluate the social networking and movie
reviewing applications from DeathStarBench [27], which consist of
36 and 38 components, respectively. These applications integrate
diverse concurrency mechanisms, including thread pools from the
Thrift library, asynchronous I/O in the C++ standard library, and hy-
brid communication protocols such as Redis, Thrift, and HTTP. The
wrk2 [80] tool is employed as a load generator to regulate request
arrival intervals using an exponential distribution at each request-
per-second (RPS) level, with sustained 10-second test durations and
randomized unique fields (e.g., user IDs and post content) embedded
in request payloads. Each experiment mitigates systematic errors by
averaging results from multiple test iterations across both applica-
tions. To quantify the tracing accuracy of non-intrusive tracing, the
intrusive tracing framework Jaeger [37] serves as a ground-truth
reference by injecting unique contextual identifiers (e.g., trace IDs)
into parent-child request payloads. This allows us to establish the
ground truth of request parent-child relationships based on the
Jaeger context extracted from the captured request payloads. When
evaluating different non-intrusive tracing algorithms, we first re-
move the Jaeger context from request payloads to ensure unbiased
comparison, then assess their tracing accuracy by comparing the
tracing results against the established ground truth.
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Baselines. For the accuracy of non-intrusive end-to-end tracing, we
compare DeepTrace with FIFO-based DeepFlow [73] and vPath [70],
as well as delay-based TraceWeaver [3] and WAP5 [67]. DeepFlow
matches each outgoing span with the nearest incoming span in the
same thread. vPath assumes that all outgoing spans triggered by
a single incoming span are processed by the same thread, T1, and
correlates them with the incoming span whose response is sent by
T1. WAP5 assigns each outgoing span to the nearest unassigned in-
coming span to generate a delay distribution. TraceWeaver models
the delay distribution using a Gaussian distribution and incorpo-
rates the call graph to establish constraints. Additionally, we also
compare the performance overhead of DeepTrace with common
frameworks such as Jaeger and DeepFlow.

5.1 End-to-end Tracing Accuracy

Tracing accuracy under different loads. We first evaluate the
impact of varying loads, measured in requests per second (RPS),
on end-to-end tracing accuracy. Figure 11 shows that as the load
increases, higher parallelism leads to more frequent request re-
ordering, significantly reducing the accuracy of baseline methods.
FIFO-based vPath and DeepFlow achieve only about 40% accuracy
at 1500 RPS, as they fail to account for operations such as cross-
thread interactions and thread reuse. Under high concurrency, the
density of spans on the timeline significantly increases. A large
number of incorrect span mappings obtain high probabilities in the
delay distribution, leading to erroneous associations in delay-based
solutions. For example, TraceWeaver achieves only 63% accuracy at
1500 RPS. In contrast, DeepTrace maintains an accuracy rate of over
95% across different RPS levels. It fully leverages various transaction-
related information contained in the request content, such as post
information and user IDs, to significantly reduce the number of
erroneous candidate mappings. DeepTrace’s errors primarily occur
in a small subset of requests lacking transactional fields.

Tracing accuracy across requests binned by end-to-end la-
tency. Analyzing traces corresponding to tail latency requests is
crucial for failure diagnosis. We measure the accuracy of traces
grouped by end-to-end latency percentiles at 500 RPS. As shown
in Figure 12, incorrect traces of all baselines are concentrated in the
tail requests. This is because tail requests exhibit higher execution
duration variability, resulting in more severe request disordering
and causing delay between parent-child requests to depart from
normal distributions, consequently leading to errors in both FIFO-
based and delay-based approaches. In contrast, DeepTrace relies on
transaction information and other metrics to avoid the failure of delay
distribution, maintaining 92% accuracy in the tail 10%ile of requests.
Tracing accuracy under delay fluctuations. In real-world en-
vironments, delay patterns between parent-child requests may be
influenced by external factors such as resource contention, fail-
ures, and workload variations. To simulate such conditions, we
select the composepost component in the social networking ap-
plication and inject randomized additional delays (mean: 50 ms,
variance: 20 ms) into 0-50% of incoming requests at 500 RPS. Fig-
ure 13 reveals that TraceWeaver achieves only 76% accuracy with
50% delayed requests. This performance degradation occurs be-
cause delay fluctuations disrupt the normal delay patterns between
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Figure 11: End-to-end tracing accuracy
under different loads.

Figure 12: End-to-end tracing accuracy Figure 13: End-to-end tracing accuracy
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Figure 14: End-to-end tracing accuracy
under dynamic execution paths.

Figure 15: The impact of different mod- Figure 16: Weight distribution of the scor-

ules of DeepTrace on the accuracy.

ing functions in different scenarios.

parent-child requests, rendering delay-dependent methods ineffec-
tive. In contrast, DeepTrace maintains 95% tracing accuracy even
under 50% delayed requests by automatically adjusting weights to
disregard delay-based scoring functions and instead leveraging re-
quest content correlation unaffected by external factors for request
association.

Tracing accuracy under dynamic execution path. This experi-
ment evaluates tracing accuracy under dynamic execution path con-
ditions where behaviors like caching and error handling may alter
request processing paths. To simulate dynamic execution paths, we
artificially introduce caching mechanisms in the social networking
application’s composepost component, randomly discarding outgo-
ing spans (and their descendant spans) triggered by this component,
with cache ratios ranging from 0% to 50%. As shown in Figure 14,
while TraceWeaver accounts for dynamic execution paths, its accu-
racy remains severely constrained (merely 70%) due to assumptions
about call graphs of outgoing requests. In contrast, DeepTrace in-
dependently selects the most probable incoming span as the parent
for each outgoing span. Consequently, untriggered outgoing spans
resulting from cache misses do not affect parent inference for trig-
gered outgoing spans, thereby maintaining accuracy of 97%.

5.2 DeepTrace Analysis

DeepTrace ablation study. To quantify the benefits of different
modules for span association, we conduct an ablation study on
DeepTrace by sequentially removing automatic weight adjustment,
nested API information, transaction fields, and metrics (duration
and request size). When eliminating automatic weight adjustment,
uniform weights are applied to all scoring functions. Figure 15
demonstrates that removing these four modules reduced Deep-
Trace’s accuracy at 1500 RPS by 2%, 1%, 9%, and 2%, respectively.
This underscores that DeepTrace’s content analysis contributes
most significantly to tracing accuracy, while the auxiliary mech-
anisms of automatic weight adjustment and multi-dimensional
metrics further enhance system stability.

Effectiveness of adjustable function weights. This experiment
evaluates automatic weight adjustment effectiveness by creating
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distinct scoring function impairment scenarios. For each scenario,
we systematically invalidate corresponding scoring functions F; by
randomizing (1) APIs, (2) request content fields, (3) start-time inter-
vals, (4) end-time intervals, (5) request durations, and (6) request
sizes of parent-child spans. As Figure 16 demonstrates, transac-
tional fields provide the most reliable request association under
default conditions, resulting in scoring function F, receiving the
highest weight allocation. During each impairment scenario, Deep-
Trace reduces weights of compromised scoring functions, thereby
eliminating their detrimental effects on request association.

5.3 Trace Reconstruction Efficiency

The efficiency of trace reconstruction directly impacts failure di-
agnosis efficiency. Thus, we first compare the time required by
different algorithms to construct varying numbers of traces. Fig-
ure 17 shows that DeepTrace has an association speed comparable
to the FIFO-based scheme and is over 10 times faster than the delay-
based TraceWeaver. The FIFO-based schemes, which do not involve
complex delay distribution estimation, have the fastest association
speed. In contrast, TraceWeaver, using a solver to compute the span
set with the highest delay probability, is the slowest, taking about
440 seconds to process 10,000 requests. Due to DeepTrace’s greedy
search strategy, it can quickly infer the span set with a higher proba-
bility in the metric distribution, processing 10,000 requests in about
40 seconds.

5.4 Transmission Overhead of Assembling

To verify the advantages of query-driven trace assembling of Deep-
Trace, we test the transmission overhead incurred by different trac-
ing frameworks when responding to user queries for traces of re-
quests with greater than 95th percentile latency. We deploy Jaeger
with sampling rates of 1% and 100% (denoted as Jaeger, 1% and
Jaeger, 100%), as well as DeepFlow and DeepTrace without sam-
pling. We then configure the workload generator to produce vary-
ing numbers of user requests. Figure 18 shows that DeepTrace’s
overhead for obtaining target traces ranges from 30MB to 60MB.
Although DeepTrace requires multiple interactions between the
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Figure 17: Efficiency of trace reconstruc- Figure 18: Transmission overhead gener- Figure 19: The end-to-end performance

tion in different algorithms.

server and agent, the server only needs to provide the agent with
the IDs of the spans to be queried, which incurs negligible overhead.
In contrast, tracing frameworks without sampling need to centrally
collect and store all traces, resulting in overheads as high as 1000
MB. While Jaeger 1% has overhead similar to DeepTrace, its random
sampling strategy leads to the loss of many traces for requests with
tail latency.

5.5 End-to-end Performance

Finally, we evaluate the end-to-end impact of DeepTrace on mi-
croservice performance. To establish the baseline, we manually
remove all tracing-related codes from the social networking appli-
cation. Then, we separately run each distributed tracing framework
and plot the results in Figure 19. The baseline achieves a maximum
throughput of approximately 1,749 RPS. When deploying Jaeger at
100% sampling, the throughput decreases by approximately 24%,
reaching 1,326 RPS. Lowering the sampling rate to 1% significantly
reduces Jaeger’s overhead, increasing throughput to about 1,630
RPS. DeepFlow, on the other hand, results in a throughput of ap-
proximately 1,300 RPS, representing a similar decline to Jaeger 100%.
By contrast, DeepTrace reduces the baseline throughput by about
4.6%, achieving 1,667 RPS.

6 Experience & Lessons

We share some experiences in deploying non-intrusive tracing in
enterprise microservices and discuss potential directions for future
improvements.

Global Inference. Existing non-intrusive methods independently
correlate incoming and outgoing spans within each component and
then connect these spans to form traces. However, this approach
suffers from declining accuracy as the number of components in-
creases. For example, if each component achieves 99% correlation
accuracy, the end-to-end tracing accuracy for a trace spanning 50
components drops to just 61% (0.99°° = 0.605). In future work,
we plan to adopt a global inference approach. For example, we
will combine the correlation results from components that a span
has passed through to infer its child spans, thereby alleviating the
accuracy degradation in large-scale microservices.

Valuable thread information. We find that the characteristics of
the threading models in some microservice components can aid in
span association. For example, in a dispatcher-worker cross-thread
model, the thread T1 that handles the incoming span delegates all
child spans triggered by this incoming span to another thread T2
for processing. We can leverage these patterns to constrain the
candidate child combinations associated with an incoming span.

ated by different frameworks.
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evaluation of DeepTrace.

Additionally, in some thread interactions, system calls related to sec-
tion locks are triggered, and we can further utilize this information
to reduce the number of candidate mappings.

Load fluctuations. Applications exhibit peaks and troughs in
request concurrency. Under low load, there are fewer candidate
mappings, making it easier to obtain accurate traces. We can lever-
age the mappings inferred during trough periods to construct more
accurate joint metric distributions.

7 Related Work

Distributed tracing. Intrusive distributed tracing involves modi-
fying code to insert global identifiers into requests to record traces.
Dapper [75] establishes the foundation for intrusive tracing. Pivot
Tracing [53] introduces a novel "happened-before join" operator
for instrumentation. OpenTelemetry [59] standardizes instrumen-
tation libraries and provides SDKs for multiple programming lan-
guages. Non-intrusive tracing methods include automatic code
insertion [4, 32, 48, 79], such as adding parameters to Golang func-
tions [79] or inserting callbacks in JavaScript [48], but these meth-
ods are limited to specific languages. More general non-intrusive
schemes infer causality by analyzing system logs and request meta-
data, like DeepFlow and TraceWeaver.

Causality inference. Existing work advances non-intrusive infer-
ence of causal relationships between requests through two primary
strategies. The first involves analyzing system logs to infer request
execution flows within components [9, 11, 42, 54, 55, 70, 73, 78, 81].
For instance, vPath [78] examines thread and network activity
logs to identify request processing trajectories, PreciseTracer [70]
transforms network communication events into causal paths and or-
ganizes them into structural schemas, and DeepFlow [73] correlates
temporally adjacent network sends and receives within the same
thread to trace interactions. The second strategy focuses on ana-
lyzing the distribution of delays between incoming and outgoing
requests [2, 3, 6, 16, 67]. WAPS5 [67] predicts service dependencies by
assuming an exponential delay distribution, while TraceWeaver [3]
employs a Gaussian distribution and iterative inference methodolo-
gies to improve the precision of delay estimations.

Trace sampling. Various strategies apply different sampling meth-
ods to reduce the number of traces stored [17, 31, 33, 46, 47, 83].
For example, Las-Casas et al. [46] propose a hierarchical clustering-
based trace sampling approach. Sifter [47] constructs an unbiased,
low-dimensional model to capture traces that stray from normal
system behavior. Sieve [33] uses attention mechanisms to increase
the sampling rate of uncommon traces. However, these sampling
methods ignore the querying requirements of operators.
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8 Conclusion

In this paper, we introduce DeepTrace, a transaction-based, non-
intrusive distributed tracing framework designed for microservices.
DeepTrace infers the transaction type of requests by utilizing the
API endpoint and transaction fields from the request’s message
content. It then employs transaction types and request metrics to
deduce the end-to-end execution paths of requests. Evaluations
show that DeepTrace achieves over 95% accuracy in end-to-end
tracing across various scenarios and has been successfully employed
in multiple production environments.
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