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Abstract—Numerous distributed applications are deployed in
the cross-datacenter networks (Cross-DC) where geographically
distributed data centers (DC) are connected by wide area
network (WAN). These online applications will generate both
intra-datacenter and inter-datacenter traffic, each with distinct
requirements and characteristics. We find that existing combined
congestion control schemes ignore the interaction of the two
types of traffic and the hybrid congestion control schemes fail to
accurately estimate cross data center network congestion extent.
In this paper, we propose IDCC a delay based congestion control
scheme that uses delay to handle congestion inside the DC and in
the WAN, respectively. We respectively utilize In-band network
telemetry (INT) and round trip time (RTT) to measure the
queuing delay inside DC and in the WAN and guarantee the
stability of the algorithm by Proportional Integral Derivative
(PID). Simultaneously, we demonstrate the empirical results of
optimizing flow completion time (FCT) of intra-DC short flow
by weight function in cross-DC. We implemented IDCC in
simulation platform ns-3 and have performed extensive large
scale simulation evaluations. Results show that IDCC decreases
the FCT of intra-DC traffic by 3.6x to 12x and improves the
throughput of inter-DC traffic by 9% to 16% compared to
Gemini, Annulus.

Index Terms—Data Center Networks, Wide-Area Network,
Congestion Control

I. INTRODUCTION

Many cloud services (e.g., web search, social networks,
recommendation systems) have already been deployed to serve
clients in geographically dispersed data centers around the
world. The cross-DC network consists of intra-DC and inter-
DC networks, with an approximate 6:1 intra-DC to inter-DC
traffic ratio [1], [2].

The intra-DC and inter-DC traffic now share the networks
of data centers, and their network requirements are constantly
varied. The inter-DC traffic is immune to delay and requires
high bandwidth. In comparison, most flows in data centers
are short and they need low latency [3], [4]. The inter-
DC traffic and the intra-DC traffic could impact each other,
which can degrade application performance. Up still now, two
categories of methods have already been raised to make up
for deficiencies:

Type 1: combined congestion control. This type of
methods employ a data center congestion control method
(e.g., DCTCP [3]) and a WAN congestion control method
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(e.g., BBR [5], Cubic [6]) to optimize intra-DC and inter-
DC traffic, respectively. They are simple, but they disregard
traffic interaction, which may cause applications to behave
poor. In reality, WAN congestion control methods are always
aggressive and have long round trip time (RTT), which implies
that the inter-DC traffic tends to produce deep queues or even
buffer overflows within data center switches. Therefore, intra-
DC traffic may experience significant latency or packet loss,
resulting in poor performance of applications within the data
center.

Type 2: hybrid congestion control. This type of ap-
proaches (e.g., Gemini [2], Annulus [1], GTCP [7]) use a
hybrid signal to estimate intra-DC and inter-DC network
condition and implement congestion control based on this
information. Gemini [2], for instance, utilizes ECN signals to
estimate intra-DC congestion and delays to estimate inter-DC
congestion. Although hybrid congestion control schemes can
mitigate performance degradation caused by traffic interaction,
it is challenging to precisely balance the intra-DC and inter-
DC congestion signals. Hence, either intra-DC or inter-DC
applications may encounter defects in performance.

In this paper, we propose IDCC a delay based congestion
control mechanism. IDCC derives queue depth from INT to
adjust the behavior of inter-DC traffic to achieve lower latency
of intra-DC traffic. Besides we use RTT signals to guarantee
the bandwidth utilization of the WAN link, where INT may not
be available. To preserve the stability and convergence speed
of the method, we use the deviation and variation rate of the
queue length and RTT as inputs to the two PID controllers
to adapt the amount of variation in the congestion window,
respectively. To optimize the performance of intra-DC short
flows, we design a weight function based on sent bytes to give
more resources to short flows when adjusting the congestion
window so as to reduce the completion time of short flows. We
have implemented IDCC on the simulation platform ns-3 [8]
and performed large scale simulation evaluations with realistic
workload. Results show that IDCC can significantly decrease
the FCT of short flows in intra-DC by 3.6 to 12 times and
improves the average throughput of inter-DC by 9% to 16%
compared to state-of-the-art approach Gemini and Annulus.

II. MOTIVATION

The performance metric for data center applications(e.g.,
message queue) is to lower the average flow completion time.
High bandwidth is required for applications(e.g., distributed
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Fig. 1.

database) across data centers. All applications share the data
center network links, therefore only considering for intra-DC
or inter-DC flows might result in poor performance.

In ns-3 [8], we ran a simple experiment to demonstrate
the drawbacks of combined congestion control methods and
hybrid congestion control methods in meeting the needs of
intra-DC and inter-DC applications. The topology is illustrated
in Fig. 1(a), where two small data center sites connected by
a WAN link with a capacity of 500 Mbps and a propagation
latency of 5ms. Each link in data center has a capacity of
1Gbps and a propagation delay of 2us. S2 in DC1 runs web
search traffic [3] to simulate the intra-DC applications and S1
runs a long flow to simulate the inter-DC applications. DCBR
(DCTCEP for intra-DC flows and BBR for inter-DC flows) and
L2BR(L2DCT [9] for intra-DC flows and BBR for inter-DC
flows) are selected as baselines for combined schemes. We take
GEMINI [2] and Annulus [1] as the baselines for the hybrid
schemes. Fig. 1 demonstrates the results, which reveals that
despite the fact that both schemes are capable of optimizing
application performance, they still have the following two
drawbacks:

Firstly, the combined schemes could cause short intra-DC
flows to experience large average FCT. In a modern data center
network, more than 90% of flows are short (e.g., less than
100 KB) and switch buffers are always shallow.The combined
schemes advocate optimizing flows independently, which may
result in inter-DC flows occupying the switch buffer due to
their delayed response to congestion. The deep switch buffers
could also hamper the short flows. The results shown in
Fig.1(b) also demonstrate this, as the average FCT of intra-DC
short flows under DCBR and L2BR can be more than 3 x that
of hybrid schemes.

Secondly, the hybrid schemes fail to accurately estimate
network congestion extent. The hybrid schemes advocate us-
ing distinct intra-DC and inter-DC signals, then performing
congestion control based on the hybrid congestion estimation
signals. Although the hybrid schemes take network hetero-
geneity into account, they are difficult to precisely balance
the two signals, limiting their practicality. Also, most schemes
ignore the short flows in intra-DC. The results in Fig.1(c) are
likewise consistent with this, as the hybrid methods exhibit
low WAN bandwidth consumption due to a lack of accurate
congestion balance.

L.

(b) Average FCT of intra-DC flows.
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(c) Average throughput of inter-DC flows.

Simulation results of the motivation section.

Algorithm 1 Congestion control in sender.
Input: New Incoming ACK
Output: New Congestion Window cwnd

1: procedure PROCESS_ACK(ACK)

2: /* Update RTT according to the timestamp. */

3: rtt_base, rtt_min = update_ RTT(AC K .timestamp)

4: /* Update the queue length according to INT. */

5: qLen_min = update_qLen(ACK.INT)

6: u(t) = u(t — 1) + Kp1 x (qLen_min — qLent) +
Kq1 % (qLen_min — qLen_old)

7: m(t) = m(t — 1) + Kpa X (rtt_min — rttp) + Kgo x
(rtt_min — rtt_old)

8: if u(t) > m(t) then

9 cwnd = cwnd X (1 —tanh(f(BS) x u(t)))

10: else

11: cwnd = cwnd x (1 — tanh(m(t)))

12: end if

13: end procedure

TABLE I
PARAMETERS AND VARIABLES USED IN ALGORITHM 1

Parameter | Description
Parameters of proportional integral control for intra-DC
K pl, K, dl
queue length
Kpo2, Kgo Parameters of proportional integral control for RTT
qLent Threshold for intra-DC queue length
ritp Threshold for RTT
Variable Description
cwnd Congestion window
rtt_base Minimum RTT observed during a long time
rtt_min Minimum RTT observed in current RTT
rtt_old Minimum RTT observed in previous RTT
qLen_min | Minimum intra-DC queue length observed in current RTT
qLen_old Minimum intra-DC queue length observed in last RTT
BS Bytes sent by flow
Weight function to adjust the magnitude of the window
f0) change

III. DESIGN

To address the limitations of the aforementioned algo-
rithms, we suggest a delay based congestion control scheme
called IDCC. This algorithm is window-based and utilizes
multiplicative increase and multiplicative decrease (MIMD)
mechanism. IDCC uses the PID algorithm to control queuing
depth in both data center (DC) and wide area network (WAN)
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simultaneously. This is achieved through queue length of
intra-DC switches and RTT. The INT-acquired queue length
signal primarily addresses intra-DC congestion, meeting strict
queuing requirements for shallow caches within the DC. On
the other hand, RTT is responsible for bandwidth utilization
in WAN since INT may not be supported there. It further
optimizes the performance of short flows by adapting the
magnitude of the window modification based on the sent bytes
of the flow.The pseudo code of IDCC is shown in Algorithm
1. The parameters and variables are summarized in Table 1.

Controlling the DC and WAN queues separately by
proportional integral control. The sender dynamically adapts
the size of the congestion window by proportional integration
based on the queue length signal and the delay signal.The
queue length in the DC carried by the INT and the WAN
queuing delay estimated by the delay signal are essentially
the identical signals, so they can be separately controlled using
two conventional PI controllers based on AFD [10], PIE [11],
and RoCC [12]. The final congestion window is the minimum
value calculated by the two algorithms. We take the queue
length within the DC carried by INT as an example to illustrate
the specific design of the PI algorithm here.

The controller continuously adjusts the congestion window
to match the queue length within the DC to the target gLeny.
We calculate the control factor u(¢) based on two quantities
obtained from the queue size: (i) the deviation of the queue
size from AgLen = (qLen_min — qLent), which represents
the degree of congestion, and (ii) the direction of queue change
AgLen = (qLen_min — qLen_old), which indicates the
trend of congestion. The parameters K1 and Kg; determine
the weights of the two components. To calculate the control
factor u(t) used to adjust the sending window, the controller
applies a correction based on proportional and differential
terms. Equation 1 represents the overall control function. The
proportional term guarantees that the PID-based congestion
control mechanism converges to a fixed point, while the
derivative term is used to achieve fast convergence.

u(t) = u(t — 1) + Kp1 x AgLen + Kg1 x AgLen (1)

Due to the different thresholds and orders of magnitude
difference in queue lengths within RTT and DC, two PID
algorithms with distinct parameters are required to calculate
the corresponding control factors separately. The larger the
control factor, the more severe the congestion and the faster
the growth rate of congestion, so the maximum value of both
needs to be chosen to decelerate the window. The final window
adjustment is illustrated in Equation 2.

cwnd = cwnd x (1 — tanh (max (u(t),m(t)))) ()

Optimizing short flow performance in combination with
sent bytes. Equation 2 divides the bandwidth equally among
all flows which ignores the disparate demand for short fore-
ground and long background flows. To optimize the com-
pletion time of short intra-DC flows, we use the sent bytes
of the flow to adjust the magnitude of the window change.
Specifically, when w(t) > m(t) which means the most serious

congestion occurs within the DC, we design a function f(B.S)
that gradually increases with the number of sent bytes. This
function is multiplied by the control factor u(t). In case of
congestion, shorter intra-DC flows with smaller f(B.S) incur
smaller fallback penalties and can also be more aggressive
when grabbing bandwidth.

IV. EVALUATION

We construct mixed traffic scenarios on simulation platform
ns-3 [8] and perform large scale simulation to evaluate the
performance of IDCC.

Network topology: We perform simulations on data cen-
ters with Fat-tree, VL2 [13] and spine-leaf [14] topologies,
respectively. The topologies are shown in Fig 2. All servers
to Tor switches have a link bandwidth of 10 Gbps. Core
switches to aggregation switches and aggregation switches to
Tor switches both have a link capacity of 40 Gbps. All links
have a propagation delay of lus, so the maximum base RTT
within the DC is 12us. All switches have a per port buffer
of 1IMB. At the same time, to simulate inter-DC traffic, we
set up each two identical DCNs connected via WAN link. We
set the WAN link delay between the DCN 50ms, and the link
capacity 5S00Mbps.

Workload: We generate the load based on the real traffic
distribution in the web search workload [3] and the workload
of the facebook hadoop cluster [4]. We generate intra-DC and
inter-DC traffic in the ratio of 6:1.

Baseline and metrics: We compared IDCC with Annulus,
Gemini, DCBR, and L2BR. In IDCC , the queuing threshold
within the DC is ¢Leny = 50pkts and the delay threshold is
ritT_rtt_base + 5ms. The weight function f(BS) decreases
linearly with the sent bytes with the range of 0 to 2. Our
evaluation metrics include the average FCT of intra-DC, the
average rate of inter-DC traffic.

Large-scale Simulations: We perform simulations in three
topologies and merge the ultimate results. Fig. 3 show the
average FCT of the intra-DC flows under different schemes
for web search workloads with loads ranging from 30%
to 70%. we break down the results into short[0, 100KB],
medium[100KB, 1MB], and long(> 1MB) flows.

IDCC has the most significant improvement in FCT for
short flows, with an FCT degradation of 12, 6, 1.9 and 3.6 x
for web search workloads compared to DCBR, L2BR, Gemini
and Annulus. This is because IDCC provides optimization
for the performance of short flows. When congestion occurs
within the DC, the long flows concede bandwidth to the
short flows, thus speeding up the completion of the short
flows. Simultaneously, IDCC can guarantee persistent shallow
caching because of better convergence speed and stability,
which contributes greatly to short flows. The effect of IDCC
on the optimization of the FCT of the flows decreases as
the size of the flow increases. Even so, the FCT can still be
reduced by 10% to 26% for medium size flows compared to
other schemes. We measured the average send rate per flow
for inter-DC traffic under different workloads, and the results
are shown in Fig. 4. There is a small improvement of 9% to
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16% in the average rate for IDCC compared to the congestion
control algorithms Annulus, Gemini under facebook hadoop
workload and 7% to 15% under web search workload.
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