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Abstract—It is demonstrated that deep neural networks can
be easily fooled by adversarial examples. To improve the robust-
ness of neural networks against adversarial attacks, substantial
research on adversarial defenses is being carried out, of which
input transformation is a typical category of defenses. However,
because the transformation also has an impact on the accuracy
of clean examples, the existing transformation-based defenses
usually adopt minor transformations such as shift and scaling,
which limits the defense effect of the transformation to some
extent. To this end, we propose a method by using dynamic and
diverse transformations for defending against adversarial attacks.
Firstly, we constructed a transformation pool that contains both
minor and major transformations (e.g., flip, rotate). Secondly,
we retrained the model with the data transformed by major
transformations to ensure that the performance of model itself
is not affected. Finally, we dynamically select transformations to
preprocess the input of the model to defend against adversarial
examples. We conducted extensive experiments on MNIST and
CIFAR-10 datasets and compared our method with the state-of-
the-art adversarial training and transformation-based defenses.
The experimental results show that our proposed method out-
performs the existing methods, improving the robustness of the
model against adversarial examples greatly while maintaining
high accuracy on clean examples. Our code is available at
https://github.com/byerose/DynamicDiverseTransformations.

Index Terms—neural networks, adversarial examples, dynamic
and diverse transformations, transformation-based defenses

I. INTRODUCTION

Deep neural networks (DNN) have emerged as a critical
tool for a variety of tasks including image recognition [1],
natural language processing [2] and speech recognition [3].
Nevertheless, the DNN model is easily manipulated [4], [5]
by adversarial examples, which are difficult to distinguish
from natural examples and can result in incorrect predictions
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Fig. 1. Classification results of one clean examplesand one corresponding
adversarial example after applying different transformations. The images with
green boxes are correctly classified, and the images with red boxes are
incorrectly classified.

being made by the networks. In this regard, neural networks
may pose a potential risk to intelligent systems, which have
been widely used in real-world applications. An autonomous
vehicle, for instance, may misuse traffic signs if its percep-
tion system is manipulated [6], [7] by adversarial examples,
resulting in a negative effect on its physical system based on
DNN. As a consequence of this phenomenon, more and more
researchers are attempting to understand DNN'’s adversarial
vulnerability [8], [9] and developing methods [10], [11], [12],
[13] to defend against it.

Existing methods for improving the robustness of neural net-
works are typically used during training or inference. During
training, defense methods attempt to harden the model itself in
order to improve adversarial robustness. Adversarial training
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[14], [15] is a typical strategy that uses a combination of
adversarial and clean examples [16] to train neural networks.
Adversarial training has been demonstrated to be effective,
particularly on MNIST and CIFAR-10 [17]. However, ad-
versarial training might also reduce performance on clean
examples. In addition to adversarial training, data augmen-
tation during training [18], [19] is also useful to improve the
adversarial robustness by increasing diversity of the training
data.

For defenses in inference, the basic goal is to eliminate
the adversarial perturbations such that the input examples
are no longer adversarial. Among them, transformation-based
defenses [20], [21], [22], [23] work by preprocessing images
using transformations before calling the model to classify
images. For example, JPEG Compression [24] and Image Re-
sizing [25], have both been shown to be effective for resisting
adversarial examples. Compared with the defense methods
based on training, these defense methods are computationally
effective and easy to integrate with other defenses. However,
the traditional transformation-based defenses usually use some
simple transformations that are not strong enough and cannot
build a universal defense against adversarial attacks. Moreover,
the attacker can reverse the transformation if the transforma-
tion operation is differentiable.

To boost the transformation-based defenses, we focus on an
important phenomenon: some transformations have high accu-
racy for both adversarial and clean examples, whereas some
are effective for adversarial but fail on clean examples. This
intuition is illustrated in Fig.1, shift can remove the confronta-
tion of the adversarial examples, as can flip and rotation. The
former has no effect on the classification of clean examples,
which is called minor transformation, whereas the latter causes
an incorrect classification of clean examples, which is called
major transformation. Given the drop in classification accuracy
caused by major transformations, traditional transformation-
based defenses frequently use minor transformations [26] to
remove the fooling ability of adversarial examples. Motivated
by this observation, we propose a innovative transformation-
based defense with dynamicity and diversity that can defend
against adversarial attacks while maintaining the accuracy of
clean examples. We specifically merge defense methods of
training and inference. During training, major transformations
are used to retrain the model so that it can adapt to major
transformations. During inference, we dynamically choose a
combination of transformations that includes both major and
minor transformations, acting jointly on the input examples
to defend against adversarial examples. Dynamic and diverse
combinations of transformations bring obfuscated gradients
and make it the attacker more challenging to exploit the
transformation.

Unlike adversarial training, which reduces classification ac-
curacy on clean examples, our method retains high accuracy on
clean examples by retraining with major transformaions. And
we empirically show that our method offers a universal and
effective defense in both gray-box and black-box scenarios.
Achieved by optimizing the number of transformations used in
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inference, our proposed method can provide a superior defense
against adversarial attacks compared with previous methods.

The contributions of this paper can be summarized as
follows:

« We systematically evaluated the influence of transforma-
tions on the classification accuracy and further divided
them into major and minor transformaions. We use these
two categories of transformaions simultaneously to design
our defense method. As far as we know, we are the
first to use the major transformations to defend against
adversarial examples.

o We proposed a method by using dynamic and diverse
transformations for defending against adversarial attacks.

« We conducted extensive experiments on MNIST and
CIFAR-10 to verify the effectiveness of our method.
The results show that our proposed method is obvi-
ously superior to the existing adversarial training and
transformation-based defenses.

II. RELATED WORK
A. Adversarial Attacks

Szegedy et al. [14] proposed the initial work that adver-
sarial examples would lead to misclassification of the deep
neural networks. The adversarial examples can be generated
by adding noise according to the adversarial gradient, such
methods include the fast gradient sign method (FGSM) [27],
the projected gradient descent (I-FGSM) method [17], and the
Jacobian-based saliency map attack (JSMA) method [28]. The
optimization-based attacks, such as Carlini and Wagner (CW)
method [11], consider adversarial attacks as an optimization
problem with the optimization objective of minimizing ad-
versarial noise. Inspired by the linear classification model,
DeepFool [29] aims to find the smallest perturbation that leads
to misclassification by projecting the image to the nearest
separation hyperplane. The attacks mentioned above compute
the adversarial perturbations that can fool the target model
on specific images. Moosavi-Dezfooli et al. [30] focus on
computing image-agnostic perturbations, which can fool the
model on any image with high confidence.

In another scenario, the attacker does not have access to
the target model’s parameters and gradients, and the methods
among them can be divided into transfer-based and query-
based black-box attacks. Transfer-based attacks generate ad-
versarial examples using a source model and then transfer
them to a target model. Dong et al. [31] proposed the
Translation-Invariant iterative FGSM (TI?>-FGSM). In this
method, the untranslated gradient maps are convolved with
a predefined kernel to reduce the computational complexity.
Xie et al. [32] proposed the diverse inputs iterative FGSM
(DI?-FGSM), which improve the transferability of adversarial
examples by creating diverse input patterns. For query-based
attacks, the essence of the problem is to determine the attack
direction using gradient estimates or random searches based
on the exact feedback of subsequent inquiries. The boundary
attack [33] (BA) modified the intermediate examples on the
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Fig. 2. Our proposed defense method consists of three stages. In stage-1, the transformation pool is constructed. In stage-2, the model is retrained with
examples transformed by major transformations. In stage-3, the retrained model is used to defense against adversarial examples by using dynamic and diverse
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decision boundary so that the perturbation norm steadily drops
by random walk while maintaining the incorrect classification.
The simple black-box attack [34] (SimBA) randomly selects
a vector from a predefined orthonormal basis and either adds
or subtracts it from the target image.

B. Adversarial Defenses

Many defense methods have been proposed to make the
models more robust. The transformation-based defense meth-
ods aims to restore the adversarial examples to the clean
examples. Das et al. [24] proposed a JPEG compression
(JPEG) method for effective prepossessing defense. The high-
frequency signal components are removed using a color and
frequency domain transform in the image’s square blocks,
which are insensitive to the human visual system, while pre-
serving the low-frequency signal components. This is similar
to selective image blurring, which helps to remove the adver-
sarial examples’ perturbations. Xie et al. [25] proposed using
randomization to mitigate the adversarial attacks. Random-
ization operations include random resizing, which adjusts the
image to a random size, and random padding, which randomly
fills zeros around the image. The method is quick to develop,
needs little processing, and integrates well with other defenses.
Kou et al. [35] proposed to train a separate distribution
classifier to differentiate the softmax outputs of transformed
inputs for boosting transformation-based defenses.

Adversarial training is currently the most effective strat-
egy to improve adversarial robustness, which defends against
adversarial attacks by using generated adversarial examples

in training [27] and clean examples. PGD-based adversarial
training [17] is practically thought to be relatively effective
among them. Some other methods [36], [37] combine adver-
sarial training with external data sources. Zhang et al. proposed
TRADES [38] to simultaneously control the boundary error
and natural error to improve the trade-off by decomposing the
adversarial prediction error into these two components. That
is, it moves the classifier’s decision boundary away from the
example by minimizing the difference between the prediction
of natural and adversarial examples. The method won first
place in the NeurIPS 2018 Adversarial Vision Challenge.

III. METHODOLOGY

In the methodology section, we first outline our method and
then describe the design of each module in stages. This method
adopts the process of data augmentation during training and
random transformations with dynamicity and diversity during
inference, as shown in Fig. 2 and explained in the following:

a) Stage-1: Construct a transformation pool 7 and
group all the transformations according to their different
attributes.

b) Stage-2: All transformations are divided into major
and minor transformations based on their influence on the
classification accuracy of clean examples. Then retrain the
model with the major transformations that generate some sets
of input examples D,,.

c) Stage-3: Deploy transformation pool and retraining
model in inference. This stage consists of two parts. In the
front part, dynamically select transformations to preprocess
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TABLE I
THE TRANSFORMATION POOL. THE TRANSFORMATION POOL 1S
COMPOSED BY NINE GROUPS: EACH GROUP CONSISTS OF DIFFERENT
TYPES OF TRANSFORMATIONS.

Groups Transformation Details
. brightness, sharpness, contrast,
Adjustment § P ;
average blur, motion blur
Affine vertical compress, both compress,
vertical stretch, both stretch
Compression  jpeg quality (10, 20, 40, 60, 80)
. tv_chambolle, tv_bregman,
Denoise ;
bilateral, wavelet, nl_means
. sobel, gaussian, rank, median,
Filter o § ) .
minimum, maximum, percentile
. swirl, scale, perspective,
Geometric . . P .p
piecewise, elastic
Morphology erosion, dilation, opening, closing
Rotate rotate (5, 10, 15), horizontal flip
Shift left, right, up, down, top_left,

top_right, bottom_left, bottom_right

the input of the model. For the back part, design a decision
strategy to make the best prediction.

A. Transformation Pool

In stage-1, we construct a transformation pool consisting of
9 transformation groups with 47 transformations, as shown
in TABLE I. Each transformation group contains a subset
of transformations that are conceptually similar but differ in
type. We evaluate each transformation individually on two
datasets to guarantee that all the transformaions work properly
and can eliminate the confrontation of adversarial examples.
Moreover, we also evaluate the influence of transformations on
the classification accuracy of clean examples. For those whose
test accuracy drops greatly, that is major transformations, are
used to retrain the model.

B. Major and Minor Transformations

In stage-2, to further boost defense against adversarial
examples, we use a process of retraining the model and
explain it as the following. The model is trained using major
transformations. The traditional transformation-based defenses
rarely use major transformations due to the impact of major
transformations on classification accuracy.

a) Minor Transformations: Research has shown that
transformations are helpful for removing confrontation of
adversarial examples, but the effect of transformations on clean
examples has been overlooked. Accordingly, we examine a
variety of image transformation methods currently used in the
computer vision field as shown in Fig.3. Many transformations
can withstand adversarial attacks while not affecting clean
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examples significantly, which makes them highly useful for
transformation-based defenses. We refer to these types of
transformations as minor transformations since they are often
an unobserved process. It can be seen in stage-3 of Fig. 2
that minor transformations are used directly for defense in
inference.

b) Major Transformations: In addition to minor trans-
formations, we found a few more transformations that are
not originally suitable for defense inference. However, these
transformations have a significant effect on the accuracy of
clean examples even if they are successful at defending against
adversarial attacks. We therefore use this type of transforma-
tion to retrain the model. This hardens the model and makes
it more resilient to major transformations, as shown in Fig.
3. For example, the use of “shift up” reduces classification
accuracy, but the performance improves after the model has
been retrained. This type of transformation results in obvious
changes to the image, which is why it is called a major
transformation.

¢) Retraining: In our proposed method, we adopt a
similar retraining method on two datasets and models. Given a
set of major transformations in the previous section, randomly
select a transformation applied for each batch of input images,
so that the model is familiar with the transformations used
during inference. For MNIST, we train for an additional 100
epochs. For CIFAR-10, we train for 200 epochs. All training
processes use SGD optimizer.

C. Dynamicity and Diversity

In stage 3, transformation of the images can limit the
intensity of adversarial perturbations before the images are fed
into the model. When several transformations are applied to
the input, the transformations can work together to eliminate
the adversarial examples’ confrontation. It is worth mentioning
that following retraining, major and minor transformations
can be compatible in the combination of transformations.
Diverse transformation combinations are crucial to boosting
defense. Increasing the number of transformations in front of
the model’s input improves the defense performance of the
adversarial examples. And the more transformations utilized in
the retraining process, the more robust the model becomes. In
this regard, our goal is to broaden the range of transformation
combinations as much as possible in order to maximize
defense efficiency.

Dynamity plays an important role in improving adversarial
defense performance by preventing attackers from exploiting
transformation. The attacker’s access to obtain the model’s
gradient is an crucial factor in the attack’s success. We use
a variety of randomization operations in our method to avoid
this problem, which includes randomized transformation, such
as ratio of “shift up” randomly selecting from U|[0,0.1], and
dynamic transformation combination, in which the transforma-
tions applied to different inputs are uncertain. In our proposed
method, major and minor transformations work along with
dynamicity, and gradients of the model are obfuscated and
this prevents the transformation process from being exploited.
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Fig. 3. Classification accuracies of examples after using 47 different transformations on MNIST and CIFAR-10 models.

TABLE 1T
ACCURACIES (%) OF ADVERSARIAL EXAMPLES BY USING DIFFERENT
DECISION STRATEGIES. THE ADVERSARIAL EXAMPLES ARE CRAFTED
BY USING FGSM.

Accuracy(%)

Decision Strategy
MNIST CIFAR-10

Random 92.95 72.94
Majority-Voting 96.01 77.18
Average-Weights 96.01 77.22
AWMV 96.03 78.21

Although diversity and dynamicity are different, they are
intertwined and act in concert on defense against adversar-
ial examples. Based on the analysis, our method performs
random transformations defense with both dynamicity and
diversity in inference to counter adversarial perturbations. At
each iteration in inference, some transformation groups are
randomly selected from the transformation pool, and some
transformations are randomly selected from each group. After
selecting the transformation applied to an image, randomize
the transformation parameters and then the transformations
takes effect on the image.

D. Decision Strategy

In Stage 3, more than one transformation applied on input
examples brings the logits of multiple branches of data flow.
These branches will then be used to make decision to reach
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final prediction y,,:. We implement and evaluate four decision
strategies of multiple branches, which are explained as follows:

« Random Strategy randomly selects one logits from all
transformation branches to reach the final output.
Average-Weights Strategy gives a weight to each logits
of the transformation branch, and the final output is the
largest value in the weighted average of all transformation
branches.

Majority-Voting Strategy selects a candidate with
largest logits from each trasformation branch, and of all
the candidates, the one who receives the most votes is
the prediction result.

Average-Weights and Majority-Voting (AWMY) Strat-
egy combines average-weights and majority-voting strat-
egy. Each logits of the transformation branch gets a
weight. The candidates are chosen from the output with
the weighted average, and the candidate with the most
votes is returned. The decision strategy can be formulated
as follows:

k

Y (@)
: i=0 j

Yout = argmaz(

M

=0

where g denotes number of transformation groups and &
denotes number of transformations. ¢;; denotes transfor-
mation of the ¢j-th selection.

Experiments as shown in TABLE II, reveal that AWMYV is
clearly superior to other decision strategies, thus we employ
AWMV to make final decision in our proposed method.
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IV. EXPERIMENTS
A. Experimental Setup

a) Datasets and models: To evaluate our defense
method, we use the MNIST and CIFAR-10 datasets. These
datasets’ images are categorized into 10 classes. For the
MNIST, we use LeNet-5 [39] architecture that has 98.7%
test accuracy. For the CIFAR-10, we use WideResNet [40]
architecture that has 95.6% test accuracy. On MNIST, the
AlexNet [41] architecture is utilized as a substitute model
for transfer attacks, while on CIFAR-10, the ResNet-50 [1]
architecture is utilized. WideResNet’s depth and widen factors
are set to 28x20.

b) Attacks and compared defenses: For fair comparison,
all experiments are run on two NVIDIA RTX 2080TI GPUs,
and all methods are implemented using PyTorch. We consider
several mainstreamed white-box attack methods, including
FGSM [27], I-FGSM [17], CW [11], DeepFool [29], JSMA
[28]. FGSM and [-FGSM use default perturbation budget e
= 8/255, 16/255, 32/2255 for MNIST and e = 4/255, 8/255,
16/255 for CIFAR-10 respectively. Furthermore, we also con-
sider black-box attack methods, such as BA [33], SimBA
[34], TI2-FGSM [31], DI2-FGSM [32]. Exepriments present
the evaluation performance against the untargeted attacks in
L, or Ly norm conditions. We use the implementations of
TI?-FGSM and DI?-FGSM provided by the Torchattacks [42]
library. For other attack methods, we use the implementa-
tions from Adversarial Robustness Toolbox [43] library. We
compare our methods with two transformation-based defenses
including JPEG [24] and RRP [25], as well as an adversarial
training method TRADES [36]. All the implementations of
defense methods come from the original authors.

B. Setting the Hyperparameters

To ensure that our defense is as effective as possible, we
must first define the hyberparameters in the defense method.
The number of transformation groups g, the number of
transformations %k picked by each group, and the parameter
0 of each transformation are all hyperparameters. For 47
transformations, there will be a large search space if all
hyperparameters are optimized. Furthermore, optimizing 6 has
an influence on the transformation process’ randomness. As a
result, we optimize the parameters k.

We traverse the number of transformations to find the
optimal hyperparameter. We use the accuracy of model classi-
fication as objective functions after defense deployment. k is
the hyperparameter to be optimized, with k’s search space
being [1,6]. Because there are many random processes in
the optimization process, each data point is averaged from
ten experimental results. In this experiment, we use FGSM
as our attack method. The maximum perturbation of each
pixel is set to € = 16/255 on MNIST and € = 8/255 on
CIFAR-10. Experiments show that increasing the values of
the hyperparameter improves the deployed defensive model’s
classification accuracy, as shown in Fig 4. For MNIST, the
clean accuracy and adversarial accuracy tend to be stable when

981

95 /4’—‘ 95

Accuracy(%)
Accuracy(%)

[—— Clean
FGSM

o [——Clean |
| FGSM

2 3 4 5
Number of Transformations

(b) CIFAR-10 (WideResNet)

2 3 4 5
Number of Transformations

(a) MNIST (LeNet-5)

Fig. 4. Classfication accuracies (%) of adversarial examples on MNIST
and CIFAR-10 models when using different number of transformations. The
adversarial examples are crafted by FGSM.

k = 5. For CIFAR-10, this happens when k = 3. To trade the
number of transformations off against preprocessing costs, we
set k =5 on MNIST and k£ = 3 on CIFAR-10. The following
experiments are all based on the above hyperparameter.

C. Defense Results: Gray-box Scenario

We build grey-box scenarios to evaluate our defense method,
on the MNIST and CIFAR-10 dataset. The scenario implies
that the attacker is unaware of the defense method and has
access to only the model’s parameters and architecture. Despite
the fact that this is a grey-box scenario, we generate adver-
sarial examples using the white-box attack methods, based on
the model which is trained with clean examples. Compared
with three other defense methods, we test these adversarial
examples. TABLE III compares our proposed method with
JPEG [24], RRP [25] and TRADES [36]. When identifying
with clean examples, we first observe that the proposed method
can maintain classification accuracy at the same level as the
original model. In particular, TRADES introduce 9% drop on
clean examples on CIFAR-10. We also see that the proposed
method significantly helps to improve defense performance
against untargeted attacks and outperform all other methods.
Traditional JPEG and RRP defense is not always effective. For
Deepfool and CW, which can achieve beyond 40% success
rate, JPEG and RRP are respectively each only effective for
one of them. When combating with FGSM and [-FGSM,
which generate adversarial examples with lower perturbation
intensity, our proposed methods outperform the other three
methods by around 8% for CIFAR-10.

D. Defense Results: Black-box Scenario

This scenario assumes that the attacker only knows inputs
and outputs of the service but has no knowledge of both the
model and the defense methods. In our evaluation, transfer-
based and query-based attacks are used as tools for black-
box scenarios. Specifically, we use BA [33] and SimBA [34]
as query-based attacks. For query-based attacks, we consider
limiting the maximum number of queries to 1000. Adversarial
examples with transferability are generated from AlexNet on
MNIST and ResNet50 on CIFAR-10. Small perturbations
crafted with traditional white-box attack methods have no
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TABLE III
CLASSIFICATION ACCURACIES (%) OF CLEAN AND ADVERSARIAL EXAMPLES WHEN USING DIFFERENT DEFENSE METHODS. THE ADVERSARIAL
EXAMPLES ARE CRAFTED IN THE GRAY-BOX SCENARIO, I.E., THE ATTACKER HAS THE KNOWLEDGE OF THE MODEL BUT HAS NO KNOWLEDGE OF
THE DEFENSE METHODS.

FGSM I-FGSM
Gray-box Method Clean GS GS CW(L2) | DeepFool | JSMA
=8 | =16 | =32 | =8 | =16 | =32
No defense | 98.93 | 97.56 | 94.37 | 68.40 | 97.53 | 94.35 | 60.17 47.00 60.25 0.24
MNIST JPEG 98.98 | 97.70 | 94.92 | 69.65 | 97.72 | 94.89 | 63.84 48.23 96.69 22.06
(LeNet-5) RRP 97.22 95.12 | 89.86 50.72 94.79 | 89.73 | 49.29 86.15 68.02 76.07
eNet-
TRADES 97.65 | 97.19 | 96.56 | 94.74 | 97.25 | 96.63 | 95.30 92.55 95.59 89.06
Our method | 98.31 | 98.21 | 98.05 | 97.65 | 98.15 | 98.00 | 97.68 97.19 97.86 96.50
Gray-box Method Clean FGSM I-FGSM CW(L2) | DeepFool | JSMA
=4 | =8 | =16 | =4 | =8 | =16
No defense 96.22 58.58 | 44.81 24.09 30.08 16.23 9.13 53.71 54.76 59.27
CIFAR-10 JPEG 93.05 | 59.61 | 40.93 | 22.00 | 40.01 | 18.63 | 9.76 70.23 65.44 70.83
. i RRP 94.41 | 70.08 | 60.12 | 42.79 | 71.74 | 59.84 | 36.46 79.29 77.69 76.38
(WideResNet)
TRADES 87.80 | 76.17 | 72.87 | 59.61 75.99 | 74.16 | 66.27 76.85 77.09 75.86
Our method | 94.47 | 83.80 | 77.84 | 58.70 | 83.16 | 81.45 | 67.68 86.58 86.65 86.64
TABLE IV

CLASSIFICATION ACCURACIES (%) OF CLEAN AND ADVERSARIAL EXAMPLES WHEN USING DIFFERENT DEFENSE METHODS. THE ADVERSARIAL
EXAMPLES ARE CRAFTED IN THE BLACK-BOX SCENARIO, L.E., THE ATTACKER ONLY KNOWS INPUTS AND OUTPUTS OF THE SERVICE BUT HAS NO
KNOWLEDGE OF BOTH THE MODEL AND THE DEFENSE METHODS.

Black-box Method Clean Query-Based Transfer-Based
BA ‘ SimBA | TI2-FGSM | DI?-FGSM

No defense | 98.93 | 32.26 | 46.60 70.53 60.85
MNIST JPEG 98.98 | 96.16 | 75.88 72.57 63.77
(LeNet-5) RRP 97.18 | 72.94 | 58.49 34.46 37.64
TRADES 97.65 | 96.10 | 95.38 95.18 95.00
Our method | 98.32 | 97.98 | 97.56 97.39 97.26
No defense | 96.22 | 63.73 71.79 54.86 43.67
CIFAR-10 JPEG 93.05 | 76.05 78.90 53.87 44.87
(WideResNet) RRP 94.05 | 81.76 | 76.31 54.00 47.40
TRADES 87.80 | 77.22 | 75.76 59.98 58.52
Our method | 94.64 | 87.32 | 85.16 63.96 59.30

satisfactory transferability, so we use previously proposed TI?-
FGSM [31] and DI?>-FGSM [32] as transfer-based attacks. Be-
cause original implementation of TI>-FGSM and DI?-FGSM
specially designed on ImageNet, we modify the channels and
kernel size to accommodate the adopted datasets.

The comparison with other defense methods is shown in
Table IV. Our method achieves more effective defense in the
black-box scenario. In particular, our methods significantly
improve the classification accuracy against black-box attack
methods in comparison to previous TRADES. When combat-
ing with BA and SimBA, which generate adversarial exam-
ples with limited queries, our proposed methods outperform
the other three methods by around 10% for CIFAR-10. We
also see that the traditional transformation-based defenses are
extremely vulnerable in the face of transfer attacks. When
defending against transfer-based attacks, RRP even lowers
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adversarial accuracy compared to no defense.

V. CONCLUSION

In this paper, we propose a method by using dynamic and
diverse transformations for defending against adversarial at-
tacks. Firstly, we construct a transformation pool with diverse
transformaions. Secondly, all transformations are devided into
two categories (minor or major) based on the classification
accuracy on clean examples, and the major transformations
are utilized to retrain the model. Finally, transformaions are
dynamically selected to preprocess the input and the final
prediction of the model is decided by an average-weights
and majority-voting strategy. Experiments demonstrate that
our proposed method can improve defense efficiency while
maintaining the classification accuracy on clean examples.
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