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Abstract—Network traffic has become increasingly compli-
cated and diverse with the continuing development of the
Internet. It is challenging for the traffic generators to construct
a large variety of traffic while maintaining the similarity to the
real traffic. Given that real traffic from the production network is
handy to retrieve, replaying traces from the production network
can maximize the authenticity of traffic, contributing to experi-
ments to evaluate the effectiveness of algorithms. Recently, many
pieces of research in the networking field, especially algorithms
based on machine learning (ML), are extremely sensitive to
statistical characteristics of the traffic, such as ML-based traffic
classification, traffic detection, traffic prediction, etc. However,
there are only a few available statistics for the growing encrypted
traffic, such as packet size and inter-arrival time (IAT). To replay
traffic accurately, in this paper, we propose the GapReplay,
a packet replayer that can remain identical with the original
nanosecond-precision pcap trace in packet contents and achieve
high accuracy in timestamps. GapReplay reaches line rate while
transmitting packets by appending and extending packets, which
will be dropped and truncated by a programmable device, to
guarantee satisfying accuracy. We implement our mechanism on
top of DPDK and P4. The evaluation results demonstrate that
GapReplay can achieve a nanosecond-level accuracy, much better
than the state-of-the-art such as MoonGen and tcpreplay, where
the best of them is at least 1000 times less accurate than our
mechanism.

I. INTRODUCTION

With the continuous evolution of the Internet, there are more
and more applications running on it, giving birth to a variety of
transmission protocols and network devices. These protocols
and devices are required to be tested and verified completely
before deployment. Thus, many testbeds have emerged all
over the world in recent decades, providing environment and
resources needed by network experiments for researchers, such
as PlanetLab [1], GENI [2], OneLab [3], CloudLab [4] and
Fabric [5], etc. In the experiment, besides generating traffic by
the researchers themselves, real traffic from the production net-
work can be replayed reproducibly, validating the effect in the
production environment and compare with other alternatives.
In this paper, we propose and develop a high-accuracy traffic
replay tool to provide an as real environment for experiments
as possible and make these experiments reproducible.

Among these networking experiments, some are greatly
affected by the accuracy of the replayed traffic. For example,
the effect of the deep packet inspection (DPI) mechanism is
diminishing due to the growing share of encrypted traffic (up to
80% by 2019 [6]). Instead, statistics such as inter-arrival times
and packet sizes are useful when adopting ML-based methods,

especially for the encrypted traffic. Various traffic classification
algorithms [7]–[9], traffic detection mechanisms [10]–[12],
traffic prediction methods [9], [13], intrusion detection systems
(IDSes) [14]–[16] and intrusion prevention systems (IPSes)
[17] heavily rely on these statistical characteristics.

These experiments are very sensitive to the timestamps,
more specifically, inter-arrival times of replayed traffic. How-
ever, the accuracy of the existing replay tools is not so
satisfying. For example, tcpreplay [18] is a widely used tool
to replay pre-captured pcap files, which utilizes the kernel
network stack. Due to the expensive overhead of switching
from user space to kernel space, the inter-arrival times of
replayed traffic sent by tcpreplay are far away from the original
packets’. MoonGen [19] is a scriptable traffic generator built
on top of DPDK [20], which contains example scripts for
pcap replaying. However, only pcap files with microsecond
precision can be parsed by MoonGen, making it inaccurate
especially for high-speed scenarios, because it is very likely
that there are two packets with the same microsecond times-
tamp in a high-speed pcap file.

To achieve high accuracy while replaying a pcap file, we
design and implement a traffic replay tool based on DPDK
and programmable hardware. From our point of view, the
gap between two adjacent packets is the root cause of the
error because it is basically impossible to control the gap
accurately while replaying. However, controlling gaps between
two adjacent packets is mainly adopted by the existing traffic
replay tools. Therefore, we proposed eliminating all the gaps
by making all the packets we send back-to-back. To enhance
the accuracy of the input, pcap files featuring nanosecond
resolution are mandatory to describe the inter-arrival times
of packets more accurately. Additionally, to eliminate all gaps
and ensure that all packets are back-to-back, large gaps are
filled by a number of jumbo frames with an invalid ethertype.
Besides the large gaps, there are small gaps that cannot hold
any packets, even the smallest 60-byte frame. For those, the
gap is covered by extending the former packet. Finally, the
line-rate traffic will be processed by a programmable device
where the appended and extended packets will be dropped and
trimmed, respectively. We chose the programmable hardware
to operate these packets because we need to guarantee that the
latencies for all packets must be identical to avoid errors. In
order to develop the prototype, a Tofino-based P4 switch is
chosen as the programmable hardware. The evaluation results
show that our traffic replay tool can limit the error between
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replayed traffic and original traffic within nanoseconds, while
the error caused by other state-of-the-art replay tools is at least
hundreds of microseconds.

The remainder of the paper is structured as follows. Section
II surveys the related works, including tools for both traffic
replaying and traffic generating. Section III presents the overall
framework, which is composed of the gap replayer and the
gap handler. In Section IV, some implementation details are
stated. In Section V, the accuracy of our proposed mechanism
is evaluated and compared with some other available traffic
replay tools. Finally, we conclude the paper in In Section VI.

II. RELATED WORKS

A. Traffic Replayer

TCPivo [21] aims to replay traffic with high accuracy. To
achieve that, several methods are adopted in TCPivo. First, it
prefetches the pcap trace from the file system to reduce the
IO latency. Second, while parsing packets from the pcap trace,
TCPivo supports replacing the payload with self-generated,
null-padded data to accelerate. Last, some kernel patches are
provided by TCPivo to address the scheduling issue of the
kernel, improving the accuracy for replaying.

Tcpreplay [18] is a collection of free open-source utilities
for editing and replaying pre-captured network traces, includ-
ing tcpreplay, tcprewrite, tcpreplay-edit, tcpprep, tcpbridge and
tcpcapinfo. It supports replaying packets at arbitrary speeds.
Packets preload is supported by tcpreplay, too.

Besides the above two, there are stateful replay tools that
mimic the behavior of particular protocols. TCPOpera [22]
emulates a TCP protocol stack and operates packets at flow
level to eliminate all the ghost packets. DETER [23] is a
deterministic replay tool for TCP protocol, which can be used
to diagnose various TCP performance problems by recording
and replaying individual TCP connections. DETER also adopts
a kernel patch to reduce the delay ACK timeout.

B. Traffic Generator

D-ITG (Distributed Internet Traffic Generator) [24] is a
platform to generate highly customized traffic with multiple
patterns and protocols. It can also be used to perform measure-
ments such as one-way-delay (OWD), round-trip-time (RTT),
jitter and throughput, etc.

Swing [25] is a closed-loop, network-responsive traffic
generator which learns the interactions of applications, users
and network behaviors. Corresponding traffic can be generated
using a simple structural model, and it’s evaluated that the
aggregate characteristics can match the original traffic.

MoonGen [19] is a scriptable traffic generator based on
DPDK and LuaJIT. Besides generating traffic with complex
patterns, it can be used to measure latencies with sub-
microsecond accuracy by using the hardware timestamping
capabilities of modern commodity NICs. Additionally, due to
its scriptable capability, it can also be used to replay traffic by
executing a pcap-replaying script.
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Fig. 1. Packets in a pcap file

III. DESIGN OF GAPREPLAY

It is challenging for the existing traffic replay tools to
control the IATs accurately by waiting for a specific duration
with system calls like sleep(). Although MoonGen supports
filling gaps between packets with packets whose CRC check-
sums are invalid, it is designed for traffic generation, cannot
parse pcap files with nanosecond precision, and is unable to
handle gaps shorter than 96 bytes, which is called the small
gap in our framework. Therefore, in this paper, to accurately
replay all the packets in a pcap file on wire according to
the original sequence and inter-arrival times, we design and
implement a high-accuracy packet replayer, GapReplay.

A. Factors Affecting Replay

The packets in the pcap file can be formulated in Fig. 1.
Each packet has its own length, and there are inter-arrival times
between every two adjacent packets. So these two are factors
we should take into account to replay traffic accurately.

1) Packet Sizes: By simply copying packets from the pcap
file, packet sizes are easy to be consistent with the original
lengths.

2) Inter-arrival Times: Besides the packet sizes, there are
differences ∆t between the timestamps of two adjacent pack-
ets. Part of the difference ttrans is used to transmit the former
packet, and the free time of the link tfree occupies the left.
To replay packets accurately, we have to guarantee that all the
IATs ∆t of replayed traffic should be as close to the original
ones in the pcap file as possible.

However, the packet is not immediately on wire after we
send it by executing the system call. Instead, the overhead
introduced by context switches between user/kernel space and
calling the driver to put packets in the NIC’s transmission
queues can result in huge errors.

Moreover, even if the above errors can be avoided with
user-space network frameworks such as DPDK, PF RING ZC
[26] and netmap [27], other errors are still likely to emerge.
For instance, it is challenging to wait for exactly ∆t if we
use functions like sleep() or even the high-precision timer
RDTSC because overheads are still there for interrupts and
function calls.

Therefore, we need to devise another method to reduce these
errors, which will be presented below.

2023 IEEE International Conference on Communications (ICC): Communication QoS, Reliability and Modeling Symposium

1617
Authorized licensed use limited to: Tsinghua University. Downloaded on October 15,2026 at 14:32:40 UTC from IEEE Xplore.  Restrictions apply. 



Gap Replay  
GAP HANDLER

Egress MAC

GAP REPLAYER

N
IC

In
gr

es
s

M
AC

Input PCAP File

packet-filler

gap-filler
Generate Packet

Copy Pakcet Extend Packet Copy Pakcet

P4 Match-Action Units

No Action

large gap small gap

packets

Drop Trim No Action

Fig. 2. Overview of the proposed framework

B. Overview
The overview of our mechanism can be demonstrated in Fig.

2. It has two components: a gap replayer and a gap handler.
The gap replayer consists of two fillers, i.e., a packet-filler

and a gap-filler. The packet-filler parses packets from a pcap
file and sends them on wire. Most of these packets remain
unchanged like packet1 and packet3, which are called the nor-
mal packets, while some of them are slightly extended several
bytes (up to 95 bytes), such as packet2, and the extended part
is marked with cross hatches after extendedPacket2, these
packets are defined as the extended packets. The gap-filler
generates and transmits gap packets, which are jumbo frames
with an invalid ethernet type 0x0801, illustrated as shadowed
gapPacket1.

After the gap replayer, the line-rate packets will be redi-
rected to our programmable hardware, a P4 switch named gap
handler in the framework. All the packets are divided into
three scenarios, and the corresponding action is applied for
each scenario as follows:

• No action: Normal packets are the same as the ones in
the original pcap file, so there is no need to process them
in the gap handler. Simply send them to the egress and
forward them.

• Drop: Gap packets are generated and appended to wire
by the gap filler and do not exist in the original pcap
file. These packets should not be forwarded so the gap
handler will discard them.

• Trim: Extended packets are similar to normal packets,
but they are slightly extended. These packets should be
restored to what they are in the pcap file, so they will be
truncated a couple of bytes according to a specific field
in itself, which will be explained in detail later.

Note that actions applied to packets are processed by
hardware, so the overheads for all the packets are identical.
That’s why we chose programmable hardware to handle the
gap packets and extended packets.

With the help of packet-filler and gap-filler, all the gaps in
the original pcap file are filled, and the NIC of the gap replayer
achieves line rate. Errors caused by inter-arrival times will
never appear again because there are no gaps between packets

anymore. The gap filling is the key to achieving line rate and
avoiding errors, so the filling mechanism should be carefully
designed. Gaps are divided into two categories, corresponding
to the packet-filler and the gap-filler, respectively, which will
be described in detail later.

C. Packet Gaps
The gaps between adjacent packets are classified into two

categories according to the inter-arrival times, the link speed
of the NIC and the sizes of the former packets. To simplify, we
regard the available link capacity on wire that is not occupied
by the packets as gap, which can be expressed as an equation

G = I ×N − L ,

where G is the length of the gap, I denotes the inter-arrival
times, N denotes the link speed of the NIC and L denotes the
length of the former packet.

Consider that the minimum frame size for Ethernet is 64
bytes [28], besides a seven-octet preamble, a one-octet start
frame delimiter (SFD) and two interpacket gaps (IPGs) whose
length is at least 12 bytes on each side of the frame, for any
gap that is shorter than 96 bytes, it’s impossible to insert any
frame even if it is the smallest. Therefore, gaps shorter than
96 bytes are called small gaps, and the rest are divided into
large gaps.

1) Large Gaps: The large gaps should be filled by a certain
number of jumbo frames. The reason we use jumbo frames to
fill gaps is to minimize the amount of them for simplicity. Note
that the preambles, SFDs and IPGs should be considered while
calculating the sizes and number of frames. The typical size of
jumbo frames in our implementation is 8880 bytes, including
the FCS. If the size of the last frame is calculated as shorter
than 64 bytes, the last two frames will be averaged to avoid
that the last one cannot be transmitted.

2) Small Gaps: As described above, no frame can be
inserted into a small gap, and methods like sleep() cannot
be applied either. The reason why the insertion operation
cannot be performed is that the length of the wanted frame is
invalid. However, the length of the former one is undoubtedly
qualified, so the former packet can be extended to fill this
small gap without any insertion.
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TABLE I
NICS AVAILABLE IN OUR EXPERIMENT

NIC Bandwidth Driver Port HWTSTAMP FILTER ALL

Intel I350 1Gbps igb TP ✓
Intel X550 T2 10Gbps ixgbe TP ✓
Intel 82599ES 10Gbps ixgbe FIBER ✗

Intel X722 10Gbps i40e FIBER ✗
Mellanox ConnectX-4 Lx (MCX4121-ACAT) 25Gbps mlx5 core FIBER ✓

IV. IMPLEMENTATION DETAILS OF GAPREPLAY

In the 10Gbps scenario, there are no obstacles to achieving
line rate on top of DPDK, and it is pretty easy for a P4
switch to discard all the gap packets with an invalid ethertype
0x0801. Therefore, in this section, we mainly describe the
implementation of small gaps in detail.

In order to keep the length of the replayed packet consistent
with the original packet’s length, the extended packets must be
truncated and restored. However, to the best of our knowledge,
there are no commodity NICs or switches that have the
capability to trim a dynamic length of a packet according
to a specific field of itself. Programmable devices such as
Field Programmable Gate Arrays (FPGA) and Programming
Protocol-independent Packet Processors (P4) are thus adopted
to accomplish the above operation.

Information should be encoded into packets to distinguish
packets that need to be truncated and indicate the truncating
length while processing traffic in the P4 switch. Because the
minimum unit for transmission is a byte, i.e., 8bits, as long as
a packet is going to be extended, it will be 8 bits longer than
before, at least.

As described in Section III, the maximum length of small
gaps is 95 bytes. Considering the IPG with the latter packet,
which takes up at least 12 bytes, the maximum length for
extending is 83 bytes. Except for the cost of storing the
extended length, which takes 7 bits for numbers up to 83,
one bit is left to indicate whether a packet is to be truncated.

As shown in Fig. 3, we chose the first octet of the ethertype
field to place the information mentioned above. The fourth
bit indicates whether the packet should be trimmed because
ethertypes with the fourth bit set to 1 are the rarest and barely
used according to the IEEE 802 Numbers from IANA [29].
The other 7 bits are gathered to represent the length to be
truncated, that is, the 1st, 2nd, 3rd, 5th, 6th, 7th and 8th bits
set to 1 will indicate the P4 switch to trim the packet by

64 bytes, 32 bytes, 16 bytes, 8 bytes, 4 bytes, 2 bytes and
1 byte respectively. The length to be trimmed ranges from
0 to 127 bytes, enough for the maximum value of 83 bytes.
The extended part of the packet is marked with cross hatches,
where the original first octet of ethertype is backed up at the
beginning of it.

While processing the extended packets in P4, the original
first octet of ethertype in the extended part is stored in
metadata first, after which the function pkt.advance()
[30] is called to ignore several bytes according to the 7 bits
mentioned above. Once the trimming operation is done, the
first octet of ethertype in metadata will be restored to its
original position.

V. EVALUATION

A. Experiment Setup

1) Hardware Timestamping: To compare the difference
between the original traffic and the replayed traffic, the times-
tamps of replayed traffic we capture should be as accurate
as possible. However, the accuracy of software timestamps
provided by the Linux kernel cannot meet our requirements. In
order to address that issue, hardware timestamps are embedded
into pcap files while capturing replayed traffic, which needs
additional capabilities for devices.

Hardware timestamp by NICs: NICs usually are capable
of hardware timestamping, but most of them can only times-
tamp some specific packets, e.g., the PTP packets due to per-
formance limitations. NICs with HWTSTAMP_FILTER_ALL
rx filter in driver are abled to timestamp all incoming packets
[31], which can be used in our evaluation.

Hardware timestamp by P4 ASIC: Hardware timestamps
are also available in P4 ASIC. Tofino provides the per-packet
timestamp information. All packets entering the P4 pipeline
have intrinsic metadata containing the hardware timestamp
from the chip.
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Available NICs in our experiment are listed in Table I. All
ports on our P4 switch are SFP+ or QSFP28, so the Intel I350
and X550-T2 cannot be used in our experiment. Besides, we
found that the hardware timestamp of Mellanox ConnectX-
4 Lx is not accurate all the time, which can influence our
experiments greatly. Therefore, in order to timestamp packets
using hardware ability while trimming and dropping packets
with the P4 switch in the meantime, hardware timestamp from
P4 ASIC is the only option in our experiment.

2) Data Source: The source pcap file is captured from
the campus backbone of Tsinghua University in nanosecond
resolution with more than 800000 packets. As for MoonGen,
the source pcap file is in microsecond precision, derived from
the nanosecond resolution source, because pcap files with the
nanosecond magic number are unacceptable for MoonGen, as
described in Section I.

It is important to examine if all the timestamps in the pcap
file are valid, that is, all the IATs between two packets must
be sufficient to transmit the former. Otherwise, there will be
unavoidable errors among those packets while replaying.

3) Topology: In our implementation, the generated line-
rate traffic is transmitted by an Intel 82599ES port to an
SFP+ port of our P4 switch, where the packets are forwarded,
discarded or truncated. Once the hardware processing is done,
the P4 switch will redirect all the packets to one lane of a
QSFP28 port, which is broken into four SFP28 ports. The port
corresponding to the above lane is connected to our Mellanox
CX4 NIC running at 25Gbps, ensuring sufficient bandwidth
and capturing the replayed traffic.

4) Metrics: To evaluate the accuracy of our proposed traffic
replay tool, two metrics are used in our validation experiments,
as described below.

Cumulative Latency: Denote that the timestamp of the k-
th packet in the source pcap file is tk, and the timestamp of
the k-th packet in the captured pcap file of replayed traffic is
t′k. Then the cumulative latency at the k-th packet lk can be
expressed as an equation

lk = (t′k − t′0)− (tk − t0).

With the cumulative latency, the trend of delay can be observed
obviously, indicating the accuracy of replayed packets.

Distribution of IATs’ Deviation: The deviation of IATs at
the k-th packet dk can be formulated as

dk = (t′k − t′k−1)− (tk − tk−1).

To evaluate the precision of replayed packets, we use this
metric to furnish a clear view of the distribution, providing
a better understanding of the deviations of all corresponding
IATs.

B. Results

We compare our solution with another two replay tools, i.e.,
tcpreplay and MoonGen. Note that MoonGen only provides an
example script for replaying based on their software rate con-
trol, so we implement another script based on their hardware
rate control and use both of them in our evaluation.
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Fig. 4 illustrates the cumulative latency and the distributions
of IATs’ deviation are shown in Fig. 5, from where conclusions
can be drawn as follows:

1) GapReplay Achieves the Best Accuracy and Precision:
In Fig. 4, we can see that GapReplay achieves the best accu-
racy with the lowest cumulative latency, i.e., around 60ns. In
contrast, the cumulative latency of MoonGen’s software-based
method, MoonGen’s hardware-based method and tcpreplay is
about 400µs, 16ms and 1s, respectively, much worse than the
GapReplay.

As for the precision, the GapReplay’s deviation of IATs
ranges from -7ns to 6ns, which is also the best, and it is
illustrated more specifically in Fig. 5(b). On the contrary, the
scope is much broader and there are plenty of outliers for all
the other three methods, as is illustrated in Fig. 5(a).

2) Software-Based Method Outperforms the Hardware-
Based One In MoonGen: It is interesting to find that the
experiment result of the software-based method is much
better than the hardware-based method for MoonGen. After
carefully reviewing the hardware-rate-control-based script we
wrote, we guess this abnormal result is likely related to the
poor resolution of the microsecond-level pcap file parsed by
MoonGen.

3) Outliers in MoonGen and tcpreplay: From Fig. 5(a),
we can notice that many outliers appear in the evaluation
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experiments except our proposed GapReplay, contributing
inaccuracy to MoonGen and tcpreplay. Among them, the
software-based MoonGen has the most concentrated outliers,
which can be viewed as some bursts obviously in Fig. 4, and
the tcpreplay owns the most significant single outlier, which
is approximately 5.4ms.

VI. CONCLUSION

In this paper, we propose the GapReplay, a packet replayer
with high accuracy and the ability to replay pcap traces repro-
ducibly. The evaluation results prove that the packets replayed
by GapReplay are much closer to the original ones when
compared with other tools. In the future, we plan to extend
our mechanism to more platforms such as NetFPGA [32] and
other programmable hardware to improve the accuracy of the
replayed traffic further, and to scale GapReplay up to 100Gbps
scenarios to enhance the throughput.
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