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Abstract

Looking Glass (LG) vantage points (VPs) are valuable for enhancing
the observability of distributed web infrastructures. However, their
comprehensive discovery faces significant challenges due to the
inherent heterogeneity and obscurity of LG services. We present
GlassMiner, a novel mining framework that fuses structural and
semantic features to discover Internet-wide LG web services and
the corresponding VPs. To achieve comprehensive, efficient, and
accurate discovery, GlassMiner employs structure-pattern fused
clustering and targeted adaptive crawling on heterogeneous LG
webpages and integrates large language models for semantic-driven
classification. Overall, GlassMiner uncovers 3,867 LG webpages
and 7,558 VPs that were previously undocumented in public lists
and undetected by prior methods. Compared to state-of-the-art
approaches, it represents a 1.82X increase in discovery while oper-
ating at 3.43x greater mining efficiency. To demonstrate their value
for enhancing web infrastructure observability, we further leverage
these newly discovered LGs to investigate routing performance and
detours in two large-scale CDNs.
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« Information systems — Web searching and information dis-
covery; Web mining; - Networks — Network measurement.
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1 INTRODUCTION

Modern web services rely on globally distributed infrastructures
such as content delivery networks (CDNSs) to ensure their service
quality [7, 62], where accurate performance measurement and anal-
ysis require wide visibility into both end-to-end metrics [51, 61]
and the underlying routing behavior [22, 59, 64]. However, existing
vantage points (VPs) used in such measurement fall short: residen-
tial proxies and client-side instrumentation offer only end-to-end
metrics [7, 22, 59], and public measurement platforms [32, 40] suf-
fer from deployment imbalance and lengthy schedules [2, 8, 18].
Moreover, they both lack the ability to obtain ground truth rout-
ing information, while such information provided by known route
monitoring platforms [33, 35] is far from complete.

Looking Glass (LG) services—measurement utilities operated by
Internet service providers (ISPs)—offer valuable complements for
providing both control-plane (routing) and data-plane (forwarding)
observations. Yet, existing LG-indexing portals [21, 28, 34, 38, 44]
are often outdated, with 79.2% of their listed LGs being unreachable
or dysfunctional, and they fail to capture many LGs that remain
unindexed in the wild. Mining these undocumented LGs is quite
challenging due to their heterogeneity—ranging from their underly-
ing open-source software [49, 50] to ISP-specific customizations—
and their obscurity, as LG webpages are highly isolated (i.e., they
rarely crosslink) and poorly ranked by search engines [4, 17].

To overcome these challenges, an effective LG discovery tool
should meet the following requirements: Wide coverage (R1).
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Many well-known VPs are concentrated in top-tier autonomous
systems (ASes) and network hubs [8, 18, 27, 65]. It is crucial to
find VPs across diverse regions and levels of the Internet hierar-
chy to capture a more comprehensive view of the Internet. High
efficiency (R2). LG sites are obscure and account for only a mi-
nuscule fraction of the billions of websites [26]. Consequently, the
tool should minimize redundant crawling and efficiently filter out
irrelevant pages. Accurate classification (R3). Even a small false
positive rate of 1% can yield thousands of irrelevant pages in mil-
lions of candidates, drowning out valid LG webpages. Therefore, the
tool should accurately distinguish LG sites from the vast number
of irrelevant webpages despite their structural variations.

Prior research suffers from limited coverage [11, 24, 25, 39] or
low efficiency [3, 9, 23, 27, 47, 65]. To meet the above requirements,
we present GlassMiner, a novel framework for comprehensive, ef-
ficient, and accurate LG service discovery through the following
designs: Structure-pattern fused analysis. GlassMiner clusters
webpages based on fused HTML structure and content patterns.
This isolates template-specific interaction logic from content vari-
ations, enabling robust identification of LG webpages sharing a
template while preserving tolerance across customizations. The
selective TF-IDF keyword extraction within each cluster further
produces diverse, cluster-specific keywords. Targeted adaptive
crawling. GlassMiner reduces redundancy in candidate webpage
discovery by generating targeted queries augmented with those
keywords and AS metadata. It leverages search engine relevance
constraints to suppress duplicates and prioritizes underexplored net-
works, thereby harvesting more related webpages and improving
coverage of unpopular LG webpages. Semantics-driven classi-
fication. GlassMiner employs large language models (LLMs) to
understand webpage semantics for LG webpage identification. To
compensate for LLMs’ lack of domain knowledge, GlassMiner au-
tomates few-shot sample selection. An interpreter model analyzes
the semantics of representative webpages and extracts features,
while a critic model refines these features for automated sample
selection and prompt generation, yielding precise domain-aware
classification with minimal manual effort.

We implemented GlassMiner and successfully discovered 7,525
LG webpages, among which 3,867 were not included in existing
public lists. Our approach achieved a 1.82x improvement in discov-
ery with 3.43% greater efficiency compared to the state-of-the-art
(SOTA) method [27, 65]. Consequently, we identified 7,558 previ-
ously undocumented VPs, spanning 205 ASes and 128 cities that
were beyond the reach of prior methods. Among them, 846 are
automatable VPs that support programmatic measurements.

We also present a case study on CDN performance to demon-
strate the utility of our discovered LG VPs. We leverage them to
measure two major CDNs—Cloudflare and Google—analyzing their
performance variations across regions. Using ground-truth routing
data from LG VPs, we further identify the ASes responsible for
detours that are invisible to route monitoring platforms.

To summarize, our main contributions are as follows:

e We propose a novel template clustering analysis method that
leverages HTML structure and content patterns to analyze het-
erogeneous LG webpages, providing generalizable insights for
template-driven webpage discovery.
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e We implement GlassMiner, a comprehensive, efficient, and ac-
curate LG mining tool. Besides template clustering analysis, it
integrates a network-aware crawler for efficient candidate min-
ing and an LLM-driven classifier for accurate LG identification.

o We deploy GlassMiner in the wild and achieve 1.82x more discov-
ery yield with 3.43% greater efficiency over the SOTA methods.
A case study on CDN performance evaluation further shows the
practical value of the discovered LG VPs. We also release our
code and the discovered VP list to facilitate future research [55].

2 BACKGROUND

We begin by introducing LG services, then outline the require-
ments for their discovery and highlight the limitations of existing
approaches, thereby motivating the design of GlassMiner.

2.1 Looking Glass Services

Looking Glass services are public web services that allow external
users to run limited network measurements, typically via web por-
tals. Users can execute tasks such as ping, traceroute, and Border
Gateway Protocol (BGP) lookups through these portals. These tasks
are performed from a set of designated routers or servers, referred
to as LG VPs. Operators typically deploy VPs at critical infrastruc-
tures like backbone routers, Internet exchange points (IXPs), or
data centers to provide integrated control-plane and data-plane per-
spectives with insightful results [16, 18]. However, these VPs are
commonly protected by access control and not directly accessible,
so all measurements must be issued through the LG service.

2.2 Related Work

Existing solutions are unable to meet the above requirements with
roughly three strategies employed: Internet scanning, hyperlink-
guided crawling, and common-keyword search.

Internet scanning discovers active web services via port scan-
ning [9, 47] or domain analysis [3, 23]. However, due to LG VP
access restrictions, these methods cannot directly identify LG ser-
vices. They require exhaustive address-space exploration without
heuristics, leading to prohibitive overhead [26, 65].

Hyperlink-guided crawling develops focused crawlers that
exploit hyperlinks from seed pages to fetch candidate webpages and
prioritize topic-relevant ones [11, 24, 25, 39], effectively reducing
irrelevant webpages. Nevertheless, such approaches are ineffective
in discovering new LG services due to the weakly connected nature
of LG webpages [65], thus suffering from low coverage.

Common-keyword search utilizes search engines to discover
LG services via shared keywords [27, 65]. By employing TF-IDF [56]
to extract frequent keywords from seed pages, these methods enable
targeted searches, significantly expanding the discovery scope [65].

However, they still suffer from two limitations. First, they in-
troduce unfairness between different templates and underestimate
diversity. Since TF-IDF assigns higher scores to globally frequent
keywords, it favors dominant LG templates, leaving less common
templates under-represented and limiting overall coverage. Second,
search engine constraints hinder discovery. As many ISPs deploy
LG services using similar templates, deduplication mechanisms (e.g.,
based on Jaccard [46] or SimHash [41]) often filter out valid pages.
Furthermore, as specialized, low-traffic services, LGs typically rank
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Figure 1: Framework overview of GlassMiner. It starts with template clustering analysis, followed by a network-aware crawler
that prioritizes search based on network metadata and cluster-specific keywords. The candidate webpages then undergo
LLM-driven classification using automated few-shot prompting, leading to LG VP discovery via active probing,.

poorly and remain hidden in generic results [4, 17], especially those
operated by smaller ISPs.

3 METHODOLOGY

In this section, we first introduce the overall framework of Glass-
Miner. We then present a detailed design of each module, explaining
their functionalities and interactions within the system.

3.1 GlassMiner Overview

Considering the aforementioned design goals, we propose the over-
all framework of GlassMiner, illustrated in Figure 1, which com-
prises four key modules: template clustering analysis, network-
aware crawler, LLM-driven classification, and LG VP discovery.

The template clustering analysis module employs unsuper-
vised clustering based on structural and textual similarity to group
LG webpages. This process identifies LG templates and diverse clus-
ters within each template and further extracts specific keywords
for each cluster. The network-aware crawler formulates queries
based on the extracted keywords for clusters. It maintains a priority
queue informed by network metadata to fetch candidate webpages,
thereby enhancing the discovery efficiency. The LLM-driven clas-
sification module employs an interpreter model and a critic model
to achieve automated few-shot selection, guiding the classifier to
accurately identify LG webpages from the crawled results. Finally,
the LG VP discovery module constructs requests and performs
measurements based on the templates to extract LG VPs from the
identified LG webpages.

3.2 Template Clustering Analysis

GlassMiner distinguishes LG templates and extracts specific key-
words via clustering analysis. This broadens the coverage of LG
webpages (R1) and supports efficient, targeted querying (R2).
Challenge 1: Heterogeneity of LG webpages. LG webpages
based on different templates may exhibit similar textual content,
whereas those derived from the same template can vary signif-
icantly due to customization. Existing approaches often neglect
this issue and thus cannot reliably determine template sharing. For
instance, I-Match [13, 52] depends on content features that are sen-
sitive to minor textual changes, while SimHash [41] and its variants
generate fingerprints that hinder precise similarity measurement.
Design 1: Clustering based on fused similarity. To address
this, GlassMiner employs a multi-stage unsupervised clustering

7578

framework for LG webpages, enabling template-level automated
invocation and cluster-level keyword extraction. Two complemen-
tary measures are considered in the clustering process: structural
similarity (HTML layout) and textual similarity (content pattern).
This fusion effectively captures inter-template differences and intra-
template variations.

3.2.1 Structural Similarity Calculation. Although webpages from
the same template may differ in style and content, their core com-
ponents typically retain structural regularities. These components
carry the primary interaction logic and are less affected by cus-
tomization. Accordingly, GlassMiner first clusters webpages by
analyzing HTML structures.

The preprocessing step removes style and script tags while
retaining others. Considering the core components of LG web-
pages using the same template are often encapsulated in specific
structures, GlassMiner transforms the remaining HTML tags into
sequences containing only tag names. By computing the longest
common subsequence (LCS) between two such tag sequences of two
webpages, GlassMiner quantifies template similarity while reduc-
ing the effect of customization. Compared with tree edit distance
methods [43, 60], sequence analysis improves efficiency, lowering
complexity from O(n?) to O(n?).

We employ the LCS algorithm to compute the longest shared
subsequence between two HTML tag sequences, s; and s;. The
structural similarity function Sim; (-) is defined as follows:

£(LCS(s1,52))
min(£(s), £(sy)) + log, max(€(sy), £(sz))

Here, £(-) denotes the length of the sequence and LCS(sy, s2)
represents their longest common subsequence.

By prioritizing shorter webpages, GlassMiner captures struc-
tural and template-level consistency while reducing the impact of
customized content. We also introduce a normalization mechanism
that prevents bias toward excessively short pages while preserving
symmetry in calculation. Together, these strategies enable robust
quantification of structural similarity across LG webpages.

1)

Sim; (s1, 52) =

3.2.2  Textual Similarity Calculation. Although webpages within
the same cluster typically share a template, their content can still
vary significantly due to factors such as language or configurations.
Relying solely on structural analysis may therefore introduce bias.
A key observation is that webpages with similar content often
contain recurring sequences of words [29]. We adopt the notion
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Algorithm 1: Threshold-Based Clustering Algorithm.

Algorithm 2: Selective TF-IDF Algorithm.

Input: LG webpage set P for clustering, absolute threshold
04, relative threshold 6", similarity matrix S
Output: Clustering results C = {C1,Cy, ..., Cp}
1 for each page p; € P do
2 L Initialize C; = {p;} as a new cluster in C;

3 fori « 1to|P| do

4 for j — i+1to|P|do

5 if Si,j > 0% then

6 L L Merge clusters C; and Cj;
7 Jmax < argmax; S; j;

8 if Si,jmax > 0" then

9 L Merge clusters C; and C;

'max >

10 return C;

of shingles, i.e., consecutive word sequences!, to compute textual
similarity and separate webpages with content pattern differences.

For each seed page, GlassMiner extracts text from the body, meta-
data content attributes, and the placeholder and value attributes
of input elements. Non-informative segments that are overly short
or long are filtered out and the bert-base-multilingual-cased
tokenizer [10] is then applied for accurate multilingual tokenization
before forming shingles. Given two sets of shingles, S; and Sy, the
textual similarity score Simy(-) is computed as follows:

|S1 NSy
min(|Sy], [Sz]) + log, max(|S: 1, [Sz)
where | - | denotes the element count of the given set. This formula-
tion also enhances the robustness of similarity measurements by

balancing the influence of page length disparities and mitigating
biases introduced by short content.

Sim, (81, S2) = (2)

3.2.3 Webpage Clustering. After computing similarities, Glass-
Miner groups webpages likely sharing the same template into clus-
ters through a two-stage process. In the first stage, structural simi-
larity is applied to identify seed pages from the same template while
avoiding over-fragmentation. In the second stage, textual similarity
is used to refine clusters within each group. GlassMiner adopts a
threshold-based union-find clustering algorithm (Algorithm 1) in
both stages. Initially, each webpage forms an individual subset. Iter-
ating over the similarity matrix S, GlassMiner merges subsets when
pairwise similarity exceeds an absolute threshold 6¢. In addition,
the current subset is merged with that of the most similar webpage
exceeding a relative threshold 0". This two-tiered thresholding
mitigates cascading similarity decay, where gradual weakening of
similarity could otherwise cause misclustering. Hyperparameter
settings are discussed in Appendix C.2.

3.2.4 Differential Analysis. After clustering, GlassMiner conducts
differential analysis within each cluster to extract distinctive key-
words that separate one class from the others. This step enables
targeted discovery of LG webpages while reducing irrelevant noise,
thus overcoming the limitations of traditional approaches.

ICharacter shingles exist, but we only consider word shingles.
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Input: LG corpus D, reference corpus D', general
threshold 69, cluster threshold 0¢
Output: Keyword set for general LG pages W, keyword set
for each cluster W ;
1 W «—{w|weD,VDe D},
2 W {w|Val(D, D' ,w) > 09, we W}
3 for each cluster corpus D; ; from C; ; do
4 D" — Uspivezj Dst3
5 "M/i:j<—{w|w€D,\7’D€Z),-,j};
6 W — {w|Val(D, D", w) > 0°, we W}
7 W —W\W,;;

8 return ‘W and W, ; for each cluster C; j;

We construct two base corpora: an unrelated corpus D’ built
from the 20Newsgroups dataset [37] and an LG corpus D aggre-
gated from all LG seed webpages. From D, we further derive each
template-specific corpus D; and each cluster-specific corpus D; ;
based on the clustering results.

During the analysis, GlassMiner applies a selective TF-IDF al-
gorithm to extract discriminative keywords for each cluster. The
algorithm takes two inputs: a target corpus D’ and a reference
corpus D". For each word w € D!, we compute its normalized
TF-IDF value as follows:

f(Z)[,W)-logz( |Dr|+1 )

f(D",w)+1
| D7 +1 '

(f(Dr, W()) +1 )

Here, f (D, w) denotes the number of documents in corpus D
containing term w, and V; is the vocabulary of D*. This formula-
tion downweights terms frequent in the reference corpus while
emphasizing those more representative in the target corpus.

GlassMiner first applies selective TF-IDF with D as the target
and D’ as the reference. The top-ranked terms form a general key-
word set ‘W to support broad queries. Next, for each cluster corpus
D; j, we treat it as the target and the remaining template corpora as
the reference, extracting a set of distinctive keywords ‘W ;. Finally,
W is refined by removing overlaps with ‘W, ;, ensuring that cluster-
specific keywords remain highly distinctive while ‘W preserves
broad coverage. The procedure is summarized in Algorithm 2.

By clustering and differential analysis, GlassMiner groups LG

webpages and derives distinctive keywords across templates, en-
abling both precise and wide-ranging LG service discovery.

Val(D!, D", w)

®)
2 f(D!, w) - log,

w€Vy

3.3 Network-Aware Crawler

After clustering, we conduct template-guided web mining to expand
discovery (R1) and improve efficiency (R2).

Challenge 2: Search engine restrictions. LG webpage discov-
ery is limited by search engine recommendation and deduplication
mechanisms. Generic queries usually return repetitive popular LG
sites while overlooking unpopular ones, thereby reducing diversity
and efficiency.
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Algorithm 3: Targeted Web Crawling Algorithm.

Input: General keyword set ‘W, keyword set for each
cluster ‘W, ;, AS ranking information set R
Output: Crawled candidate pages Py
1 Initialize priority queue Q from AS ranking information RK;
2 K « Unique pairs (wy, wy) within each W j or W;
Po — 0;
4 for each (wy,ws) € K do
5 Ptmp < Search for ("w;
| Po — Pimp U Po;
7 Q «— Q\{AS|ASrelated to p,Vp € Po };
while Q is not empty do
ASN, ORG « Pop an AS from Q and get its info;
Pimp < Search for ("ASN" "ORG" looking glass);
Py — Ptmp U Po;
Q «— Q\{AS|ASrelated to p,Vp € Punp };

3

"non

wy" looking glass);

9
10
11

12

13 return Py;

Design 2: AS-informed targeted discovery. We integrate the
crawler with an AS-informed priority queue. It can perform tar-
geted queries and prioritize lesser-known networks, thus reducing
redundancy and improving coverage.

The process follows Algorithm 3 in two phases. First, to balance
yield, GlassMiner generates queries using keyword pairs (w;, wz)
from general set ‘W and cluster-specific sets ‘W ;, combined with
a fuzzy-matched looking glass to filter irrelevant results. From
each query, we retain the top 500 results and extract AS numbers
(ASNs) via secondary domains and IP2ASN datasets [19, 30].

Then in the second phase, GlassMiner performs targeted queries
using an AS-informed priority queue, prioritizing unvisited ASes
with lower ranks [6]. It constructs queries combining the ASN,
organization name, and the term looking glass, keeping the top
5 results. Upon retrieval, the ASNs of discovered webpages are
removed from the queue. This approach balances efficiency and
coverage, allowing GlassMiner to identify LG webpages from ASes
closer to the stub level.

3.4 LLM-driven classification

GlassMiner must accurately identify webpages that genuinely pro-
vide LG services from the mined candidate webpages (R3).

Challenge 3: Limitations of LLMs in handling ambiguous
webpage contents. Although LLMs demonstrate strong semantic
understanding abilities, they often confuse webpages that only
mention LG-related topics with those that actually provide LG
services, since ambiguous content is frequently present. In addition,
the absence of high-quality labeled data further constrains the
effectiveness of fine-tuning [63].

Design 3: Automated few-shot selection with interpreter-
critic models. To address this challenge, we propose an automated
few-shot selection framework that combines predefined determina-
tive features with two complementary models: an interpreter and
a critic. The interpreter model examines representative webpages
from different clusters and identifies the key features behind its de-
cisions. The critic model then reviews these explanations, corrects

7580

WWW ’26, April 13-17, 2026, Dubai, United Arab Emirates.

D | y | Repr @ Interpreter Model [ I [ D | 3™ |
1| true| 5P | ~Featare Task ot 1] 000 | False 1 [x® [
2 | True| v Definition | Description (2 @i )I 2 | 111 [ True I_,®Mald' 1 | 000 |False
3 | Fal (T-1) 1 = 13 | 100 | True  Eq.(4)

el o (Pqﬁmxfw»xb (p‘gm,xfm'ﬁ) e ] ERE00 TruTe

} o [ cand. Set 0{"
i [RT-D| y ID_[D | y Critic Model

i ) [ [x® @) Critic Model

i"Y| 010 |Faise] ® Find k* | {D | 717 | True | @ Find j FIIEE ;,yu " Feature Task
a ) - G Revised Results Pi 1Y 1% 1Y
Sample Set Q¢ Sample Set Q;

Figure 2: The workflow of the automated few-shot selection.
At iteration T, the interpreter classifies the representative set
P, using sample set QS(T_U to generate predictions. Misclas-
sified instances form the candidate set QéT). The critic then
corrects the feature vectors. Finally, the system replaces the
selected sample k* to update the sample set to QS(T).

potential misinterpretations, and suggests new samples to replace
less effective ones. This iterative process enables the automatic
construction of a high-quality sample set, reducing manual effort
while effectively guiding the LLM toward accurate classification.

Figure 2 illustrates the workflow of the automated few-shot
selection. Before it starts, we construct a representative ground
truth webpage set $, consisting of two parts: (1) positive samples
from each cluster, and (2) negative samples, which are unrelated or
LG-related webpages that do not directly provide LG services (e.g.,
WHOIS pages with hyperlinks to LG).

Let the sample set at iteration T be

T T T
Q" = {(p,m, X ), (0 X )Y
1 m

where p; € P, is a webpage with feature vector ng) € {0,1}3 (see
Appendix A). We initialize QS(O) randomly with m = 4.

Using Qs(Tfl), the interpreter generates predictions gf” and
f(i(T); misclassifications form the candidate set

Q" = {(ppxT) 197 #y;}. (@)
(T)

The critic corrects these to x: ’/, and we select the candidate j*
with the largest feature difference to build a replacement set for
each existing sample:

features

(pyro%y!) = argmax ;" = %", 5)
(pyT)eal”
QY =@\ {(prx"N U x ). ()

Finally we identify the optimal k* to maximize the metric gain
and update the sample set as follows:

k* = arg max [F(és(?) - F(QS(T_I))] , (7)
ot yeafr L
Q" =a}. (®)

The iterative refinement of the sample set progressively improves
the quality of the few-shot demonstrations. GlassMiner then lever-
ages this set as few-shot demonstrations to guide the classification.
Specifically, GlassMiner uses the samples and task instructions as
the system prompt while providing the content of each webpage as
the user prompt, thereby obtaining the classification results.
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Table 1: Comparison between GlassMiner and LG-focused
crawlers in the retrieval processes. Unique pages (Unq. Pages)
are deduplicated from all retrieved pages (Rtr. Pages).

Method Origin #Keywords #Querys #Rtr. Pages #Ungq. Pages (%)
General Text 67 67 58139 17,848 (30.70%)

LG-focused URL 3,658 3,658 1,109,983 334,276 (30.12% )
Crawlers Title + Domain 125,557 220,259 2,799,188 493,684 (17.64%)
Total 129,943 224,645 3,967,310 845,808 (21.32%)

Cluster Text 551 3,450 744133 369,297 (49.63%)

GlassMiner General Text 13 78

AS-aware 125,557 106,360 466,080 188,450 (40.43%)

Total 126,121 109,810 1,210,213 449,866 (37.17%)

" GlassMiner retrieves the cluster and general queries together in random order.

Moreover, multi-class classification across unrelated, LG-related,
and LG-service webpages requires complex prompts, which can
increase inference overhead and reduce accuracy [12]. To address
this, GlassMiner decomposes the task into two binary stages: first
distinguishing LG-related webpages from unrelated ones, then sep-
arating LG service from other LG-related webpages. Automated
few-shot selection is only applied in the second stage, as LLMs
already achieve near-perfect recall in the first stage.

3.5 LG VP Discovery

Although LG webpages are identified, the locations, invocation
methods, and parameters of the VPs listed on these pages still
remain unclear. GlassMiner discovers their metadata to ensure
usability and determine whether these VPs can be automatically
invoked without manual interaction.

GlassMiner first analyzes the most common webpage templates
to automatically extract the invocation methods and parameters
of the listed VPs. It then invokes the API of each target VP to send
ping requests to multiple controlled servers, thereby identifying the
measurement IP addresses of the targets. Finally, GlassMiner geolo-
cates these VPs by analyzing their geographical hints on the web-
pages [18] or, if necessary, applying IP-based geolocation [59, 65].
The implementation details are provided in Appendix B.

Through this procedure, GlassMiner efficiently discovers LG VPs
distributed across the Internet, providing valuable resources for
measurement tasks.

4 EVALUATION

In this section, we evaluate the effectiveness of GlassMiner along
four dimensions: (1) the effectiveness of webpage template cluster-
ing; (2) the efficiency of the network-aware crawler; (3) the accuracy
of the LLM-based classifier in identifying LG service webpages; and
(4) the overall discovery coverage in uncovering LG webpages and
VPs beyond existing public lists.

Seed Pages. We collect 9,452 candidate LG seed page URLs from
multiple public LG list sources [20, 21, 28, 34, 38, 44], contributing
1,969 valid seed pages. We also use the Fofa [47] cyberspace asset
search engine to find the top 10,000 web services with the keyword
"looking glass" in the description. However, these pages are
mostly unrelated. After semi-automated filtering, manual inspec-
tion, and deduplication, we confirmed 3,658 LG pages in total.
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Table 2: Comparison of LG discovery efficiency. Values in
parentheses indicate the harvest rate.

Method #Total LGs #New LGs  #New VPs #New Auto. VPs
LG-focused Crawlers 5,777 2,119 (0.25%) 3,981 (0.47%) 305 (0.04%)
GlassMiner 7,525 3,867 (0.86%) 7,558 (1.68%) 846 (0.19%)

Table 3: Overall coverage of the LG webpages and LG VPs.

Type #Total (#New) #ASes (#New) #Countries (#New) #Cities (#New)
LG webpages 7,525 (3,867)
LG VP 1775 sy 1073 (205) 118 (8) 809 (128)
Auto. VPs 1,483 (846) 564 (205) 70 (10) 379 (131)

Baselines. We compare GlassMiner with the SOTA LG-focused
crawlers [27, 65]. They use identical analysis and crawling methods,
differing only in the classification stage, so we implement them
within the same framework. Moreover, they both crawl all results
for each query; we limit the maximum number of results to 500 for
queries based on their Title + Domain keywords for fairness.

Environment. All experiments are conducted on a Dell Pow-
erEdge R740 server with 256 GB of memory and Ubuntu 20.04
LTS, and all experiments are implemented using Python 3.11.13.
All search queries are conducted via Microsoft Bing due to its rel-
atively lenient query restriction [65]. The LLM model is based on
DeepSeek-V3-0324 provided by SiliconCloud [14].

4.1 Clustering Effectiveness

The clustering analysis identifies webpage templates and extracts
targeted keywords, improving both coverage and efficiency of LG
webpage mining. From 3,658 seed pages, we obtained 433 templates
and further split them by textual similarity into 575 clusters. As
shown in Table 1, filtering these clusters yielded 564 unique high-
frequency keywords, including 13 general terms and 551 template-
specific terms. Each query is constructed with the bigrams of these
keywords within one cluster.

Compared to whole-text methods, clustering produces more dis-
tinctive keywords and thus a higher proportion of unique webpages,
reducing redundancy from generic queries and broadening search
coverage. The keyword count is smaller than the number of clusters
due to overlaps, especially in minority clusters, underscoring the
need for multi-keyword queries. For the final discovered webpages,
structural clustering produced 810 templates, demonstrating the
generalization ability of this approach. We also evaluated different
clustering algorithms, as detailed in Appendix C.1, confirming the
effectiveness of our method.

4.2 Crawling Efficiency

GlassMiner achieves significantly higher efficiency than traditional
crawlers. As shown in Table 1 and Table 2, it discovers new LG
webpages, VPs, and automatable (Auto.) VPs with 3.43x, 3.56X, and
5.22% higher efficiency, while retrieving only 30.5% of webpages
and 53.2% of unique webpages compared to LG-focused crawlers.

The main overhead comes from crawling, so we measure the
efficiency using the harvest rate, i.e., the ratio to the number of
unique webpages. GlassMiner achieves harvest rates of 0.86%, 1.68%,



GlassMiner: Mining Looking Glass Services via Structure-Semantics Fusion for Web Observability WWW ’26, April 13-17, 2026, Dubai, United Arab Emirates.

150 One Batch 10’ 3 Recall BB Precision B8 Accuracy 10 3 ping BB trace B3 mtr B8 host 3 bgp B other
— Total q10 1.0

N
. N
S 100 \
g 3 { N
v £ 308 §
s 15 = \
\
\
0 ’ 00 ; p— PE——— " 10 N

0 500 1000 1500 Random Forest ~ Voting ~ PU-Bagging Direct-Multi  Direct-Bi ~ Random-Bi ~ Prompt-Bi New Auto VP All Auto VP New VP AllVP

Index Method Type

Figure 3: Newly discovered Figure 4: Comparison of webpage classification Figure 5: Number of supported measurement
AS count in each iteration.  accuracy, recall, and precision. commands for different types of LG VPs.

1 Documented ! 1 Documented

(4 .
! @ Newly Discovered - ! @ Newly Discovered -
| '

(a) All LG VPs discovered by GlassMiner. (b) Automatable LG VPs discovered by GlassMiner.
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discovered webpages are shown with different symbols, and symbol size indicates the number of VPs at each location.

and 0.19% for new LG webpages, VPs, and automatable VPs, re- decomposing the task into two binary stages and applying few-
spectively, consistently outperforming existing methods. Despite shot prompts, GlassMiner achieves nearly perfect recall and 97.6%
selecting fewer candidates per query, targeted retrieval enables precision. This almost eliminates false negatives and substantially
broader discovery, mitigating search engine bias. reduces human effort.

With the same number of candidate keywords, GlassMiner exe-
cutes only 48.3% of the queries by AS-informed adaptive crawling. 4.4 Overall Discovery Coverage

Figure 3 further shows the number of ASes discovered per iteration
and the cumulative count under the network-aware crawler. This
strategy reduces redundant crawling and covers more ASes early.
Thus, even under limited measurement budgets, researchers can
harvest LG webpages spanning a wider set of ASes.

4.4.1 Overall Discovery Numbers. Table 3 shows the overall results.
Due to many BGP LG VPs only providing BGP queries and not sup-
porting data-plane measurements, we neither parse their template
structures nor classify them as automatable VPs.

GlassMiner discovers 7,525 LG service webpages, with 3,867
(1.82x) not in public lists and 12,775 VPs including 7,558 (1.90X) new

4. lassification Accur
3 Classificatio ceuracy ones. It also identifies 846 (2.77X) new automatable VPs, which can

We compare GlassMiner with the existing approaches: supervised be scripted for global measurements. It covers all webpages and VPs
learning, PU-Bagging, and LLM-based classifiers. The supervised found by traditional methods and substantially expands the set of
baselines include RandomForest and a voting ensemble (Voting) known LG services. Moreover, Figure 5 shows the command support
with RandomForest, XGBoost, and so on [27]. PU-Bagging [65] em- for LG webpages and VPs from different sources. The reduction of
ploys an ensemble of RandomForest models. For LLM baselines, we BGP commands in automatable VPs is due to our exclusion of BGP-
test zero-shot multi-class (Direct-Multi), zero-shot binary (Direct- only VPs. It can be seen that the command support for webpages
Bi), and a variant using random sample prompts (Random-Bi). All and VPs discovered by GlassMiner is significantly better than that
models use the same prompt instructions as our method (Prompted- of existing public lists and traditional methods, indicating that
Bi). The supervised and PU-Bagging models are trained on 4,000 researchers have more options when conducting measurements.
webpages, evenly split between LG and non-LG webpages. The
shared test set contains 600 webpages with the same distribution, 4.4.2 Network Coverage. Taking all VPs with parsable AS infor-
and the LG service pages span 48 template categories. mation, GlassMiner extends coverage by discovering LG resources
As shown in Figure 4, traditional methods outperform pre-trained in 205 ASes absent from public lists, and another 205 new ASes
LLMs without fine-tuning or few-shot prompts. Although baseline that support automated queries. This greatly increases the diver-
LLMs have low accuracy, they achieve near-perfect recall, showing sity of networks observable via LG measurements. Their detailed
potential to capture diverse semantics in LG service webpages. By distribution across different ASes is shown in Appendix C.4.
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Table 4: Comparison of CDN replica site selection efficiency. (P: Provider’s own service, C: Customer’s service, w/oN: replicas
are ranked purely by geographic distance, wN: including an additional set of the top 3 nearest replicas nationwide. )

Efficient Replica Hit Rate

CDN Det.ected Success AF AS EU NA oc SA
Sites Rate
Provider Service Type w/oON wN w/oN wN woN wN woN wN woN wN w/oN wN
Cloudflare P Anycast 94 0.963 1.000 1.000 0.890 0.903 0.904 0.908 0.969 0.969 1.000 1.000 1.000 1.000
C Anycast 94 0.959 1.000 1.000 0.890 0.890 0.864 0.877 0970 0970 1.000 1.000 1.000 1.000
Google P DNS 24 0.214 1.000 1.000 0.731 0.731 0.787 0.787 0.950 0950 1.000 1.000 1.000 1.000
C Anycast 57 0.944 0.800 0.800 0.841 0.841 0.779 0.793 0.957 0.957 1.000 1.000 1.000 1.000

4.4.3 Geographical Coverage. Figure 6 presents the geographic
distribution. Compared to SOTA methods, GlassMiner finds LG VPs
in 128 cities and 8 countries previously unreached and 131 new cities
and 10 countries with automatable VPs. Notably, 2,989 new VPs
and 377 automatable VPs are located in Asia, Africa, Latin America,
and Oceania, significantly enhancing coverage in underrepresented
regions, enabling more balanced network observations.

5 Case Study on Web Observability

We present a case study to demonstrate how the collected LG VPs
enhance web observation. By combining traceroute with BGP
queries, we integrate both data-plane and control-plane information
to pinpoint CDN routing issues, which could be invisible to public
platforms [32, 35]. We focus on two major CDN providers, Google
and Cloudflare, selecting domains from their services and those of
popular customer services as targets (detailed in Appendix D).

We first pinpoint the approximate locations of replica sites us-
ing traceroute by analyzing the final /28 subnet (excluding the
destination IP) and combining geolocation data with theoretical
speed constraints. We then compare the success rate of hitting these
replica sites with that of the top 3 nearest sites.

As shown in Table 4, Cloudflare performs better than Google,
with a preference for closer domestic sites, likely due to cross-border
traffic regulations. Their apparent near-perfect hit rate in Africa,
Oceania, and South America can be attributed to fewer replica sites
in these regions, facilitating easier access to the top 3 nearest replica
sites. The results also indicate traffic isolation between Google’s
own services and customer services, because they use different
traffic distribution techniques and success rates.

We also analyzed detour paths using LG VP’s BGP query capa-
bilities to identify the responsible ASes. In one case, the LG VP in
AS59886 (Istanbul, Turkey) redirected traffic to Frankfurt, Germany.
The AS sequence parsed from the IPs in the forwarding path by
WHOIS was [6762, 59886, 6762, 13335, 399358], which indicated an
AS loop. However, by BGP queries from the VP, we matched the
AS_PATH as [47123, 6762, 13335, 399358], which was invisible on
public platforms. The RTT rise occurred before entering AS6762,
indicating that the routing issue stemmed from the policy between
AS47123 and AS6762, rather than between AS59886 and AS6762.

This case study demonstrates that LG VPs enhance web observ-
ability by identifying responsible ASes and diagnosing CDN traffic
distribution issues from a network perspective.

6 DISCUSSION

Ethical Considerations. Our study follows established ethical
guidelines for large-scale web crawling. We limit the query rate to
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1 QPS and randomize candidate URLSs to avoid consecutive requests
to the same domain. Each crawler instance also hosts a webpage
disclosing our study purpose and contact information.

For LG servers, which are intended for public network observ-
ability, we do not bypass access restrictions such as JavaScript
challenges or CAPTCHA mechanisms and respect site owners’
preferences. We additionally provide contact information on our
public LG list page to ensure transparency and responsible use.
Limitations. GlassMiner faces challenges with webpages rely-
ing heavily on JavaScript or CSS, which can complicate template
metadata extraction. However, as demonstrated in our open-source
repository [55], these pages remain parsable with additional pro-
cessing overhead. Furthermore, such cases are rare, constituting
only about 7% (57/810) of the identified templates. Additionally, the
accessibility of certain LGs is constrained by ISP network policies,
which limits the coverage of some remote VPs.

Future Work. We plan to continuously update the LG VP list
to ensure reliability and integrate other methods such as RDNS
analysis to expand coverage. Notably, many web applications, in-
cluding e-commerce and content management systems, also exhibit
a template-driven architecture [5]. We hope that the design princi-
ples of GlassMiner can be adapted to more valuable web services.

7 CONCLUSION

In this paper, we introduce GlassMiner, a novel LG-focused crawler
designed to mine LG services and VPs for enhanced network ob-
servability. First, by fusing structural and semantic features, Glass-
Miner identifies webpage templates across heterogeneous LG ser-
vices and extracts unique patterns via differential analysis to guide
discovery. Second, its targeted query generation and network-aware
crawling design optimize the relevance and diversity of search re-
sults, thereby substantially reducing redundancy and boosting effi-
ciency. Finally, leveraging these templates, GlassMiner automates
feature engineering through few-shot selection, enabling LLMs to
accurately identify LG webpages using high-quality prompts. Our
experiments show that GlassMiner successfully mined 3,867 new
LG webpages and 7,558 unlisted VPs (with 846 accessible for auto-
mated measurements), expanding coverage by 205 ASes and 131
cities. A case study on CDN performance evaluation further demon-
strates the practical value of these VPs, highlighting GlassMiner’s
potential in advancing network observability research.
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Table 5: Comparison of the clustering performance.

Method Content-Based Hash-Based Structure-Based Ours
Shingling CosineSim SimHash MinHash TagFreq TreeDist

Hires 2.46 7.24 21.59 3.34 5.79 2.00 0.00

(I’(g‘ 2.07 7.78 21.37 2.74 5.55 1.83 0.66

Time cost/s 2.50 0.04 0.12 1.44 1.69 183.73 5.89

A PREPROCESSING AND PROMPT DESIGN
A.1 Preprocessing of Webpages

To improve the efficiency of LLM-based classification and reduce
inference overhead, we apply a series of preprocessing steps be-
fore feeding webpages into the model. First, GlassMiner performs
a lightweight filtering step using loose keyword matching to dis-
card clearly irrelevant webpages. The keyword list is constructed
from potential measurement methods and domain-specific network
terms that are expected to appear in nearly all LG service webpages,
which we further validate through tests on all seed pages. Webpages
without any matched keywords are excluded.

Next, GlassMiner applies a text refinement process similar to that
in §3.2.2, but with two key differences. (1) Hyperlinks are retained
and embedded into the textual representation as auxiliary signals
for webpage type identification. (2) To reduce inference costs, only
the 200-character context surrounding each keyword occurrence
is extracted, capped at 2000 characters per webpage. This strategy
preserves essential content while limiting input size.

A.2 Prompt Design for LLM

A.2.1 Interpreter and Critic Models. The interpreter and critic mod-
els aim to identify a small set of representative webpages that can
guide the LLM in classification. By selecting some borderline cases,
the model can better understand the decision boundaries and im-
prove accuracy. We design key features x = (xy, x3,x3) € {0,1} to
guide classification, which are incorporated into the prompts:

Presence of measurement command keywords. LG service
webpages should provide measurement functionalities that can be
invoked. We also consider a special template where keywords are
hidden by CSS styles but include the keyword hyperglass, which
is added to the list.

Keywords not hyperlinked. Some webpages (e.g., ISP home-
pages or WHOIS pages) mention LG services and keywords but
only as hyperlinks to external pages. A true LG service webpage
should directly expose measurement functionalities. Since hyper-
links are preserved during preprocessing, the LLM can distinguish
such cases.

Exclusion of pure information or WHOIS pages. Certain
webpages contain network information such as prefixes, AS num-
bers, and geolocations, but they do not directly provide LG services.
Without explicit guidance, these pages are often misclassified.

If all three conditions hold, the webpage can be identified as an
LG service webpage. Because these features require contextual rea-
soning, we leverage the LLM’s comprehension ability by embedding
them into the instruction prompts.

The feature definitions are combined with the task description to
construct the instruction prompt. For the interpreter model, the task
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is to predict binary labels for the three features along with the final
classification result. Here, the instruction prompt is concatenated
with the sample prompt to form the system message, while the
webpage content is supplied as the user message.

For the critic model, the sample prompt is omitted. Its task is to
analyze the given webpage content, revise incorrect feature labels,
and provide justifications. In this case, the system message consists
of the instruction prompt, accompanied by the webpage content as
the user message.

A.2.2  Classifier Model. The prompt design for the classifier model
is simpler, as the task description is straightforward. We combine
the final compressed sample set with the task description to form
the system message, while the webpage content is provided as
the user message. To reduce inference costs, the webpages in the
sample set are compressed by removing clearly irrelevant parts,
such as ISP introductions and general webpage descriptions. Since
these segments contain no useful information, this compression
does not affect classification performance. In addition, we append
feature-related explanations for each sample, which are derived
from the refined outputs of the critic model.

B LG VP DISCOVERY DETAILS

We analyze some common templates to automatically extract the
invocation methods and parameters of the VPs listed on these
webpages, which are available in our public repository. For each
webpage template, we inspect the request headers and analyze
their interactive elements, such as input and select, to identify
the valid values for each parameter.

Because all the VP lists on LG webpages include some metadata
such as geographical hints (geo-hints), GlassMiner can indicate
the locations of VPs by analyzing their geo-hints. GlassMiner con-
structs a comprehensive geo-hint dictionary by combining multi-
ple sources of geolocation information. This includes place names
and aliases from GeoNames [15], standard geographic codes (e.g.,
IATA/ICAO [36], UN/LOCODE [53], CLLI [48]). We unify the format
of these sources and the coordinates for each location by reverse
geocoding to create a comprehensive geolocation dictionary. After
the template analysis, GlassMiner extracts the geo-hints from the
webpages. By matching VP metadata with this dictionary, Glass-
Miner can directly infer many VP locations without relying on
active measurements. If no geo-hints are present, GlassMiner per-
forms geolocation based on IP addresses after measurements.

GlassMiner then invokes the API of each target LG VP to send
ping requests to multiple self-controlled servers with collected
parameters, while recording the task initiation time. After capturing
the packets on the controlled servers and logging the send-receive
time windows of the tasks, it cross-analyzes the ICMP traffic from
those servers. If a unique source IP address can be observed in
these time windows, it is considered the IP address of the LG VP
for measurement, and the VP is deemed active and automatable.
To account for clock asynchrony, a tolerance of 2 seconds is set
for both the start and end timestamps. Additionally, any IP address
observed in more than 40% of the time windows is removed to avoid
interference from background traffic. This process is performed
iteratively, removing each round of confirmed LG VP IP addresses
from the candidate list until no new IP addresses can be found.
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C ADDITIONAL EVALUATION RESULTS

C.1 Comparison of clustering algorithms.

We evaluate the clustering performance of GlassMiner by compar-
ing different algorithms. The results show significant improvements
in two clustering metrics, indicating that our algorithm is more
effective in adapting to webpage template clustering. According to
the template used, we constructed a balanced ground truth dataset
containing 18 common clusters, each with 10 LG webpages.

To compare the performance in this scenario, we calculate two
metrics: result entropy Hies and ground truth entropy . The
former measures the entropy of the original labels of webpages
in each result class, while the latter calculates the entropy of the
result labels of webpages from each original class. In simpler terms,
the former measures whether the method can distinguish between
the webpages using different templates, while the latter assesses
whether it can group webpages using the same template together.

Given p; ; is the proportion of webpages with original class j
in the i-th result class, and g; ; is the proportion of webpages with
result class j in the i-th original class. They are calculated as follows:

Hees == > Pij10g,(pij), e ==Y > qijlogy(gi;) (9)

i=1 j=1 =1 j=1
where m is the number of result classes and n = 18 is the number of
original classes. Ideal clustering results should yield H;es = 0 and
Hy: as close to 0 as possible.

We test many common webpage similarity calculation methods,
including Shingling [1] and Cosine Similarity (CosineSim) [58]
based on the textual features; SimHash [41] and MinHash [57] based
on the content summary; and Tag Frequency (TagFreq) [45] and
Tree Edit Distance (TreeDist) [43] based on HTML DOM structure
features. They are all applied with HDBSCAN [31] as the clustering
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Figure 9: Comparison of the duration and the cost per page.

algorithm without prior knowledge of the number of clusters to
keep the comparison fair.

As shown in Table 5, the results show that our proposed two-
stage similarity clustering method outperforms other algorithms in
both metrics while maintaining a reasonable time overhead. This
indicates that in the webpage template clustering scenario, relying
solely on textual or structural information does not yield good clus-
tering results. This is because even with the same template, there
can be significant differences in webpage content and structure.

C.2 Parameter Selection of Webpage Clustering

We explore the impact of hyperparameters on the clustering algo-
rithm. Using the dataset and metrics from Appendix C.1, we apply
the algorithm to all LG seed pages, ensuring that the overall number
of clusters remains within a reasonable range.

Given 8¢ = 0" +0.1, the results of structural similarity and textual
similarity clustering are shown in Figures 8 and 7, respectively. The
results indicate that clustering based solely on structural similarity
performs better. However, to align the clustering results with the
true labels, a higher value of Gt’ag is required, which leads to an
excessive number of clusters. By selecting Gt’ag = (0.8, we achieve a
more reasonable clustering outcome. Additionally, setting 0], = 0.4
and A = 3 results in Hes = 0 and a total of 576 clusters, effectively
addressing the previous issues. This demonstrates the effectiveness
of our proposed two-stage similarity clustering method.

C.3 Cost-effectiveness of LG VP Discovery

In terms of cost-efficiency, GlassMiner is effective both in terms of
time and cost, as illustrated in Figure 9. According to commercial
platform estimates [42], self-hired annotators (SH) cost around $0.1
per page, while their teams (CP) charge over $0.02 per page and
take over five days for 100,000 pages. In contrast, our LLM-based
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Figure 10: AS network distribution of the discovered LG VPs and ASes. Dashes and short dashes indicate the median and 80th
percentile of the rank of the AS associated with each VP, computed across all VPs.

method completes the task within hours via batch processing with
$0.137/M tokens. Among filtered pages, 67.3% are irrelevant and
32.7% are relevant, with an average content length of 267.18 to-
kens. A zero-shot prompt (ZS) adds 27 tokens per request, resulting
in a per-page cost of 294.18 tokens, or approximately $0.0004. Al-
though prompts increase token usage, our few-shot design (FS)
introduces only 140 and 365 tokens in the two respective stages.
Thus, the average cost per page is 0.673 X 395.18 + 0.327 X 1027.18
= 563.18 tokens, amounting to less than $0.001. These highlight
that GlassMiner achieves accurate, fast, and low-cost classification.

C.4 Detailed AS Distribution of LG VPs

Here we discuss the AS distribution of the discovered LG VPs and
compare it with the mainstream measurement platform RIPE Atlas.
Figure 10 shows the distribution of AS types discovered by different
VP sources. From the overall distribution and the comparison of
median and 80th percentile, it can be observed that a significant
proportion of LG VPs are located in lower-rank ASes compared to
measurement platforms. This proves that LG VPs are more widely
distributed across various networks.

Meanwhile, various types of LG exhibit similar AS distribution
characteristics, but newly discovered LG VPs tend to be slightly
more distributed in higher-rank ASes. We believe this may be re-
lated to the untimely updates of data sources. Many public LG
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lists are primarily sourced from LG website links provided on Peer-
ingDB [38] network information pages, but many of these LG web-
site links have expired or become invalid. For larger ISPs, they may
have only migrated the domain name of the LG service without
updating the information in a timely manner, while smaller ISPs
are more likely to have deregistered the network and shut down the
LG service. Therefore, in newly discovered LG VPs, a small portion
of the data may exhibit a tendency to shift towards higher-rank

ASes compared to the overall distribution of LG VPs.
In summary, LG VPs allow researchers to capture more detailed

network characteristics, leading to a better understanding of web
performance issues from the network perspective.

D CASE STUDY SETUP

To select measurement targets, we combine popular website lists
from online sources [54] and confirm the hostnames and IP ad-
dresses of the corresponding sites through measurements to ensure
that they indeed use the CDN services of the respective providers.
For Cloudflare, we select cloudflare. com as its own service target
and claude.ai, w3.org, and discord.com as its customer sites.
For Google, we select google.com as its own service target and
mozilla.organdbit.ly as its customer sites.

The number of detected replica sites is the total count of unique
replica sites identified across all customer sites, while the hit rate
is calculated using the average of all customer sites.
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