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a b s t r a c t 

Software-defined networking (SDN) enables control programs from diverse parties to generate network 

policies independently. However, multiple SDN applications can cause several unintentionally harmful 

interferences even though each individual application is properly developed. Unfortunately, the existing 

SDN network verification and testing frameworks do not take interferences between applications into ac- 

count. This paper proposes a multiple SDN applications interference detector (MSAID). To bridge the gap 

between the applications’ source code and the actual negative interferences, we leverage symbolic exe- 

cution and constraint solving to evaluate how the event handler of the applications handles the input 

messages. Then, we analyze the complex interaction behavior of multiple applications, and we develop 

novel algorithms to identify the interferences of multiple applications. In addition, these algorithms help 

determine the traffic affected by the interferences, which can help users avoid unwanted behavior. We 

evaluate the correctness and performance of the detector, and we demonstrate its usefulness with a vari- 

ety of SDN applications. Our evaluation shows that MSAID can detect both new and known interferences 

in a few minutes for popular SDN applications. 

© 2019 Elsevier B.V. All rights reserved. 
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. Introduction 

With its decoupling of the data plane and the control plane,

oftware-defined networking (SDN) promises to ease the deploy-

ent of new network functions. The network control logic in SDN

s logically centralized in the controller, whereas in traditional net-

orks, it is defined by the routing protocols running in devices

hat work with the information of network topology and device

onfigurations. OpenFlow is one of most well-known southbound

nterfaces, which enables the controller to determine the path of

ackets across switches. By programming and composing SDN ap-

lications, 1 network operators can realize a series of critical poli-

ies. The availability, security, and performance of the network de-

end on the correct implementation of these policies. 

With the recent success of open-source controllers, e.g., Open-

aylight [1] and ONOS [2] , and the emergence of SDN application
∗ Corresponding author. 

E-mail address: wzl@cernet.edu.cn (Z. Wang). 
1 We use ‘SDN applications’ and ‘SDN program’ interchangeably in this paper. 
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tores [3] , increasingly more SDN applications are being developed

nd deployed on controllers. These applications are designed to be

vent-driven, and they are implemented with event handlers . Af-

er receiving input OpenFlow messages, these event handlers re-

pond with the corresponding output OpenFlow messages, which

ill (un)install rules in switches to react to a number of network

vents, e.g., packet arrival (packet-in), link activation, switch-down

r switch-up. 

To implement devised network polices, multiple applications

e.g., firewall and load balancer) from various parties are typi-

ally deployed on a controller within an OpenFlow network [4] .

hese applications modify multiple aspects of the network by

un)installing rules. In fact, the diversity of applications indeed

akes network control more complex and more error-prone. Mul-

iple applications could intentionally or unintentionally lead to

egative interferences where rules installed by different applica-

ions intersect but have conflicting actions, which could lead to

erious consequences [5] . These applications may consist of non-

ecure applications (e.g., in the second example in Section 2 , net-

ork traffic from the adversary-controlled external IP address suc-

https://doi.org/10.1016/j.comnet.2019.01.042
http://www.ScienceDirect.com
http://www.elsevier.com/locate/comnet
http://crossmark.crossref.org/dialog/?doi=10.1016/j.comnet.2019.01.042&domain=pdf
mailto:wzl@cernet.edu.cn
https://doi.org/10.1016/j.comnet.2019.01.042
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ceeds in communicating with a host in the internal network be-

cause of the non-secure application) that are operating in a ma-

licious manner. This problem is prevalent in SDN architectures.

Some systems [6,7] aim to avoid these conflicts by deciding the

priorities of the applications, and they always assume that the de-

velopers of the applications are aware of the others. Even with

having clear guidelines on how the rules generated by one appli-

cation take precedence over others, how to combine the outcomes

of multiple applications is not tractable. In the absence of such ex-

plicit guidelines, identifying harmful interferences is the only way

to avoid unwanted behavior. 

Unfortunately, the existing verification works on SDN applica-

tions cannot check the interferences. i ) Many verification and test-

ing tools (e.g., VeriCon [8] and NICE [9] ) are designed to check the

correctness of each individual SDN application. However, they are

insufficient for detecting interferences because they are unable to

capture the states of the multiple SDN applications. ii ) Data plane

verification tools (e.g., HSA [10] and VMV [11] ) verify invariant vio-

lations for the specific data plane, but they cannot find interference

errors proactively before the applications are deployed [10–13] .

iii ) Correct-by-design control plane (e.g., Netcore [14] and Frenetic

[15] ) allows the composition of applications (via the northbound

API of the controller) and attempts to provide explicit guidance to

the controller on how to resolve potential conflicts. Although these

effort s are worthwhile, they cannot reason about existing devel-

oped applications. iv ) Technically, some tools (e.g., FLOVER [16] )

have been proposed to check whether OpenFlow flow rules sat-

isfy non-bypass security properties (including these interferences).

However, they check after the applications install the conflicting

flow rules. v ) Moreover, some extensions (e.g., FortNOX [6] and

SE-Floodlight [7] ) for specific controllers (e.g., NOX and Floodlight

[17] ) have been proposed based on role-based authorization and

security constraint enforcement. However, they rewrite or extend

the kernel of the controllers with specific mechanisms, which are

too inflexible and complex to be applied to other varieties of con-

trollers. Therefore, what is critically missing today is a systematic

and automated methodology to check the interferences of multiple

SDN applications before the applications are deployed. 

Detecting the interferences of multiple SDN applications is not

an easy task. As the behavior of an SDN program depends on

a large environment, including various network events, the state

space of multiple SDN applications is very large, which makes ver-

ifying multiple applications with formal verification methods (e.g.,

model checking) ineffective. Fortunately, we observe that interfer-

ences are generally caused by the rules with intersecting match

fields and conflicting action fields (i.e., an example in Fig. 1 ).

With the information about which input OpenFlow messages cause

which output OpenFlow messages in each individual application,

we can reason about the interferences of multiple applications. To

achieve this goal, an extension of the symbolic execution engine

can help to reason about the corresponding output messages of

the input messages in each application. Symbolic execution, a well-

known program analysis technique, runs a program with symbolic

variables as inputs and explores the logic of all paths in the pro-

gram. 

Toward a solution for detecting the interferences of multiple

SDN applications, we develop a systematic framework called mul-

tiple SDN applications interference detector (MSAID). First, MSAID

explores the source code of each individual application by the sym-

bolic execution technique. Then, it identifies the interferences of

multiple applications based on novel algorithms. In addition, it rea-

sons about the traffic affected by the interferences, which can help

users avoid harmful unwanted behavior. MSAID is a combination

of a program analysis technique and domain knowledge, which can

help to build a highly safe and reliable network. The contributions

of this paper are as follows: 
• Develop a framework for detecting the interferences of multiple

SDN applications, which is in contrast to prior approaches that

only check the correctness of individual applications. 

• Explore the application’s event handlers based on scalable sym-

bolic execution. Present effective approaches to automatically

analyze the complex interaction behavior of multiple applica-

tions and determine the (in)direct interferences. 

The remainder of this paper is organized as follows. We state

ur motivation in Section 2 . Section 4 provides an overview of our

pproach, and Section 5 contains the detailed description. We im-

lement and evaluate our approach in Section 6 and Section 7 . Fi-

ally, we present concluding remarks in Section 8 . 

. Motivation 

In this section, we present some motivating examples to il-

ustrate how interference errors arise. We start with a toy exam-

le. Three applications, namely, a load balancer, firewall, and non-

ecapp, developed by different developers are deployed on the

ame controller (from the examples in [5,7] ). Note that the load

alancer performs balancing among a set of replicas identified by a

irtual IP (VIP) address. For packets destined to a VIP, the load bal-

ncer selects a particular host and installs forwarding rules along

he path. The firewall installs rules to permit or block flows based

n commercial or security considerations. As depicted in Fig. 1 ,

here are two replicas of VIP ( Server B and Server G ), a web server

erver D , and four hosts ( Host A , Host C , Host E , and Host F ) in the net-

ork. The firewall inserts rule 1 to block the flows from Host A to

 local server Server B because of commercial considerations. Un-

ortunately, Server B blocked by the firewall becomes the target for

ew connection flows by the load balancer because server Server B 
s now loaded the least in the VIP pool. The load balancer installs

ule 2 to forward Host A ’s requests to Server B . Additionally, the pri-

rity and match fields of rule 2 unexpectedly equal those of rule

. If the process priority of the packet _ in event handler in the load

alancer is higher, rule 2 will be installed on the switches first.

hen, rule 1 cannot be installed because of the same priority and

atch fields, which renders the policy of the firewall ineffective

nd results in a direct interference. 

Next, we consider another simple scenario (from the examples

n [5] ). The firewall installs rule 3 to block traffic from an ex-

ernal host Host C to an internal web server Server D . At a certain

ime, the non-Secapp implements rule 4, rule 5, and rule 6. Rule

 rewrites the source IP address of a packet to Host E through a

et operation if the packet is delivered from Host C . Rule 5 rewrites

he destination IP address of a packet to Server if the packet is
Fig. 1. An example of applications that have interferences. 
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estined to Host F . Rule 6 simply allows packet forwarding from

ost E to Server D . Unfortunately, now packets from Host C destined

o Host F can reach the web server Server D , bypassing the firewall.

 synthetic rule composed of the three rules in the non-Secapp,

(ad d , sw 1 , e ((λ.src = Host C , λ.dst = Serv er D ) → fwd (3))), conflicts

ith rule 3 in the firewall, rendering the firewall ineffective . The

nherent flexibility of the Set action can introduce some indirect

nterferences. 

Such interferences may occur frequently. Identifying potential

ad interferences is an effective way to avoid unexpected behav-

or. Although necessary, checking the aforementioned interferences

efore these applications are pushed to the system is not an easy

ask. As discussed earlier, the existing verification tools [8–13] are

nsufficient because they are unable to capture the intersection

tate of multiple SDN applications. Fortunately, we observe that

nterference faults arise from two scenarios. First, direct interfer-

nce occurs if multiple applications inform the same switch to in-

tall rules that have intersecting match fields and conflicting action

elds. Second, the Set action of a rule in a switch can rewrite the

eader of a matching flow, leading to complex synthetic rules. In-

irect interference occurs if the synthetic rules of one application

ave direct interferences with the rules of other applications. 

. Related work 

Control plane verification: The work closest to our work is ver-

fying and testing SDN applications. VeriCon [8] verifies infinite-

tate SDN applications through theorem proofs. NICE [9] combines

odel checking and symbolic execution to detect bugs in SDN ap-

lications. SDNRacer [18] detects concurrency-induced errors, such

s update consistency errors, based on a happens-before model. As

iscussed earlier, these approaches are designed to check the cor-

ectness of each individual application. MSAID is complementary

o these effort s and can capture interferences of multiple SDN ap-

lications. 

Data plane verification: There is rich literature on verifying

he reachability behavior of the data plane (e.g., HSA [10] , NOD

19] and VMV [11] ). These tools check whether a network invariant

e.g., reachability) would be satisfied. The result of such verifi-

ation, however, is valid only for the specific data plane. Unlike

SAID, they cannot find errors proactively before the applications

re deployed. SOFT [20] tests the interoperability of OpenFlow

witches via symbolic execution, which is different from our

pproach. 

Conflict detection: Volpano et al. [21] detect and resolve con-

rol conflicts in the SDN control plane with a deterministic finite-

tate transducer. However, the models of the network functions

re manually obtained with expert knowledge. Our work automat-

cally checks the interferences of application coexistence, which is

n contrast to their work. Statesman [22] composes uncoordinated

pplication actions using distinct views of the network state. Un-

ortunately, these designs are not extensible because application

evelopers are not always aware of others. FortNOX [16] lever-

ges role-based authorization and security constraint enforcement

o detect these conflicts. SE-Floodlight [7] extends Floodlight in a

imilar spirit. However, they both need to specifically change the

ernel of the controller, which is inflexible. Furthermore, they can-

ot answer the question of whether interference occurs among ap-

lications before applications are pushed to the system. 

Clean-slate controller design: Effort s, e.g., Frenetic [15] , Net-

ore [14] and Pyretic [23] , aim to build a correct-by-design control

lane. The compiler in these controllers can compose these rules

nd detect conflicts, but they work for a specific northbound inter-

ace language. Although worthwhile in the long term, they cannot

eason about existing applications. Our work automatically checks

he interferences of applications, which differs from their work. 
Detection of conflicting firewall policies: The same problem

rises in the space of the firewall. Some researchers focus on the

onflict classification and analysis of distributed firewall policies

24] . Others leverage the architecture of SDN for security policy

nforcement [25] . However, those works require human modeling

f policies, which is inflexible. MSAID is an automatic detection

pproach with the source code of applications. Furthermore, our

ramework can check more than conflicting firewall polices. 

Symbolic execution: The symbolic execution used in our work

s inspired by its success in network verification. PIC [26] detects

on-interoperabilities in protocol implementations based on sym-

olic execution. Dobrescu and Argyraki [27] propose writing the

outer software data plane in a specific style and verify correct

roperties based on symbolic execution. BUZZ [28] builds the FSM

odel from NF’s code with domain knowledge and generates test

ases via symbolic execution. NFactor [29] leverages symbolic ex-

cution to extract models for middlebox. We argue that modeling

r rewiring programs such as theirs are not extensible or maintain-

ble. MSAID aims to detect interferences of applications, which is

n contrast to these works. 

An early version of this work was presented in [30] . We pre-

ented the description of interferences in multiple applications, the

rofile of the detection framework and the preliminary detection

esults. In this paper, we have added more content, such as ex-

mples of interferences in multiple applications, a formal descrip-

ion of interference (including direct and indirect interference), de-

ails of the symbolic execution of applications, details of the inter-

erence detection approach, details of the implementation, and a

ore complete evaluation of its correctness and performance. 

. Overview 

We provide the intuitions behind the choices of our approach

n this section. In the verification field, researchers typically lever-

ge formal methods (e.g., theorem proofs and model checking) to

erify the correctness of each individual SDN application [8,9] , but

ttempting to verify multiple applications with formal verification

ools is ineffective because of the extremely large state space of

DN applications. 

Fortunately, based on the aforementioned observations in

ection 2 , for each individual application, after reasoning about

hich input OpenFlow messages cause which output OpenFlow

essages, we can leverage these results to identify the latent inter-

erences of multiple applications. However, the task is fundamen-

ally challenging in following aspects: 

i ) The state space of possible input OpenFlow messages is ex-

remely large. As discussed earlier, applications are data plane

riven. After receiving input messages, the application can corre-

pondingly react to a vast number of possible packets (with differ-

nt source and destination MAC addresses, source and destination

P addresses, and port numbers). Searching every possible message

n the state space is neither feasible nor scalable. 

ii ) As the event handlers in the applications are various and com-

licated, deciding input messages that can systematically exercise all

ode branches is complex. To reason about the corresponding out-

ut message, we need to track a variety of event handlers in each

pplication. A naive approach is to execute the program with dif-

erent input messages one by one. Clearly, it cannot cover the dif-

erent branches of the program systematically. 

iii ) With the input messages and corresponding output messages

or each individual application, identifying interference is complex be-

ause of OpenFlow’s introduction of the Set action. With this action,

pplications are able to instruct a switch to change the header

ttributes of a matching flow. The changed flow might continue

atching with other flow entries on the switch, which can result

n indirect interferences. 
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Table 1 

Part of the symbolic execution results of non-Secapp and firewall (in Section 2 ). λ represents the symbolic packet. 

Application Path condition Output message 

non − Secapp c 11 λ.src = Host C ∧ 
λ.dst � = Host F 

r 11 o 11 
1 : ( ad d , sw 1 , e 4 ((λ.src = Host C , λ.dst = ∗) → Set(λ.src = Host E ) , out put (table ))) 

o 11 
2 : (ad d , sw 1 , e 6 ((λ.src = Host E , λ.dst = Serv er D ) → fwd (3))) 

c 12 λsrc � = Host C ∧ 
λ.dst = Host F 

r 12 o 12 
1 : (ad d , sw 1 , e 5 ((λ.src = ∗, λ.dst = Host F ) → Set(λ.dst = Serv er D ) out put (table ))) 

o 12 
2 : (ad d , sw 1 , e 6 ((λ.src = Host E , λ.dst = Serv er D ) → fwd (3))) 

c 13 λ.src = Host C ∧ 
λ.dst = Host F 

r 13 o 13 
1 : (ad d , sw 1 , e 4 ((λ.src = Host C , λ.dst = ∗) → Set(λ.src = Host E ) out put (table ))) 

o 13 
2 : (ad d , sw 1 , e 5 ((λ.src = ∗, λ.dst = Host F ) → Set(λ.dst = Serv er D ) out put (table ))) 

o 13 
3 : (ad d , sw 1 , e 6 ((λ.src = Host E , λ.dst = Serv er D ) → fwd (3))) 

firewall c 21 λ.src = Host C ∧ 
λ.dst = Serv er D 

r 21 o 21 
1 : (ad d , sw 1 , e 3 ((λ.src = Host C , λ.dst = Serv er D ) → drop )) 

c 22 λ.src � = Host C ∨ 
λ.dst � = Server D 

r 22 o 22 
1 : (ad d , sw 1 , e 6 ((λ.src = Host E , λ.dst = Serv er D ) → fwd (3))) 

Fig. 2. The framework summarizes a high-level image of MSAID’s operation. 
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2 The set of fields consists of IP source, IP destination, and so forth. We denote 

the source IP field as p.src (e.g., in Table 1 ). p.dst is defined similarly. 
To address these challenges, we explore a solution, MSAID, to

detect interferences. MSAID operates directly on the source code of

the unmodified OpenFlow applications to be verified. MSAID does

not need to extend the kernel or structure of the controller. Af-

ter verification, it automatically outputs all possible interferences

among these applications. Here, we present the high-level view of

our approach. 

i ) To address the first search scalability challenge, we use symbolic

execution, which is a well-known technique to address state-space ex-

plosion in program analysis . It identifies which inputs would exer-

cise different code paths through the program rather than explore

all possible inputs. 

ii ) With an extension of the symbolic execution engine, we can also

address the second coverage challenge . It runs a program with sym-

bolic inputs and explores all feasible paths in the program. With

an extension of the engine, we can reason about the correspond-

ing output messages of the input messages. 

iii ) To address the third challenge, we propose novel algorithms

to generate synthetic rules for these output messages. Then, we can

identify the (in)direct interferences among all applications based

on the standards of the OpenFlow protocol. 

Fig. 2 provides an illustration of the MSAID framework. First,

MSAID leverages scalable symbolic execution to systematically iden-

tify code paths in each individual application’s source code. In ad-

dition to collecting code paths, it records the corresponding output

results of each code path. Thus, it can identify the inputs and the

corresponding output OpenFlow messages for each individual ap-

plication. Table 1 provides the execution results of the non-Secapp

and firewall from Section 2 . For example, if the input satisfies the

condition c 21 : λ.src = Host C ∧ λ.dst = Serv er D , then the output mes-

sage r 21 is (ad d , sw 1 , e ((λ.src = Host C , λ.dst = Serv er D ) → drop)) .

For the input packets whose source is Host C and destination is

Server D , the firewall will add a flow entry on switch sw 1 to drop

these packets. 

Next, for multiple applications, MSAID solves the path condi-

tions with the constraint solver . Note that the Set action in some

output messages can lead to indirect interference via complex syn-

thetic rules. Hence, it generates synthetic rules for these output

messages according to the OpenFlow specification. Then, it cross-

checks all distinct output messages of multiple applications to
dentify interferences and the traffic affected by the interferences.

or the aforementioned example, MSAID generates synthetic rules

or the output messages in Table 1 and computes the affected traf-

c: packets (src = Host C , dst = Host F ) and packets (src = Host C ,

st = Server D ). The traffic triggers output messages r 13 and r 21 ,

hich instruct switch sw 1 to install rules with intersecting match

nd conflicting action fields. In the example, the traffic from Host C 
o Host F can finally reach the web server Server D , which indicates

hat the policy of the firewall is ineffective due to the interference

f the non-Secapp. 

Note that because interference detection in the framework de-

ends on the code paths of SDN applications, MSAID does have an

nherent limitation in handling applications that do not perform

ow decisions embedded on source code. In addition, we assume

hat users would ideally have access to all parts of the source code

f application implementations. Clearly, for commercial concerns,

here are some proprietary and closed-source SDN applications.

o handle these applications, users of the detection tool need to

sk for help from the developers and providers of the applications.

pecifically, the interference detection (the second phase) depends

n the output of the symbolic execution (the first phase). In the

rst phase, the symbolic execution runs locally on each applica-

ion’s source code. When the source code of an application is un-

vailable, users can provide the detection tool to the developer and

rovider of the application and ask them to provide the outputs of

he symbolic execution. 

. Interference detection 

.1. Problem definition 

Based on the OpenFlow specification, we first define a formal

odel of the operations performed by the SDN applications and

he switches in the network. Then, we use this formalization to

pecify the interference of multiple applications. 

.1.1. Forwarding behavior of data plane in SDN network 

Packet . We first define a packet p by a set of header fields,

p = [ f 1 , f 2 , . . . , f j , . . . , f d ] , where f j is the value of field j ( j =
 , 2 , 3 , . . . , d). 2 In particular, header space is a set of all possible

acket headers, denoted as {0, 1} l space, where l is the length of

he header [31] . The switch processes the packet arriving at its port

n accordance with the flow table . A flow table is a sequence of

ow entries that determine the behavior of the switch. 

Flow entry . Flow entry e can be represented as an ordered

riplet ( e P , e M , e A ), where e P , e M and e A refer to priority field, match

eld and action field, respectively. A flow entry contains t fields

e.g., in OpenFlow V1.3, t = 13). The match field e M refers to a
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Fig. 3. Symbolic execution of the packet _ in handler in the non-Secapp application 

in Section 2 . 
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3 The details on generating synthetic rules are provided in Section 5.3 . 
4 The input OpenFlow messages can be PACKET_IN, FLOW_REMOVED, PORT_MOD, 

BARRIER_REPLY and so on. The output messages include PACKET_OUT, BAR- 

RIER_REQUEST, and FLOW_MOD. 
ist of fields in a flow entry (e.g., MAC source, IP source, Ether

ype). We omit fields that do not affect forwarding for simplicity.

 

P specifies the preference of entries for the case where the packet

atches more than one flow entry. Fig. 3 presents some examples

or entries. For example, line 7 provides an entry e 6 , where e P is

he default value, which is omitted in the pseudo code; e M refers

o src = Host E ; dst = Serv er D ; and e A refers to action fwd (3). 

When a packet is matched against e M , the action e A ∈ A can be

erformed, where A can contain one or more of the following ac-

ions. i ) Drop the packet corresponding to this match (denoted as

rop ). ii ) Forward the packet to one or more output ports pt (de-

oted as fwd ( pt )). Specifically, output to a table (denoted as out-

ut ( table )) instructing that the flow needs to be rematched by the

ow table. iii ) Rewrite the header fields of a matching flow (de-

oted as Set ). iv ) Generate and send OpenFlow messages to the

ontroller (e.g., the packet _ in (sw, pt, p) message carries the infor-

ation that p has arrived at port pt of switch sw ). 

.1.2. Interference of multiple SDN applications 

SDN application . SDN enforces applications’ policies through

ransforming them into flow entries. Applications are constructed

s a set of event handlers (e.g., packet_in handler) that react to the

essages reported by the switch (e.g., packet_in message). We can

efine an application as functions that react to an input OpenFlow

essage im with a set of output messages os . 

Output OpenFlow message . Suppose that there are a

et of applications to be checked, which are denoted as

 1 , A 2 , A 3 , . . . , A i , . . . , A n , where n is the number of applica-

ions. Let os i denote the output messages corresponding to an

nput message im in application A i . os i = { o i 
1 
, o i 

2 
, o i 

3 
, . . . , o i 

j 
, . . . , o i r } ,

( j = 1 , 2 , 3 , . . . , r) , where r is the number of output messages.

f there are no such messages, the os i is empty φ. An output

essage o i 
j 

is represented as a triplet (o i 
j 
.op, o i 

j 
.sw, o i 

j 
.e ) , where

 

i 
j 
.op ∈ { add, mod, del }. o i 

j 
.op, o i 

j 
.sw, and o i 

j 
.e respectively represent

he operation, the switch, and the related entry. If o i 
j 
.op is an

dd operation, it aims to add a new flow entry o i 
j 
.e to the switch

 

i 
j 
.sw . In other words, it makes switch o i 

j 
.sw apply o i 

j 
.e A to all

ackets that match the fields in o i 
j 
.e M . If o i 

j 
.op is a mod operation,

t attempts to modify the entry o i 
j 
.e in switch o i 

j 
.sw . If o i 

j 
.op

s a del operation, it attempts to delete the entries that match

 

i 
j 
.e M in switch o i 

j 
.sw . Table 1 provides some examples for output

essages. For instance, for output message o 11 
1 

, the o 11 
1 

.op refers

o the add operation, the o 11 
1 .sw refers to sw 1 , and o 11 

1 .e refers to

ntry e . 
4 
Synthetic rule . The Set action introduced in the OpenFlow pro-

ocol can introduce complex synthetic rules. Let os i b denote the

ynthetic rules of the output messages os i . In particular, os i b =
 o 

i b 
1 
, o 

i b 
2 
, o 

i b 
3 
, . . . , o 

i b 
j 
, . . . , o 

i b 
r b 
} , ( j = 1 , 2 , 3 , . . . , r b ) , where r b is the

umber of synthetic rules. 3 In addition, the synthetic rule o 
i b 
j 

has

he same structure as the output message o i 
j 
, represented as a

riplet (o 
i b 
j 
.op, o 

i b 
j 
.sw, o 

i b 
j 
.e ) . Fig. 4 shows an example of a synthetic

ule. 

Interference . Interference occurs between application A m 

and

pplication A n if os m 

and os n instruct a switch to perform con-

icting actions on the same flow. Formally, for the same input

penFlow message im , a direct interference arises if o m 

i 
and o n 

j 
,

here ∀ o m 

i 
∈ os m 

and ∀ o n 
j 

∈ os n , satisfy the following condi-

ions: i ) o m 

i 
.op � = del, o n 

j 
.op � = del. It dictates that o m 

i 
and o n 

j 
add or

odify flow entries on the switch. ii ) o m 

i 
.sw = o n 

j 
.sw, which dic-

ates that o m 

i 
and o n 

j 
update the flow entry on the same switch. iii )

 

m 

i 
.e M ∩ o n 

j 
.e M � = φ, which indicates that packet headers exist that

atch the matching field of o m 

i 
.e and that of o n 

j 
.e . iv ) o m 

i 
.e A � = o n 

j 
.e A .

t dictates that o m 

i 
.e and o n 

j 
.e instruct the same communication flow

ith conflicting forwarding actions. In addition, indirect interfer-

nce arises if o m 

i 
, o n 

j 
, o 

m b 
i 

and o 
n b 
j 

, where ∀ o m 

i 
∈ os m 

, ∀ o n 
j 

∈ os n ,

 o 
m b 
i 

∈ os m b 
and ∀ o 

n b 
j 

∈ os n b , satisfy the following condition: one

f the three pairs ( o 
m b 
i 

and o 
n b 
j 

, o 
m b 
i 

and o n 
j 
, and o m 

i 
and o 

n b 
j 

) satis-

es all the conditions of direct interference. 

Note that the “ ∩ ” (in condition iii above) is performed on the

alues of all fields in e M . Let r k 
i 

refer to the range of values that are

ermissible for the kth field in o m 

i 
.e M . If ∀ k, r k 

i 
∩ r k 

j 
� = φ, then o m 

i 
.e M 

nd o n 
j 
.e M are intersecting. 

.2. Symbolic execution of SDN applications 

Symbolic execution [32] executes a program with symbolic vari-

bles as inputs. During the execution, code is executed normally

ntil it reaches a branch instruction. The branch instruction can be

enoted as a conditional expression expr . If the conditional expres-

ion expr depends on a symbolic value of the inputs, then program

xecution is logically forked into two paths at this point. One path

s constrained to make the conditional expression expr false and

he conditional expression expr in another path true. Internally, the

ymbolic execution engine invokes a constraint solver to verify the

easibility of each path. Then, it continues down all feasible paths

nd records the constraints of the symbolic variables on each path.

hese constraints are also called the path conditions. 

.2.1. Formulation of the execution 

When symbolically executing an SDN application, we begin by

onstructing the input OpenFlow message. 4 For the sake of presen-

ation, we show how to structure a symbolic packet_in message,

hose main part is the incoming packet. We can customize sym-

olic fields in a packet λ = [ λ1 , λ2 , . . . , λ j , . . . , λd ] (e.g., the j th field

f the packet is defined by a symbolic value λj ). After executing the

pplication symbolically, the execution engine automatically parti-

ions the input space of symbolic packets into several subspaces.

urthermore, we modify the engine to log the corresponding out-

ut messages of the path conditions. 

Formally, for application A i , we denote the execution results as

E A i = { < c i 1 , r i 1 >, < c i 2 , r i 2 > , . . . , < c ik , r ik >, . . . , < c im 

, r im 

> }
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c  
(i = 1 , 2 , 3 , . . . , n ), (k = 1 , 2,3, . . . , m ) . c ik is the path condition

logged, and r ik is a set of the output messages produced when ex-

ecuting the k th code path of the i th application. m is the count

of the code paths of the i th application. Specifically, c ik is the dis-

junction or conjunction of all constraints of the symbolic input. We

denote it as c ik = S ik (λ
1 ) 
 S ik (λ

2 ) 
 . . . 
 S ik (λ
j ) . . . 
 S ik (λ

d ) , where

� is the conjunctive ( ∧ ) or disjunctive ( ∨ ) operation. S ik ( λ
j ) are

the constraints of the symbolic variables λj . Let r ik be the normal-

ized output result when executing the path represented by c ik . Be-

cause an SDN application can issue multiple messages in response

to one network event, r ik is a set of output messages, denoted as

{ o ik 
1 
, o ik 

2 
, . . . , o ik 

j 
, . . . , o ik q } , where q is the number of output messages

in r ik . Because of the symbolic inputs, after the execution of the

symbolic engine, some fields in the messages of o ik 
j 

may be con-

structed as a symbolic value of the symbolic input. Given l fields

matching the field of an flow entry, we represent the matching

field of o ik 
j 
.e as o ik 

j 
.e M = (x j1 , . . . , x ji , . . . , x jl ) , where x ji is a concrete

value or an expression of the symbolic field in λ. 

Fig. 3 illustrates the symbolic execution of the source code of an

example application. Consider the non-Secapp application in Fig. 1 .

Lines 1–3 indicate that if the source address equals the address of

Host C , then it will install entry e 4 (which rewrites the source ad-

dress of the matched packet to the address of Host E via the Set

operation). Lines 4–7 are implemented similarly. We symbolically

execute the implementation and log the output messages of the

corresponding code path. The initial execution path is split into

four execution paths. For example, if the src of the input equals

the address of Host C and the dst equals the address of Host F , then

it adds flow entries e 4 , e 5 , and e 6 on switch sw 1 . The correspond-

ing execution results are shown in Table 1 : If the input satisfies the

path condition c 13 , then the application will output message r 13 . 

Note that each r ik (resulting from symbolic execution) encodes

the output messages. To track all output messages in a program,

we extend the symbolic execution engine to collect the corre-

sponding messages. Based on the standards of the OpenFlow pro-

tocol, we extract the key fields of these messages to conduct the

translation to abstract-level results. The code development is a

one-time offline task. 5 

5.2.2. Optimization with domain knowledge 

As is well known, code paths in symbolic execution increase ex-

ponentially with the size of the inputs (called the path explosion

problem). To address this challenge, we optimize the symbolic in-

puts as follows. 

Structuring inputs to leverage lazy initialization: For the sake

of presentation, we show how to structure a symbolic Packet_In

message, whose main part is the incoming packet. Creating a sym-

bolic input with the entire packet structure is inefficient because

that will cause the symbolic execution engine to find values for

every field of the packet. The payload of the packet is a sequence

of bits. Occasionally, it does not need to match packets against flow

entries. Therefore, in this case, we can omit the payload of the

packets, which can reduce the number of symbolic variables. More-

over, maintaining each header field as an individual symbolic vari-

able can allow us to leverage the lazy initialization technology [34] ,

which can greatly reduce the overhead for the constraint solver. 

Minimizing number or scope of symbolic variables: We iden-

tify the subset of packet header fields and only make these sym-

bolic values. The remaining fields are constructed as concrete

values. For example, when checking the firewall, we make the
5 In addition, in symbolic execution, the presence of loops can cause a large num- 

ber of paths to be explored, whereas this paper does not emphasize studying this 

problem. We leverage recent advances in symbolic execution [33] . 

s  

fi  

s  

m  

a  
TTP-relevant fields concrete by assigning them a concrete value.

n this scenario, we are not concerned with the value of the HTTP.

urthermore, users can constrain the possible values of header

elds with their domain knowledge. For example, the value of

eth_type’ is limited. It is ineffective to make the value be totally

ymbolic. We can add constraints to limit the value of the vari-

ble. The MAC and IP addresses of the switches can be specified

y the network topology if operators know the target scenarios to

e deployed. Undeniably, there are some applications that take ac-

ions based on the content of the payload (e.g., deep packet inspec-

ion security-related solutions). For these applications, the sym-

olic variables include not only the header but also the payload

f packets to make the analysis more complete. 

.3. Interference detection 

In this subsection, we explore the solution to identify interfer-

nces based on the aforementioned results of symbolic execution.

he solution consists of three steps: constraint solving, synthetic

ule generation and interference identification. 

Algorithm 1 shows how to detect interferences for multiple ap-

lications. This algorithm first solves the path conditions with a

atisfiability solver, and it concretes the symbolic fields of the out-

ut OpenFlow messages using the value returned by the solver.

hen, it generates synthetic rules for the output messages with the

et action. Finally, it identifies the interferences of the output mes-

ages from different applications according to the definition of in-

erferences. 

Algorithm 1: Interference detection for multiple applications. 

Input : SES := { SE A 1 
, SE A 2 

, . . . , SE A i 
, . . . , SE A n } 

Output : Traffic affected by the interferences: T SI 
1 init T SI := φ; 
2 foreach SE A i 

in SES do 

3 foreach < c ip , r ip > in SE A i 
do 

4 cv ip := Solve (c ip ) ; 
5 if cv ip = φ then 

6 Remove < c ip , r ip > ; 

7 foreach o 

ip 

i 
.e M in r ip do 

8 Concrete ( o 

ip 

i 
.e M , cv ip ); 

9 if one of o 

ip 

j 
.e A in r ip includes Set action then 

10 r ip := Update ( r ip ); 

11 SEC := Combine ( SES); 
12 foreach { SE A i 

, SE A j 
} in SEC do 

13 foreach r ip in SE A i 
do 

14 foreach r jq in SE A j 
do 

15 if Interference (r ip , r jq ) � = φ then 

16 T SI+ = Solve (cv ip , cv jq ) ; 

17 return T SI; 

.3.1. Constraint solving 

SES is a collection of symbolic execution results for each appli-

ation. For each SE A i in SES , < c ip , r ip > denotes each pair of con-

traints and the corresponding output messages. As previously de-

ned, c ip is the disjunction or conjunction of all constraints of the

ymbolic input. To obtain a concrete packet that can satisfy for-

ula c ip (line 4), we need to compute the assignments that make

 conjunctive normal form (CNF) or disjunctive normal form (DNF)
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rue. Note that solving the formula c ip is NP-hard. Fortunately, with

he recent advances in satisfiability solvers, this computation can

e efficiently performed in polynomial time [35] . We solve the

onstraint c ip with the solver (e.g., Choco [36] ). If the solver can

btain a concrete value cv ip that satisfies the constraint c ip , at least

ne packet exists that can be processed by the application. Some

essages in r ip may be constructed as symbolic values. We then

oncrete the symbolic fields of the output message with the con-

rete value cv ip (lines 5–8). 

.3.2. Synthetic rule generation 

For each pair of constraints and output messages, < c ip , r ip > ,

n SE A i , one message o 
ip 
m 

.e A in r ip includes the Set action (lines 10–

1 in Algorithm 1 ). The inherent flexibility of the Set action may

ead to indirect interference via complex synthetic rules. To address

his problem, we should update the output messages r ip by adding

ynthetic rules. Algorithm 2 illustrates the steps for updating the

utput messages. 

Algorithm 2: Output message updating. 

Input : Output messages r ip of application A i 

Output : Updated messages r ip nos of application A i 

1 ( r ip s , r 
ip 
nos ) := Split ( r ip ); 

2 foreach o 

ip 

j 
in r ip s do 

3 foreach o 

ip 

k 
in r ip nos do 

4 if o 

ip 

k 
.e M ⊆ o 

ip 

j 
.e S then 

5 if o 

ip 

j 
.op � = del && o 

ip 

k 
.op � = del && 

o 

ip 

j 
.sw = o 

ip 

k 
.sw then 

6 if o 

ip 

j 
.e A .Set (dst ) then 

7 e M 

tr := ( o 

ip 

k 
.e M .src, o 

ip 

j 
.e M .dst); 

8 if o 

ip 

j 
.e A .Set(src) then 

9 e M 

tr := ( o 

ip 

j 
.e M .src, o 

ip 

k 
.e M .dst); 

10 o 

ip 
tr .e := (min (o 

ip 

j 
.e P , o 

ip 

k 
.e P ) , e M 

tr , o 

ip 

k 
.e A ) ; 

11 o 

ip 
tr := (o 

ip 

k 
.op, o 

ip 

k 
.sw, o 

ip 
tr .e ) ; 

12 r ip nos + = o 

jq 
tr ; 

13 Delete o 

ip 

j 
from r ip s ; 

14 return r ip nos ; 

Before discussing the details of the algorithm, we introduce the

 

S field of entry e . The e S field captures the alterations to the

ow attributes performed by the Set action. The structure of e S is

he same as that of the matching field e M , and the value of e S is

et via the value of e M such that the entry excludes the Set ac-

ion. Table 1 provides an example. Considering entry e 4 (in out-

ut message o 11 
1 

), the e M field of entry e 4 refers to the match

eld (src = Host C , dst = ∗) , and the e S field of entry e 4 refers to the

atch field (src = Host E , dst = ∗) . 
To compute synthetic rules for the output messages r ip (line 11

n Algorithm 1 ), we first split the output messages into two out-

ut message sets: r 
ip 
s and r 

ip 
nos . For each output message in r ip , if it

ncludes Set and output ( table ) actions, it will be added to the set

 

ip 
s . Otherwise, the output message will be added to the set r 

ip 
nos 

line 1 in Algorithm 2 ). We then check whether different output

essages could lead to a synthetic rule according to the OpenFlow

pecification. For output messages o 
ip 
j 

and o 
ip 

k 
, where ∀ o 

ip 
j 

∈ r 
ip 
s 

nd ∀ o 
ip 

k 
∈ r 

ip 
nos , if the o 

ip 

k 
.e M field matches the o 

ip 
j 
.e S field, mes-
age o 
ip 

k 
can be chained to message o 

ip 
j 
, resulting in the synthetic

ule o 
ip 
tr (lines 2–5 in Algorithm 2 ). Note that the operation (e.g.,

⊆” at line 4 in Algorithm 2 ) can be converted to the “ ∩ ” opera-

ion. Table 1 provides an example of this case. For the output mes-

ages r 13 , we can split the output messages into two sets: { o 13 
3 

}
nd { o 13 

1 
, o 13 

2 
} . Because the message pairs (o 13 

3 
, o 13 

1 
) and (o 13 

3 
, o 13 

2 
)

atisfy the conditions of synthetic rule generation, we should then

ynthesize rules for the output messages (o 13 
3 

, o 13 
1 

) and the output

essages (o 13 
3 

, o 13 
2 

) , respectively ( Fig. 4 ). 

The next step is to generate synthetic rule o 
ip 
tr for the output

essages o 
ip 
j 

and o 
ip 

k 
(lines 6–11 in Algorithm 2 ). For this purpose,

he synthetic rule can be constructed as follows: ( i ) The priority

eld of entry o 
ip 
tr .e is set with the lower one in the priority of en-

ry o 
ip 
j 
.e and the priority of entry o 

ip 

k 
.e . Additionally, the action of

ntry o 
ip 
tr .e is set to the action of entry o 

ip 

k 
.e . ( ii ) If the Set action

n space o 
ip 
j 
.e A operates on the dst field, then the src field in the

atch o 
ip 
tr .e 

M field is set by the src field in the o 
ip 
j 
.e M field, and the

st field is set by the dst field in the o 
ip 

k 
.e M field. If the Set action in

he o 
ip 
j 
.e A field operates on the src field, then the fields in synthetic

ule o 
ip 
tr are processed similarly. Then, we should mark output mes-

age o 
ip 
j 

for deletion because the logic of the output message is

ow incorporated in the synthetic rule. Finally, the synthetic rule

hould be added to the set r 
ip 
nos . Again considering the above ex-

mple in Fig. 4 , we show the generation of the synthetic rules of

he output messages (o 13 
3 

, o 13 
1 

) . The e S field in output message o 13 
3 

atches the e M field in output message o 13 
1 

. Consequently, the e M 

eld in output message o 13 
4 

and the e A field match in output mes-

age o 13 
4 

. Then, the synthetic rule o 13 
4 

can be added to the set r 13 
nos .

y repeating the above steps until no new synthetic rules are gen-

rated, we can finally obtain three synthetic rules of r 13 (i.e., the

 

M field of o 13 
5 

refers to (src = Host C , dst = Host D ) , and the e A field

f o 13 
5 

refers to fwd (3)). 

.3.3. Interference identification 

After updating the output messages of these applications,

e should check interference by considering any combinations

 r 1 p , r 2 q , . . . , r im 

, . . . , r nk } of output messages, where r 1 p is from the

utput messages of the first application, r 2 q is from the output

essages of the second application, and r im 

, r nk are similarly de-

ned. Then, for each combination, we check whether any one el-

ment (e.g., r ip ) conflicts with every other possible output mes-

age. However, the computation in this process is very expensive

ecause we have to check all combinations one by one. Checking

ll combinations for multiple applications essentially equals to re-

eated checking of any two messages (e.g., { r ip , r jq }) from differ-
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Fig. 5. Exa mple cases to illustrate the relationship of o ip m .e 
M and o jq n .e 

M . The oval 

represents the flow space of each match field. 
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6 Fig. 5 shows examples of o ip m .e 
M ∩ o jq n .e 

M using a single field in the match 

space. Multiple fields in e M are handled similarly. For example, o ip m .e 
M refers to 

src = 10 . 10 . 1 . ∗, dst = 10 . 10 . 2 . ∗, o jq n .e 
M refers to dst = 10 . 10 . 2 . ∗, dst _ port = 80 , and 

o ip m .e 
M ∩ o jq n .e 

M is computed by intersecting each corresponding field in e M : src = 

10 . 10 . 1 . ∗ ∩ src = ∗. ∗ . ∗ . ∗, dst = 10 . 10 . 2 . ∗ ∩ dst = 10 . 10 . 2 . ∗, dst _ port = ∗ ∩ dst _ port = 

80 . 
ent applications. We now prove that, for n applications, if there

is no interference in any combination of two applications, then

there is no interference among n applications. The converse neg-

ative proposition of above proposition is as followings: for n ap-

plications, if there is an interference among n applications, there

exist an interference in some combination of two applications. The

proposition is logically equivalent to its converse negative propo-

sition. Proof sketch: This can be done by reductio ad absurdum.

IH: There exists an interference among n applications which is not

in the interferences in any combination of two applications. Con-

sider an arbitrary interference among n applications. According to

the definition of interference, there exists some output messages in

{ r 1 p , r 2 q , . . . , r im 

, . . . , r nk } install rules with intersecting match field

and conflicting action field. Let { r 1 p , r 2 q , . . . , r im 

} denote these mes-

sages which install rules with intersecting match field and conflict-

ing action field. Hence, any two messages in { r 1 p , r 2 q , . . . , r im 

} in-

stall rules with intersecting match field and conflicting action field.

Consider arbitrary two messages { r 1 p , r 2 q } in { r 1 p , r 2 q , . . . , r im 

} . r 1 p
and r 2 q install conflicting rules. According to the definition of inter-

ference, there is an interference among the two corresponding ap-

plications SE 1 and SE 2 . Therefore, there must exist an interference

in some combination of two applications. This leads to a contra-

diction with the IH fact. Therefore, we can conclude that if there is

an interference among n applications, there exists an interference

in some combination of two applications. 

In Algorithm 1 , first, we compute the set of all 2-combinations

of the set of application SES , denoted as SEC . The number of combi-

nations is C 2 n , where n is the number of applications in the set SES

(line 11). Then, for each individual combination, we check whether

an interference occurs between output messages r ip and output

messages r jq , where r ip and r jq are from SE A i and SE A j respectively,

SE A i and SE A j are a combination in SEC (lines 12–15). Specifically,

as shown in Algorithm 3 , we check whether output message o 
ip 
m 

and output message o 
jq 
n , ∀ o 

ip 
m 

∈ r ip and ∀ o 
jq 
n ∈ r jq , cause an in-

terference according to the conditions in the definition of direct

interference in Section 5.1 . 

Algorithm 3: Interference identification. 

Input : Output messages r ip and r jq of application A i 

and application A j 

Output : Interference IF S 
1 init IF S := φ; 

2 foreach o 

ip 
m 

in r ip do 

3 foreach o 

jq 
n in r jq do 

4 if o 

ip 
m 

.op � = del && o 

jq 
n .op � = del && o 

ip 
m 

.sw = o 

jq 
n .sw 

then 

5 if o 

ip 
m 

.e M ∩ o 

jq 
n .e 

M � = φ then 

6 if o 

ip 
m 

.e A � = o 

jq 
n .e 

A then 

7 if o 

ip 
m 

.e P � = o 

ip 
n .e 

P then 

8 OverEntry (o 

ip 
m 

, o 

jq 
n ) ; 

9 else 

10 MissEntry (o 

ip 
m 

, o 

jq 
n ) 

11 IF S+ = { o 

ip 
m 

, o 

jq 
n } 

12 return IF S; 

Note that to check whether output message o 
ip 
m 

and output

message o 
jq 
n create an interference, we should check whether the
atch fields o 
ip 
m 

.e M and o 
jq 
n .e 

M have an intersection (line 5 in

lgorithm 3 ). The result has five cases, as follows. 6 

i ) o 
ip 
m 

.e M = o 
jq 
n .e 

M : The match fields of two output messages o 
ip 
m 

nd o 
jq 
n are identical (including the wildcards), denoted as o 

ip 
m 

.e M =
 

jq 
n .e 

M . As illustrated in Fig. 5 (a), the match fields in output mes-

ages in way enforcement and the firewall are the same ( src =
0 . 0 . 1 . 3 , dst = 10 . 0 . 1 . 4 ). 

ii ) o 
ip 
m 

.e M ⊂ o 
jq 
n .e 

M : The match fields o 
ip 
m 

.e M are not identical to

he match fields o 
jq 
n .e 

M , but some fields in o 
ip 
m 

.e M are contained in

 

jq 
n .e 

M due to more specified prefixes, denoted as o 
ip 
m 

.e M ⊂ o 
jq 
n .e 

M .

s shown in Fig. 5 (b), the match field (src = 10 . 0 . 1 . ∗) of the way

nforcement is included in the match field (src = 10 . 0 . ∗ . ∗) of the

hortest path routing. 

iii ) o 
ip 
m 

.e M ⊃ o 
jq 
n .e 

M : As depicted in Fig. 5 (b), the match field

(src = 10 . 0 . ∗ . ∗) of the shortest path routing includes the match

eld (src = 10 . 0 . 1 . ∗) of the way enforcement. 

iv ) o 
ip 
m 

.e M ∩ o 
jq 
n .e 

M � = { φ, o 
ip 
m 

.e M , o 
jq 
n .e 

M } : As Fig. 5 (c) shows,

he match field (src = 10 . 0 . 1 . ∗) of the way enforcement and match

eld (tcp _ port = 80) of the traffic monitoring are intersecting. The

esult of o 
ip 
m 

.e M ∩ o 
jq 
n .e 

M is (src = 10 . 0 . 1 . ∗ tcp port = 80) . 

v ) o 
ip 
m 

.e M ∩ o 
jq 
n .e 

M = φ: It means that the match field of mes-

age o 
ip 
m 

is not exactly intersecting with that of message o 
jq 
n . For

nstance, in Fig. 5 (d), the match (src = 10 . 0 . 1 . ∗, dst = 10 . 0 . 2 . ∗) of

he way enforcement does not intersect with the match (src =
0 . 0 . 2 . ∗, dst = 10 . 0 . 4 . ∗) of the firewall. 

Except for the last case o 
ip 
m 

.e M ∩ o 
jq 
n .e 

M = φ, the match fields

 

ip 
m 

.e M and o 
jq 
n .e 

M have an intersection. In addition, if the ac-

ion fields o 
ip 
m 

.e A and o 
jq 
n .e 

A are conflicting, an interference arises

etween output message o 
ip 
m 

and output message o 
jq 
n (line 6 in

lgorithm 3 ). Then, we add concrete inputs, which respectively

atisfy path conditions c ip and c jq , to the affected traffic (line

6 in Algorithm 1 ). Consider the example in Table 1 . A syn-

hetic rule o 13 
5 

conflicts with message o 21 
1 , rendering the pol-

cy of the firewall ineffective. (src = Host C , dst = Host D ) indicates

he traffic (whose source IP is the address of Host C and whose

estination IP is the address of Host D ) that is impacted by the

nterference. 

Consider that an interference occurs to output message o 
ip 
m 

and

utput message o 
jq 
n . If the priority field of o 

ip 
m 

is higher than that
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Fig. 6. MSAID prototype architecture and workflow. 
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c  

u  

g  

t  
f o 
jq 
n (denoted as o 

ip 
m 

.e P > o 
jq 
n .e 

P ) for all packets p that can be

atched by o 
ip 
m 

.e M ∩ o 
jq 
n .e 

M , the switch will process packet p fol-

owing the action o 
ip 
m 

.e A , rendering o 
jq 
n ineffective (lines 7–8 in

lgorithm 3 ). If the priority field of o 
ip 
m 

is the same as that of o 
jq 
n 

denoted as o 
ip 
m 

.e P = o 
jq 
n .e 

P ), only one entry can be installed accord-

ng to the OpenFlow specification. If the entry o 
ip 
m 

.e is missing on

he switch, then o 
ip 
m 

is ineffective. For all packets p that can be

atched by o 
ip 
m 

.e M , the switch will process packet p without fol-

owing the action o 
ip 
m 

.e A (lines 9–10 in Algorithm 3 ). 

MSAID relies on the notion of ‘interferences’ where two rules

nstalled by two different applications intersect but have conflict-

ng actions. Some systems rely on priorities, assuming that the ap-

lication developers are aware of other applications. In such sys-

ems, two intersecting rules with seemingly contradicting actions

ight actually be intentionally installed to achieve a certain be-

avior. To further confirm whether the interferences are unwanted

ehavior, users can observe the final forwarding behavior of the af-

ected traffic (the outputs of Algorithm 1 ) in the network using the

ostcard method by NetSight [37] . 

Complexity: In Algorithm 1 , first, constraint solving requires

(nm v k ) time complexity, where n is the number of SE A i in the

et SES, m is the number of path conditions in each SE A i , and con-

traint solving for each path condition is polynomial time v k ( v is

he number of variables, and k is a constant.). Then, synthetic rule

eneration only occurs when the output message r ip includes the

et action. In the degenerate case, in each round, it requires O(u 2 )

omparisons, where u is the number of messages in each r ip . The

umber of rounds is upper bounded by O(nm ) . The complexity of

ule synthesis is thus O(nmu 2 ) . In the final step, interference iden-

ification depends on the comparisons of { r ip , r jq }, where r ip and

 jq can from any two applications. The total number of compar-

sons is u 2 n 2 m 

2 . Combining the above parts, the complexity yields

(nmu 2 + u 2 n 2 m 

2 ) . 

Design decisions and limitations: As discussed earlier, existing

erification work about SDN applications are designed to check the

orrectness of each individual SDN application, whereas MSAID is

esigned to detect the interferences of multiple SDN applications.

 ) Our approach does not produce false positives: an interference

s reported if the analyzed applications instruct the switches to

erform conflicting actions on the same flow. The approach might

ave false negatives because symbolic execution does not explore

he entire state space of the program. As discussed in Section 4 ,

ven for a single SDN application, exploring the entire state space

s neither feasible nor scalable. SDN application verification tools,

uch as NICE [38] , which aim to check the correctness property

f each individual SDN application, share this limitation because

f the huge state space of applications. ii ) The framework only

onsiders interferences when flow rules are applied to the same

witch. In fact, indirect interferences can occur when flow rules

re applied to multiple switches. More powerful interference de-

ection algorithms based on the output of symbolic execution are

equired. A strawman approach is to compute a set of nonover-

apping flow spaces based on the output OpenFlow messages and

rack each flow on the downstream switches, followed by check-

ng the interference based on the rules’ match, action and other

elds. Obviously, this approach must be designed carefully, and in

he future, we hope that we can provide a sound way to handle

nterference cases from multiple switches. iii ) Several SDN appli-

ations are stateful. One symbolic message is insufficient to cover

ll feasible code paths. If the program’s state depends on the for-

er input symbolic message, the subsequent message can improve

he coverage. Other tools based on symbolic execution, such as

UZZ [28] , which check the correctness property of a stateful data

lane, share a similar limitation. For future work, we can combine
ymbolic execution and other verification techniques (e.g., model

hecking) to address this problem. 

. Implementation 

Fig. 6 shows the architecture and workflow of the MSAID pro-

otype. The inputs of the prototype are the source code of the ana-

yzed applications, and the outputs are the corresponding interfer-

nce report. The prototype consists of a symbolic execution engine

nd detection engine. We implement the prototype in Java with

pproximately 40 0 0 lines of code. The source code is available at

39] . 

The symbolic execution engine explores each individual appli-

ation. In our prototype, we use Symbolic Java PathFinder (SPF)

34] as the symbolic execution engine to extract path conditions

or each individual application. SPF is one of the most popu-

ar symbolic execution engines for Java programs, and it can be

iewed as a custom-made Java virtual machine. The Model Java In-

erface (MJI) is one of the key components of SPF for library ab-

traction. Its basic functionality consists of a mechanism to inter-

ept method invocations and delegate them by means of Java re-

ection calls to dedicated classes for performance concerns [34] .

he analyzed SDN applications (from some controller platforms,

.g., Floodlight) running on SPF may invoke some abstractions of

he classes in JDK in MJI. MJI does not consist of the abstraction

f some methods in classes of JDK (e.g., class java.nio.ByteBuffer,

ava.lang.String.format and so on). We rewrite the corresponding

odes to provide these methods based on the simplified imple-

entation in jdk. These developments aim to make the symbolic

xecution engine work. These developments are a one-time offline

ask, and operators can use the tool directly. Then, to make the

ymbolic execution engine receive the input OpenFlow message

nd corresponding output OpenFlow messages, we leverage con-

traint solvers to solve the constraints in path conditions. In our

rototype, constraint solving is completed by Z3bitsolver. Users can

lso select other constraint solvers (e.g., Choco [36] and IASolver

40] ). We also develop listeners for reading, writing and manipulat-

ng the output OpenFlow messages of each individual application. 

The detection engine implements the interference analysis task

escribed in Section 5.3 . The inputs of the detection engine are

he input OpenFlow messages and corresponding output OpenFlow

essages from the symbolic execution engine. First, the detection

ngine is implemented, according to Algorithm 2 , to obtain the

ynthetic rules for these applications. By implementing an inter-

erence detection algorithm, the detection engine then crosschecks

he output messages, and then it outputs an interference report if

nterferences exist among these multiple applications. 

To start the detection process, users only need to enter some

onfigurations, e.g., setting the symbolic variables. The config-

rations are the essential part of the symbolic execution en-

ine. Specifically, these configurations enable operators to en-

er detailed policies, including specifying multiple methods to be
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Table 2 

Examples of both known and new interferences of applications coexisting. 

No. Description 

I In [7] : The internal asset protected by Secapp was unexpectedly accessed by an external entity because of the rules in non-Secapp. 

II In [43] : DNS fails to block quarantined IPs due to the prioritized QoS rule. 

III In [7] : The preferred server in the load balancer is unexpectedly quarantined by the firewall, leading to a performance degradation in the load balancer. 

IV In [5] : Rules in non-Secapp make the flow from the external host reach the internal web server, rendering the firewall ineffective. 

V New Interference in Floodlight: Clients cannot connect with the server pool in the load balancer due to unreasonable rules in the virtual network filter. 

VI New Interference in Floodlight: Traffic does not go through the firewall due to the conflicting rules in the load balancer. 

VII New Interference in Floodlight: Rules in the virtual network filter unexpectedly divide A and B into two virtual networks, rendering the firewall’s policy 

(A to B forwarding) ineffective. 

VIII New Interference in ONOS: Traffic from Host A to Host B cannot pass SDNIP due to unreasonable rules in the virtual private LAN service (VPLS). 

IX New Interference in ONOS: Rules in ACL unexpectedly block traffic from divide A to B, which is originally permitted by Abstraction and Control of TE 

networks (ACTN). 

X New Interference in ONOS: Host A to Host B is unexpectedly quarantined by VPLS, rendering ACTN’s policy ineffective. 
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t  

o  

e  
executed symbolically, limiting the search depth, specifying the

search strategy, selecting which constraint solver to choose, spec-

ifying min/max values for symbolic variables, setting the default

values for variables you don’t care about and so on. For example,

to minimize the number or scope of symbolic values, users only

need to enter parameters in the corresponding configuration snip-

pets. As this configuration format follows the specification of the

configuration of SPF, it is very easy to understand. 

Note that MSAID uses SPF as the symbolic execution engine.

Hence, it supports a representative set of SDN applications and

controllers written in Java, e.g., Floodlight [17] , OpenDaylight [1] ,

and ONOS [2] . In the MSAID framework, the interference detec-

tion phase (in Section 5.3 ) is separated from symbolic execution

( Section 5.2 ). The detection phase does not require access to the

source code and the symbolic execution tools. For applications run-

ning on other controllers, e.g., RYU [41] , users can replace SPF

with other symbolic execution engines that support the Python

language. With the advances in execution engines, any applica-

tion developed in popular languages (e.g., Python and C) can be

verified. 

7. Evaluation 

All experiments are performed on a machine with 16 GB of

RAM and an Intel Core CPU running at 3.40 GHz. As introduced

earlier, MSAID is an offline detection tool and it is easy to install

on a computer or a server. It doesn’t need to change or rewrite

the kernel of the controller running the applications. The only in-

puts of MSAID are the source code of the tested applications. As

is well known, Floodlight [17] and ONOS [2] are among the most

popular controllers in the SDN community. We attempt to collect

open-source applications from official controller distributions and

third parties as much as possible. Eventually, we collect 59 real

applications, including 38 applications on Floodlight and 21 ap-

plications on ONOS. These applications consist of applications de-

veloped by third-parties (e.g., RuleFlow, FoxNox, FlowScale, SNAC,

Straros, and VTC) [7,42,43] . We run MSAID against a representative

set of SDN applications from Floodlight version master [17] and

ONOS version Falcon [2] . Using MSAID, we uncover several inter-

ferences proposed in recent papers, a few of which we present in

Table 2 . 

7.1. Experiences with SDN applications 

7.1.1. Known interferences of coexisting applications 

For brevity, here, we introduce several examples (e.g., I–IV,

where applications run on Floodlight) in Table 2 . 

No. I Secure application ineffectiveness due to non-secure

application [7] : Secapp and non-Secapp run together. The results

in MSAID show that communication from an external entity Host 
A 
o an internal asset Host B are prevented in Secapp; packets (src = 

∗,

st = Host C ) are rewritten as packets (src = 

∗, dst = Host B ) by

on-Secapp. MSAID finds that the synthetic rules of non-Secapp

nd a rule in Secapp have an intersection match (src = Host A ,

st = Host B ) and conflicting actions. In validation, packets from

ost A to Host C are diverted to an internal asset Host B . The policy

f Secapp is overwritten by non-Secapp, leading to an unsafe net-

ork. 

No. II DNS ineffectiveness due to conflicting rules in QoS

43] : The QoS application and DNS protector run together on the

ame network. The second- and fourth-highest priorities are given

o QoS, while the first- and third-highest priorities are given to

he DNS protector in one snapshot. QoS’s rule (the second-highest

riority) that marks QoS bits of VoIP packets and forwards them

o output ports is assigned a higher priority than one of the

NS rules (the third-highest priority) that blocks quarantined IPs.

SAID detects that rules in DNS and QoS have an intersecting

atch (src = Host A , dst = Host B ) and conflicting actions, where

ost B is one of the quarantined IPs. In validation, DNS fails to block

raffic to Host B due to the QoS rules. 

No. III Performance degradation in load balancer due to di-

ect conflicting rules in firewall [7] : The load balancer and fire-

all run together on a controller. The path conditions and outputs

n MSAID indicate that packets destined to vip A can be handled by

osts Host B , Host C and Server D , the members of the VIP in the load

alancer; packets from Host E to Server D are blocked by the fire-

all. In validation, the traffic from Host E destined to vip A does go

hrough the load balancer. However, the traffic is only handled by

he members Host B and Host C , leading to a performance degrada-

ion of the load balancer. 

No. IV Firewall ineffectiveness due to conflicting rules in

on-Secapp [5] : The firewall application and non-Secapp applica-

ion run together on the same network. The path conditions and

utputs in MSAID indicate that the non-Secapp application installs

hree rules. The first rule rewrites the source IP of packets whose

ource IP is Host A to Host C . The second rule rewrites the desti-

ation IP address of packets whose destination IP is Server D to

erver B . The final rule simply allows packet forwarding from Host C 
o Server D ; the firewall installs a rule to block traffic from an ex-

ernal host Host A to an internal web server Server B . MSAID detects

hat the synthetic rules in the non-Secapp and rules in the fire-

all have an intersecting match ( Host A to Server B ) and conflicting

ctions. Traffic to Server B bypasses the firewall due to the rules in

he non-Secapp application. 

.1.2. New interferences of coexisting applications 

With these applications, we perform a large number of applica-

ion coexistence scenarios (e.g., two applications, three applications

r more applications in each coexistence scenario. In addition, for

ach coexistence scenario, we ensure that the coexistence of ap-
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Table 3 

Statistics of the experimental results with MSAID. 

Applications Scenarios Interferences 

59 226 51 
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b  

i  

u  

t  

p  

o

lications is reasonable according to the specifications of applica-

ions.). For applications on Floodlight and ONOS, we can, at most,

espectively obtain C 2 
38 

(703) and C 2 
21 

(210) possibilities of coexis-

ence scenarios (two applications in each scenario). We randomly

elect hundreds of scenarios and apply MSAID on these real ap-

lications. Table 3 provides the experimental results. After verifi-

ation in MSAID, we obtain 51 interferences of coexisting applica-

ions. Applications in the following examples are included as part

f the official controller. 7 

No. V Load balancer ineffectiveness due to the unreason-

ble virtual network: The load balancer and virtual network fil-

er (VNF) run together on Floodlight. The results in MSAID indicate

hat for packets destined to a VIP vip A , the load balancer selects

 member of the VIP and installs flow rules along the path. The

NF creates logic networks, where host Host B is in a logic network,

nd host Host C and host Host D are in another logic network. MSAID

nds that rules in the load balancer and VNF have intersecting

atches (src = Host B , dst = Host C ) and (src = Host B , dst = Host D )

nd conflicting actions, where Host C and Host D are the members of

he VIP. In validation, the conflicting rules of the VNF take prece-

ence over that of the load balancer, resulting in an ineffective load

alancer. 

No. VI Firewall ineffectiveness due to load balancer: The fire-

all and load balancer run together on Floodlight. The path condi-

ions and outputs in MSAID indicate that the firewall installs rules

long the forwarding path to block packets from Host A destined to

erver C ; for packets destined to a VIP vip A , the load balancer selects

 member of the VIP ( Server B or Server C ) and installs flow rules

long the path. MSAID finds that the rules in the load balancer and

rewall have an intersecting match (src = Host A , dst = Host C ) and

onflicting actions. The conflicting rules of the load balancer take

recedence over that of the firewall, resulting in ineffective rules

n the firewall. 

No. VII Firewall ineffectiveness due to the unreasonable vir-

ual network: The VNF and firewall run together on Floodlight.

he results in MSAID indicate that for packets from Host A destined

o Host B , the firewall installs forwarding rules along the path. VNF

reates a logic network where host Host A and host Host B are di-

ided into two logic networks. MSAID finds that rules in the fire-

all and VNF have an intersecting match (src = Host A , dst = Host B )

nd conflicting actions. In validation, the conflicting rules of VNF

ake precedence over that of the firewall. The policy in the firewall

s ineffective. 

No. VIII SDNIP ineffectiveness due to virtual private LAN ser-

ice (VPLS): SDNIP and VPLS run together on the same controller.

SAID shows that SDNIP installs route L , which permits traffic

rom Host A to Host B in the external network; VPLS blocks traffic

rom Host C to Host D (which is the essential node of route L ) by a

ifferent VLANID. MSAID detects that rules in SDNIP and VPLS have

n intersecting match (src = Host C , dst = Host D ) and conflicting ac-

ions. In validation, the conflicting rules of VPLS take precedence

ver the rules of SDNIP. Traffic from Host A destined to Host B does

ot go through route L with nodes Host C and Host D . 

No. IX Abstraction and control of TE networks (ACTN) inef-

ectiveness due to conflicting rule in ACL: ACTN runs on ONOS.
7 Users can download these applications from the official controller distribution 

or free. For brevity, we omit the introduction of the applications. Users can find all 

nformation about these applications on the official website [2,17] . 

 

c  

r  

a  

a  
he path conditions in MSAID indicate that ACTN permits Host A to

ommunicate with Host B ; the rules in ACL written by another de-

eloper unexpectedly block traffic from Host A to host Host B . MSAID

etects that the rules in ACTN and ACL have an intersecting match

 Host A to Host B ) and conflicting actions. In validation, traffic from

ost A cannot reach Host B . The policy of ACTN is ineffective because

he rules of ACL take precedence earlier. 

No. X ACTN ineffectiveness due to VPL S: ACTN and VPL S run

ogether on the same network. The path conditions and outputs

n MSAID show that the VPLS blocks traffic from Host A to Host B 
y different VLANID, and ACTN installs rules to permit Host A to

ommunicate with Host B . MSAID detects that rules in VPLS and

PLS have an intersecting match ( Host A to Host B ) and conflicting ac-

ions. The conflicting rules of VPLS take precedence over the rules

f ACTN, resulting in the policy of ACTN being ineffective. 

Symbolically executing all feasible program paths does not scale

o large programs. The number of feasible paths in a program

rows exponentially with an increase in program size and can even

e infinite in the case of programs with unbounded loop iterations

44] . It is impossible to explore all feasible code paths or cover

he entire state space due to time and resource limitations. It is a

ommon feature of all bug-finding tools in SDN application verifi-

ation and testing. While, in evaluation, like other bug-finding tool

bout SDN applications, it is almost infeasible to define a baseline

f bugs for the tested applications. Similarly, it is almost infeasi-

le to define a baseline of interferences that were to be found for

ew co-existing applications. Up to now, there is no baseline about

ugs or interferences of SDN application. While, in our evaluation,

e provide the coverage of the codes of the tested applications.

he details are shown in Section 7.2 . 

Discussion: We provide insights into issues that were uncov-

red by MSAID along two dimensions. ( i ) What is the main cause

f the problem? Multiple SDN applications implement complex

ow management logic rather than simply halting or forwarding

 flow. Application developers may not be aware of other applica-

ions, which unintentionally leads to rules with intersecting match

nd conflicting action fields. Worse, most SDN controllers do not

rovide the key security features and policy mediation logic nec-

ssary to deploy multiple applications. ( ii ) What are the possi-

le ways to solve this problem? It is possible that a secure con-

rol layer can help manage the interactions between the appli-

ation and the data plane, or the northbound API of the con-

roller allows the composition of applications to provide explicit

uidance to resolve potential conflicts. Irrespective of which ap-

roach we attempt, with MSAID, it is easy to know how each in-

ividual application handles the input OpenFlow messages. Specifi-

ally, in the absence of explicit guidelines, identifying interferences

s the only way to avoid unwanted behavior. Although attempts

14,15,22] have made some progress, mediation of applications is

 long-term solution to avoid interferences. Now, MSAID allows

hecking of unmodified applications to identify interferences. 

.2. Scalability and efficiency 

As far as we know, MSAID is the first interference detection tool

efore applications are pushed to systems. The proposed approach

s a mix of different techniques, such as symbolic execution and

se of a constraint solver, followed by identifying interferences. In

his subsection, we evaluate the overall performance of the pro-

osed framework by critical indicators (e.g., time cost and coverage

f applications). 

As the analyzed applications are mostly collected from offi-

ial controller distributions, the code size of these applications is

epresentative. The histogram in Fig. 7 lists the number of the

nalyzed applications by lines of source code (LSCs). While rel-

tively small, these applications are not toys (almost all of the
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Fig. 7. Scale of the analyzed SDN applications. 

Fig. 8. Overall execution time for the analyzed SDN applications. 

Table 4 

Lines of code in the analyzed SDN applications. 

Index Minimum 25th Percentile 

Lines 899 2152 

Median 75th Percentile Maximum 

2968 3901.75 5826 
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Fig. 9. Execution time in each phase for the analyzed SDN applications. 
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open-source applications on Floodlight and ONOS from official con-

troller distributions are collected.) – over half (39) have between

2K and 4K (59 applications in total). In addition, Table 4 shows the

value of the average, minimum, maximum, and 25th and 75th per-

centiles among all LSCs in these applications. 

We now evaluate how MSAID scales with the different applica-

tions. For all coexistence scenarios, Fig. 8 (a) shows the overall exe-

cution time (including total symbolic execution time of each appli-

cation ( Section 5.2 ) and interference detection ( Section 5.3 ) of the

applications in one scenario). It is an error bar figure, where the

bar shows the average value and the standard deviation. For exam-

ple, for applications with 6–8K lines, the average execution time is

less than 400 s, and the standard deviation is less than 100 s. Note

that the x-axis refers to the total lines of code of the applications

in one application coexistence scenario. Fig. 8 (b) shows the cumu-

lative distribution of the execution time. For all application coex-

istence scenarios, more than 92.8% of the overall execution time is

less than 500 s. 

As introduced earlier, the overall execution time consists of the

symbolic execution time ( Section 5.2 ) and interference detection

( Section 5.3 ) time. Note that for all applications in one coexistence

scenario, the symbolic execution of each single application is sep-

arated from others. The y-axis in Fig. 9 (a) refers to the maximum

of all execution times of the applications in one application co-

existence scenario. Fig. 9 (a) shows the time for symbolic execu-

tion, which is the most time-consuming phase of the framework.

It is also an error bar figure. As shown in this figure, the time is

a few minutes even for large applications with thousands of lines

of code. As far as we know, its efficiency is similar to that of the
tate-of-art symbolic execution technology [45] . As illustrated in

ig. 9 (b), for all coexistence scenarios, the average interference de-

ection time is less than 100 s even for applications with ten thou-

and lines. 

Fig. 9 a and Fig. 9 b illustrate the contributions of the opti-

izations in reducing the execution time. We compare three op-

imization strategies, including ONLY-NUMBER (only minimizing

he number of symbolic input variables), ONLY-SCOPE (only min-

mizing the scope of symbolic input variables), and MSAID (min-

mizing both the number and the scope of symbolic input vari-

bles), with the same experiment instances. Note that in the

ymbolic inputs of the analyzed applications, symbolic Packet_In

essage is most used. Its main part is the incoming packet. In

ource code, the packet is constructed as many variables (e.g,

ource IP, destination IP, source MAC, destination MAC, EthType,

lan ID, TTL, variable, source port, destination port, payload and

o on.). In ONLY-NUMBER, we minimize the symbolic input vari-

bles. For example, some variables (e.g., TTL and payload) that are

ot used to match packets against flow entries are constructed

s concrete values. In ONLY-SCOPE, we minimize the scope of

he symbolic input variables. For example, the variable source

P and the variable destination IP are limited from 0 (0.0.0.0)

o 4,294,967,295 (255.255.255.255). The variable EthType is lim-

ted from 0 (0 × 0 0 0 0) to 65,535 (0 ×FFFF). The evaluation shows

hat, in the symbolic execution phase of the framework, for ap-

lications with 4K–6K code lines, the average time for MSAID

s approximately 127 s, the time for ONLY-NUMBER is approx-

mately 900 s, and the time for ONLY-SCOPE is approximately

920 s. We compute ρ1 , a metric of time reduction between ONLY-

UMBER and MSAID, as T (ON LY −N UM BER ) −T (M SAID ) 
T (ON LY −N UMBER ) 

, and ρ2 , a met-

ic of average time reduction between ONLY-SCOPE and MSAID, as
T (ONLY −SCOPE) −T (MSAID ) 

T (ONLY −SCOPE) 
. We observe the following: in the symbolic

xecution phase, compared with ONLY-NUMBER and ONLY-SCOPE,

SAID significantly reduces the execution time ( ρ1 = 79.7% and

2 = 88.4%). In the interference detection phase, MSAID also offers

 significant reduction with ( ρ1 = 67.9% and ρ2 = 83.9%). 

We observe that the execution time depends on the constraints

n the path conditions of the applications to some extent ( Fig. 10 ).

he execution time will increase if the constraints of the code in-

rease. For instance, for 5K constraints, the average execution time

s approximately 100 s, and for 15K constraints, the average ex-

cution time is approximately 200 s. This result is expected be-

ause symbolic execution depends on the branches of the applica-

ions, and the complexity of interference detection is determined

y the path conditions. We further provide the coverage data of

ode of the analyzed SDN applications. Table 5 shows the statistics

f the total number of code paths in the evaluated SDN applica-

ion (maximum, minimum, average, median, and 75 and 25 per-

entiles). In addition, Fig. 11 shows the code coverage of the an-
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Fig. 10. Overall execution time with different constraints. 

Fig. 11. Coverage of lines of code in different applications. 

Fig. 12. Ave rage code coverage and execution time of stateful SDN applications. 
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Table 5 

Code paths of the analyzed SDN applications. 

Index Minimum 25th Percentile 

Paths 256 1127.6 

Median 75th Percentile Maximum 

1957.7 2506.6 8192 

8

 

m  

W  

p  

p  

t  

S  

e  

t  

i  

c  

e

A

 

e  

D  

N  

S

R

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

lyzed applications. For the publicly available application, accord-

ng to the specification of the application on the website, we can

heck whether it is a stateless application. If yes, a stateless appli-

ation (like stateless firewall) is executed with one symbolic input

ariable. For most of stateful applications, we use three symbolic

nput variables based on the tradeoff of coverage and execution

ime. In our evaluation, if the number of inputs increase, the ex-

cution time doubles but the coverage jumps less than five per-

entage points. And then we will not increase the inputs anymore.

ig. 12 shows the average code coverage and average symbolic ex-

cution time of stateful SDN applications with different number of

nput variables. The average code coverage of one symbolic input

ariable and that of three symbolic input variables are 47.53% and

3.09%, respectively. As shown in Fig. 11 , the code coverage is more

han 65% for 88.26% of the analyzed applications and more than

0% for 72.63% of the analyzed applications, which is at the right

evel in symbolic execution techniques [12] . 

These results suggest that MSAID strikes a good balance be-

ween reducing the overhead and capturing system coverage at

he right level while allowing checking of unmodified SDN appli-

ations. 
. Conclusion 

In this paper, we present a systematic technique that auto-

atically uncovers the interferences of multiple SDN applications.

hile existing works focus on the correctness of single SDN ap-

lications, this paper takes the first step toward handling multi-

le applications. MSAID allows checking of unmodified applications

o identify interferences before these applications are deployed in

DN systems. It explores each individual application via symbolic

xecution, and it analyzes the complex logic of coexisting applica-

ions effectively. We further demonstrate its effectiveness by using

t to identify both new and known interferences in real SDN appli-

ations. For future work, we will extend MSAID to handle interfer-

nces caused by flow rules on multiple switches. 
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