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Abstract

As the scale and complexity of microservices increase, their op-
eration and debugging become increasingly challenging. A single
user request may involve interactions among hundreds of compo-
nents. In such complex systems, non-intrusive distributed tracing
techniques, which require no modification of application code, sig-
nificantly enhance the convenience of troubleshooting. However,
existing non-intrusive tracing frameworks still exhibit critical short-
comings in achieving tracing accuracy: current approaches either
rely on specific thread model assumptions, limiting their applicabil-
ity, or employ incorrectly constructed causal delay distributions to
infer request causality, leading to erroneous trace construction. To
overcome these limitations, we propose FlowScope, a non-intrusive
distributed tracing framework for microservices that optimizes
trace reconstruction through method-level delay distribution es-
timation. This framework estimates the causal delay distribution
between requests of different method types via cross-correlation
analysis, then uses these delay distributions to accurately evaluate
the probability of causal relationships between requests. Subse-
quently, it efficiently reconstructs traces by incorporating multiple
constraints with an iterative algorithm. Our testbed results indicate
that FlowScope improves tracing accuracy by 51% compared to
state-of-the-art frameworks (e.g., DeepFlow and TraceWeaver) and
has been successfully applied in multiple real-world use cases.
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1 Introduction

In recent years, user-interactive online services have gradually
shifted from monolithic to microservices architectures [13, 25, 41,
57]. Microservices architecture breaks down the original single
monolithic binary into multiple loosely coupled, single-purpose
components [36, 56]. Because of decoupling, microservice systems
have better scalability than monolithic programs. However, this
also leads to modern microservices applications being highly dis-
tributed, posing significant challenges for troubleshooting [8, 11].
A single user request can involve hundreds or even thousands of
components [34, 36, 66], making it difficult to pinpoint the specific
components responsible for requests with problems.

In such complex microservices environments, distributed tracing
frameworks like Dapper [55] and Canopy [30] have become crucial
troubleshooting tools for microservices [29, 44, 52, 65]. These frame-
works generate a trace for each user request to record its end-to-end
execution flow across all components. Based on whether they inter-
fere with application running, these frameworks can be categorized
into intrusive and non-intrusive. Non-intrusive tracing frame-
works, such as DeepFlow [52] and TraceWeaver [6], are achieved by
intercepting external interaction interfaces of microservice compo-
nents, such as system calls, thereby avoiding interference with ap-
plication running. In contrast, intrusive frameworks like Jaeger [29]
and Zipkin [68] implement request tracing by adding tracing logic
to the application-level source code of components. Compared to in-
trusive tracing, non-intrusive tracing offers advantages such as con-
venient and rapid deployment in large-scale microservices and the
ability to cover closed-source or third-party components [16, 20, 50]
that cannot be modified. As a result, non-intrusive distributed trac-
ing has recently attracted widespread attention [48, 51, 52].

However, achieving accurate, non-intrusive distributed tracing is
challenging. A common format for a trace is a span tree, where spans
serve as nodes and parent-child relationships as edges [44, 55]. Each
span corresponds to a request-response pair, capturing the execu-
tion lifecycle of a single request within a component. Parent-child
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relationships emerge when an incoming request’s span (parent)
initiates one or more outgoing request spans (child) during its pro-
cessing. Tracing frameworks must correctly associate spans with
such parent-child relationships, yet this often depends on invisible
application logic. When a component employs mechanisms such as
non-blocking I/O or cross-thread concurrency to handle multiple
incoming spans simultaneously, it is difficult to determine which
incoming spans lead to which outgoing spans. In § 2.3, existing non-
intrusive distributed tracing frameworks are classified according to
the span association mechanisms into FIFO-based and delay-based
approaches to explain their limitations.

FIFO-based frameworks. Existing FIFO-based frameworks, in-
cluding DeepFlow [52] and vPath [59], operate on a first-in, first-out
principle for request association. Their core assumption is that each
incoming request and all its child requests are processed by the
same thread, and no new requests are handled before the current
incoming request is completed. These frameworks therefore in-
fer parent-child relationships by matching incoming and outgoing
requests in the order of their arrival within the same thread. How-
ever, this method heavily relies on a specific threading model and
has limited applicability in real-world microservices environments.
Modern microservices often employ coroutines, as seen in Python
and Golang; cross-thread invocations, like those in Thrift and gRPC
communication libraries; or event-driven asynchronous models,
such as Node.js servers. These mechanisms break the FIFO order
within threads, causing missequencing of requests and ultimately
leading to incorrect associations.

Delay-based frameworks. Delay-based approaches [4, 48] esti-
mate the delay distribution between receiving an incoming request
and triggering a child outgoing request. This distribution is used
to assess the probability of a parent-child relationship between
requests, with those exhibiting high probability being associated.
This approach is independent of threading models, offering broad
applicability. However, conventional methods often rely on a single
delay distribution for an entire component, ignoring variations
across different types of parent—child method pairs. In practice, an
incoming request of a specific method may, after variable delays,
trigger outgoing requests calling different methods. Each such par-
ent and child method forms a distinct method pair, and each method
pair type has its own characteristic delay distribution. A unified dis-
tribution fails to capture these fine-grained differences, leading to
distorted parent-child probability estimates and ultimately causing
association errors.

FlowScope framework. To address these challenges, we pro-
pose FlowScope, a non-intrusive distributed tracing framework
based on method-level delay distribution estimation, designed to
achieve efficient and high-accuracy request trace reconstruction in
microservices environments. FlowScope automatically constructs
fine-grained method-level delay distributions by analyzing the
cross-correlation between request sequences of different method
pairs, thereby accurately assessing the probability of parent-child
request relationships. Ultimately, it transforms the span association
problem into a constrained optimization problem and identifies the
optimal span association combination through a heuristic iterative
algorithm. Our novel designs include:
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Non-intrusive span construction (§ 3.1). Since microservices
often comprise components written in multiple programming lan-
guages, non-intrusive tracing must support multi-language appli-
cability to cover all components traversed by a request trace. Some
existing non-intrusive solutions rely on language-specific instru-
mentation techniques [45, 53] to intercept requests and construct
spans. However, these approaches are limited to specific languages,
require customized development for each language, and pose chal-
lenges for unified maintenance.

In contrast, FlowScope innovatively operates at the kernel level
by leveraging eBPF programs to hook entry and exit points of
major network-related system calls, thereby intercepting network
communication activities across all microservice components. It
automatically collects data such as the five-tuple and payload of re-
quests when they enter or exit the kernel. In user space, it correlates
requests and responses to construct spans, achieving programming
language-agnostic and non-intrusive span construction.
Method-level delay distribution estimation (§ 3.2). Accurately
assessing the probability of parent-child relationships between
incoming and outgoing spans relies on high-precision delay distri-
butions. The primary limitation of existing delay-based approaches
lies in constructing a single delay distribution for an entire compo-
nent, which overlooks significant delay variations across different
method pairs due to differing business logic.

FlowScope proposes a method-level delay distribution estimation
mechanism based on cross-correlation analysis. We serialize requests
of different methods and compute the cross-correlation between
request sequences of any two methods at various time offsets. This
process automatically identifies the high-probability peak delay
that best represents their causal relationships, thereby construct-
ing dedicated Gaussian delay distribution models for each method
pair. This approach requires no prior knowledge and demonstrates
strong robustness in dynamic invocation environments.

Iterative span association (§ 3.3). Finally, FlowScope estimates
the probability of parent-child relationships between incoming and
outgoing spans using method-level delay distributions. To identify
the optimal set of mappings that maximizes the overall parent-child
probability, constraints such as method invocation relationships
and the requirement that each outgoing span has only one parent
span must be considered. FlowScope formulates span association
as a global optimization problem. This problem is theoretically
NP-hard, leading to exponential growth in computation time as
the number of spans increases, which fails to meet the real-time
requirements of large-scale microservice clusters. To address this,
FlowScope proposes a top-k iterative heuristic algorithm with a con-
straint conflict resolution mechanism. Instead of seeking a global
optimal solution in a single step, this algorithm iteratively selects
the top-k mappings with the highest parent-child probabilities from
the pool of unprocessed candidate mappings. This approach sig-
nificantly improves the efficiency of trace reconstruction while
maintaining high accuracy.

Contributions. In summary, our main contributions are:

1. We provide a detailed analysis of the limitations of exist-
ing FIFO-based and delay-based non-intrusive distributed
tracing frameworks in achieving tracing accuracy of mi-
croservices (§ 2.3).
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2. We design and implement FlowScope, a non-intrusive trac-
ing framework based on method-level delay estimation. It
leverages fine-grained, method-level delay distributions to
accurately evaluate the probability of parent-child relation-
ships between spans and efficiently reconstructs request
traces (§ 3).

3. We conduct a comprehensive evaluation of FlowScope in
testbed environments, demonstrating that it achieves over
94% tracing accuracy and successfully validates various real-
wrold use cases (§ 4).

2 Background and Motivation

This section begins with an introduction to non-intrusive distributed
tracing (§ 2.1). Then, we summarize the requirements imposed by
microservice scenarios on non-intrusive tracing (§ 2.2) and provide
the motivation for FlowScope (§ 2.3).

2.1 Non-Intrusive Distributed Tracing

Non-intrusive distributed tracing frameworks [3, 5, 6, 10], such as
DeepFlow [52] and TraceWeaver [6], are achieved by intercepting
external interaction interfaces of microservice components, such
as system calls or user-space functions. They require no modifi-
cations to application source code, recompilation, or application
restart, enabling transparent request tracing without disrupting ap-
plication running. In contrast, intrusive frameworks like Jaeger [29]
and Zipkin [68] rely on manually embedding tracing-related logic
into the application source code, necessitating recompilation and
application restart, which interferes with the application running.

Non-intrusive distributed tracing offers significant convenience
in microservice scenarios compared to intrusive frameworks. First,
components in microservices are often maintained by different
teams. Non-intrusiveness allows teams to deploy and manage the
tracing framework independently, reducing cross-team coordina-
tion costs. Moreover, modifying application code of intrusive frame-
works is often time-consuming and requires continuous adjust-
ments to keep pace with rapid application updates for large-scale
microservices [15, 21, 49, 52, 54], whereas non-intrusive frame-
works enable rapid and cost-effective deployment. Additionally,
non-intrusive frameworks can seamlessly integrate with a large
number of closed-source or third-party components [16, 20, 50]
in microservices that cannot be modified. Thus, non-intrusive dis-
tributed tracing for microservices has recently attracted widespread
attention [3, 6, 10, 51, 52, 59, 67].

2.2 Requirements of Non-Intrusive Tracing

Non-intrusive distributed tracing for microservices must meet the
following key requirements to ensure its effectiveness.
Requirement-1: Multiple programming language compati-
bility. Modern microservices often comprise components imple-
mented in multiple programming languages, like Python and Java.
Non-intrusive tracing frameworks must be compatible with com-
ponents written in different languages to ensure the integrity of
request traces as they traverse heterogeneous components.
Requirement-2: Low-overhead and efficient operation. Given
the substantial daily request volume in online microservice applica-
tions [30, 36], non-intrusive tracing frameworks require lightweight
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collection of per-request data and resource-efficient trace construc-
tion.

Requirement-3: Accurate end-to-end tracing. Tracing frame-
works must precisely capture the end-to-end execution flow of
requests as they traverse various components. This relies on accu-
rately associating incoming and outgoing requests with parent-child
relationships within each component. Incoming requests denote
those received by a component, while outgoing requests represent
those departing from the component. Parent-child relationships
emerge when an incoming request (parent) initiates one or more
outgoing requests (child) during its processing. Incorrect request
association can lead to abnormal trace structures or data loss for
faulty requests, significantly undermining the effectiveness of us-
ing traces for failure diagnosis and performance debugging. How-
ever, microservices commonly employ mechanisms such as multi-
threading or asynchronous I/O for concurrent request processing.
This makes it challenging to determine which incoming requests
triggered which child requests from a non-intrusive perspective,
which lacks visibility into the internal execution logic of compo-
nents.

2.3 Motivating FlowScope

Over the years, non-intrusive distributed tracing technologies like
DeepFlow [52] and TraceWeaver [6], designed for microservice trou-
bleshooting, have attracted considerable interest [3, 9, 48, 51, 52, 61].
However, these schemes often struggle with accurately associating
incoming and outgoing requests. In this paper, we categorize exist-
ing non-intrusive tracing solutions into two categories according
to request association mechanisms: FIFO-based and delay-based
approaches, detailing their principles and limitations with Figure 1.
o FIFO-based schemes are applicable only to specific thread-
ing models. These schemes, such as vPath [59] and DeepFlow [52],
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assume components adopt a specific thread model where each in-
coming request and all its child requests are processed by a single
thread, with no new requests handled until the current incoming re-
quest completes. Consequently, these methods correlate incoming
and outgoing requests within each thread following FIFO principles.
However, microservice components often employ diverse thread-
ing models, invalidating these assumptions and causing request
correlation errors. For instance, in the coroutine mechanisms of
Python [46] and Golang [17], multiple coroutines can reuse a single
thread, enabling concurrent request processing within one thread.
Each coroutine handles one incoming request, and application code
controls switching between coroutines. This flexibility disrupts the
FIFO ordering of requests within a single thread, leading to request
correlation errors. In the User component in Figure 1, although
request R1 arrives first, its child request R5 becomes the third out-
going request, ultimately causing R5 to be incorrectly correlated
with the third incoming request R3. Beyond coroutine mechanisms,
microservice components may also utilize cross-thread operations
in RPC libraries like Thrift [2] and gRPC [26] or adopt the event-
driven asynchronous threading model (e.g., Node.js servers). These
threading models further exacerbate the limitations of FIFO-based
solutions.

¢ Delay-based schemes struggle to accurately estimate de-
lay distributions, resulting in association errors. Delay-based
solutions [4, 6, 48] estimate the distribution of delays between
receiving an incoming request and the child outgoing requests it
triggers, then correlate incoming and outgoing requests that exhibit
high-probability delay patterns. Such techniques impose no specific
threading model constraints on components, thus offering broader
applicability. However, conventional delay-based solutions [3, 48]
establish a single delay distribution per component, overlooking
variations in parent-child request delays across different method
types. This oversight results in inaccurate delay distribution estima-
tion and request correlation errors. In microservice architectures,
each component may expose one or more methods, with incom-
ing requests specifying target methods through identifiers such as
URLs or interfaces. Upon processing an incoming request for a spe-
cific method, a component triggers one or more outgoing requests
to other component methods after varying delays determined by
application logic. Consequently, distinct method combinations ex-
hibit differentiated parent-child delay distributions. For example,
within the User component, the Signln method invokes the VerifylD
method during execution, exhibiting a typical parent-child latency
of 3 for SignlIn-VerifyID pairs. In contrast, the SignUp-CreatelD
method pair demonstrates a typical delay of 6 due to differing code
logic. Traditional delay-based approaches model all method combi-
nations within the User component using a single delay distribution
(e.g., peaking at 4), preventing accurate probability estimation of
parent-child relationships between incoming and outgoing requests
and causing correlation errors.

Among recent delay-based solutions, only TraceWeaver [6] con-
siders this delay variation. Nevertheless, this approach requires
preliminary knowledge of method invocation relationships, po-
tentially obtained from biased testing environments, and fails to
adapt to dynamic invocation scenarios influenced by factors like
component caching or method parameter variations. For instance,
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Figure 2: The overview of FlowScope framework.

an incoming request for method A may trigger an outgoing request
to either method B or method C.

o Our approach: method-level delay-based. In this paper, we
define method-level delay distribution as the delay distribution of
parent-child requests corresponding to distinct method pairs, where
each method pair comprises a parent request’s method and a child
request’s method. For example, requests R1 and R6 form a method
pair of <SignUp, CreatelD>. To accurately correlate incoming and
outgoing requests, it is essential to estimate the method-level delay
distribution between the methods of incoming and outgoing re-
quests within each component, without relying on prior knowledge
of method invocation relationships. For instance, within the User
component, delay distributions must be constructed for method
pairs such as <Signln, VerifylD> and <SignUp, CreatelD>, while
concurrently excluding invalid pairs like <SignIn, CreatelD> that
exhibit no invocation relationship and consequently cannot form
valid delay distributions. Subsequently, these method-specific delay
distributions enable the evaluation of delay probability between
incoming and outgoing requests of specific method pairs, serving
as a measure of their parent-child probability.

3 The FlowScope Framework

FlowScope workflow. FlowScope is a non-invasive distributed
tracing framework that employs a span-based model to construct
traces. Each span represents a request-response pair, documenting
the complete execution lifecycle of an individual request within a
component, including metadata such as start time, end time, and
invoked methods. Every trace forms a span tree where spans serve
as nodes interconnected by parent-child relationships as edges.
Figure 2 illustrates the workflow of FlowScope, which consists of
two main components: an agent deployed on each host and a server
operating across the microservice cluster. The agent is responsible
for collecting metadata for each request (e.g., timestamps, methods,
etc.) and correlating requests and responses to construct spans,
while the server is responsible for estimating method-level delay
distributions, associating spans, and assembling traces.
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First, the FlowScope server receives adjustable configurations
from operators as inputs to perform initialization (®). The main
configuration is the iteration step k (default is 100) for performing
span associations. After initialization, the agent performs non-
intrusive span construction (§ 3.1) by collecting request meta-
data through eBPF programs (®) and correlating requests with
their corresponding responses to build spans (®). These spans are
transmitted to the server for trace reconstruction. On the server,
FlowScope constructs delay distributions between arbitrary method
pairs within each component (@) through the method-level delay
distribution estimation (§ 3.2). Subsequently, during iterative
span association (§ 3.3), FlowScope utilizes these fine-grained
delay distributions to evaluate the probability of a parent-child
relationship between incoming and outgoing spans within each
component. FlowScope then associates incoming and outgoing
spans with high parent-child probabilities to generate span map-
pings, each consisting of one parent span and one child span (®).

During the final trace assembling, FlowScope connects spans
according to parent-child relationships to construct complete traces
(®). In addition to the parent-child relationships between incoming
and outgoing spans within each individual component, building
the trace also requires the association of spans across components.
For instance, when component A calls component B, we need to
associate A’s outgoing span with B’s incoming span that belongs to
the same request-response pair. DeepFlow achieves inter-component
span association using connection information such as IP, port, and
TCP sequence numbers, but this inference can lead to ambiguity
if network address translation or tunneling modifies these packet
details. FlowScope generates a random 64-bit globally unique iden-
tifier and inserts it into the transport-layer packet options of the
message using eBPF, thereby enabling precise cross-component
span correlation.

3.1 Non-Intrusive Span Construction

To construct request traces, FlowScope first needs to collect meta-
data for each request, including protocol type, timestamp, method,
request/response type, and other details, and then matches requests
and responses to generate spans. To achieve multi-language com-
patibility (requirement 1) without modifying application code,
language-specific instrumentation techniques should be avoided.
For instance, tools such as bytecode instrumentation in Java [45]
or monkey patching in Python [53] can intercept user-space com-
munication functions to collect request data, but they are generally
limited to specific languages. For example, SkyWalking’s bytecode
enhancement technology [5] relies on dynamic modification ca-
pabilities in languages like Java, making it incompatible with lan-
guages compiled directly to machine code (such as Go or Rust).
Moreover, these language-specific approaches require customized
collection solutions for each language, including adjustments to
target functions for interception and modifications to the inter-
nal logic of collection code, which complicates the achievement of
multi-language compatibility.

% DEsIGN 1. In-kernel hook-based request collection. We
observe that the execution of user requests is primarily driven and
constrained by the narrow-waist communication pattern manifest
in transport-layer APIs. Consequently, we identify ten network-
related system calls and designate them as trigger hooks for data
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Type Selected Syscall Call ABIs

Egress write sendto sendmsg  sendmmsg  writev

Ingress read recvfrom  recvmsg recvmmsg readv

Table 1: FlowScope selects ten system call types that are
closely related to network communication behavior.

Request/Response
quest/Resp 4 FlowScope
2 - Agent
Ingress Component Egress
Syscall - Logic Syscall
0 5 Use
Microservice Component Request/
Spcae

____________________________ L _d———_____Response_.

Kernel Metadata

l Spcae
Enter | I Kernel Process I I| Exit

Request

| Hash Map Retrieve / Parser
Retrieve e
Call m—p| T —
Arguments LI

—. Returned Results T

Figure 3: FlowScope collects request and response in the
kernel space via pre-defined hooks.

collection, as detailed in Table 1, where ingress and egress repre-
sent the functions for receiving and sending requests, respectively.
Regardless of the diversity and complexity of microservice compo-
nents or their implementation languages, their execution is invari-
ably initiated by communication behaviors. FlowScope therefore
attaches multiple eBPF programs at the entry and exit points of
these system call functions. These eBPF programs automatically
activate whenever a microservice component sends or receives a
request, thereby enabling the collection of fine-grained request
data.

Span construction process. Figure 3 illustrates the request collec-
tion workflow. For requesting ingress or egress, registered kprobe
or tracepoint hooks trigger when the corresponding system calls
enter and exit the kernel. Upon function entry, FlowScope stores
information such as the payload, five-tuple, and process ID of the
system call in a hash map. After kernel processing completes, FlowS-
cope retrieves the return results (such as the total length of written
data) and correlates them with the temporarily stored data from the
entry point using the hash map. This merged data is subsequently
transmitted to FlowScope’s user-space agent for processing.

In the user-space agent, FlowScope utilizes open-source protocol
parsing tools to extract method names and determine request or
response types from the payload. To construct spans, it then cor-
relates requests and responses according to different transmission
modes. For serialized transmission protocols such as HTTP/1.1 with
persistent connections, each request over the same connection must
await the completion of the previous response before being sent. In
pipelining mode, multiple requests can be sent successively within
a single connection, and responses are returned in the same order.
For both patterns, FlowScope correlates responses with requests
based on their sequence within the connection. For protocols en-
abling parallel transmission through multiplexed messages, such as
HTTP/2, FlowScope uses embedded distinguishing attributes in the
messages to correlate requests and responses, such as the stream
identifier in HTTP/2 headers.
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3.2 Method-Level Delay Distribution Estimation

After obtaining the spans, FlowScope needs to evaluate the parent-
child relationship probability between the ingoing and outgoing
spans within each component. An incoming span represents a
request-response pair received by the component, whereas an out-
going span denotes a request-response pair sent from the com-
ponent. To ensure tracing accuracy (requirement 3), FlowScope
employs a parent-child probability assessment strategy based on
method-level delay distributions. For any method pair, FlowScope
estimates two types of delay distributions: the delay distribution
Pg(-) between their start times and the delay distribution P, (-)
between their end times. Taking the method pair <Mj, My> in Fig-
ure 4 as an example, when component A processes an incoming
request invoking method Mj, it triggers an outgoing request to
invoke method M3 in component B, and continues processing after
receiving the response from B until it returns a response to the
incoming request. For this method pair, two distributions are con-
structed: the first distribution, Ps(-), characterizes the time interval
between the request arriving at method M; and the subsequent
issuance of the corresponding outgoing request to method M; (e.g.,
tp — t1); the second distribution, Pe(-), captures the time interval
between receiving the response from method M, and returning the
corresponding response at method M; (e.g., ts — t3). Once these
distributions are obtained, the parent-child relationship probability
between any ingoing span s; belonging to method M; and any
outgoing span sz belonging to method M, can be calculated using
the formula:

P(s1,s2) = Ps(Ats) "Z'Pe(Ate) )
where At denotes the start time difference between s; and sz, and
At, represents their end time difference. It is important to note that
estimating such distributions is challenging, as in environments
without a tracing system, we cannot obtain the actual parent-child
relationships between requests arriving at method M; and those
invoking method M, making it impossible to acquire accurate delay
samples.

% DESIGN 2. Method-level delay distribution estimation based
on cross-correlation analysis. The core idea of FlowScope’s
method-level delay distribution estimation is to identify the peak
probability delay T by analyzing the cross-correlation between re-
quest sequences of different methods. For a given method, its request
sequence refers to a sequence formed by the number of requests
invoking that method within each fixed time interval on a discrete
timeline. The peak probability delay T represents the most typical
delay duration between a parent request and its corresponding
child request. This indicates that for a specific method pair <m,
my>, after method m; receives an incoming request, it typically
initiates an outgoing child request to method my after approxi-
mately delay T. Therefore, if the request sequence of m; is shifted
backward by this peak probability delay T, the largest number of
parent requests in the shifted m; sequence and child requests in
the my sequence will fall within the same time interval. At this
point, the shifted request sequence of m; and the request sequence
of my exhibit the strongest similarity. Consequently, the peak prob-
ability delay T can be determined by identifying the specific time
shift that maximizes the similarity between the request sequence
of m; and the request sequence of my. For instance, as illustrated
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Figure 5: Estimation of delay distribution between different
methods based on cross-correlation analysis.

in Figure 5, it can be observed that within the dashed box region,
the similarity between the request sequence of method M; and that
of Mj reaches its maximum when the request sequence of M; is
shifted by the peak probability delay Ty. Cross-correlation [12] can
measure the similarity between one sequence and another when
shifted by different time intervals. Therefore, we can determine the
peak probability delay T by analyzing the cross-correlation between
two request sequences, thereby constructing the delay distribution.
The advantage of this scheme is that it does not rely on the test
environment and is robust to complex scenarios such as dynamic
method invocations. As long as there is a subset of requests with a
parent-child relationship between any two request sequences, this
scheme can be effective.

For a set of requests corresponding to a method, let N(t) de-
note the total number of requests within the time range [0, ¢).
The request set is transformed into a request sequence: Q(n) =
N((n+1)p) — N(np), where p represents the time interval and the
integer n denotes the interval index. A smaller y reduces the error
in estimating the peak probability delay but increases the computa-
tional complexity of cross-correlation calculations. Therefore, to
balance accuracy and efficiency, y is set to half the average time
intervals between adjacent requests in the original set of requests.
Given two request sequences Q1 and Qz, the similarity between Q3
and Q; shifted by different time intervals can be expressed using
cross-correlation as Q2 () Q1 = /Onmax Q2(n)Q1(n + r)dr, where
Nmax represents the maximum number of intervals between the se-
quences Q7 and Q. Afterwards, FlowScope extracts the peaks from
the cross-correlation results according to the 3-sigma rule. To avoid
noise, we require that at least one point between adjacent peaks
fall within the 3-sigma normal range. Based on the time interval
n* corresponding to the highest peak, the peak probability delay
can be calculated as T = n* X p. Using T as the mean, a Gaussian
distribution P(-) is constructed to model the delay distribution be-
tween the two request sets. FlowScope uses a fixed default value as
the variance of the Gaussian distribution because the variance does
not affect the relative magnitude of probabilities across different
delays.

FlowScope estimates method-level delay distributions within
each component. First, it groups the incoming and outgoing spans
of the component by their methods, then converts the spans within
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each group into request sequences and response sequences. For
any method pair composed of an incoming request method my
and an outgoing request method my, FlowScope constructs the
delay distribution Ps(-) by performing cross-correlation analysis
between the request sequences of m; and my, and similarly builds
the delay distribution P, (-) using their response sequences. Note
that not all method pairs yield a probability peak delay T to form
such distributions. When no invocation relationship exists between
two methods, their request sequences remain entirely independent
and random, exhibiting no time-shifted similarity. For example, in
Figure 4, if method My in component A triggers calls to method
M5 in another component, the method pair <M;, Ms> would not
exhibit a probability peak delay T. When delay construction fails,
FlowScope converts the corresponding method pair <my, my> into
a method invocation constraint (Constraint 1, Cq), indicating that
an incoming request of method m; cannot be associated with an
outgoing request of method m.

In addition to estimating the delay distributions between in-
coming and outgoing methods, we can also identify method order
constraints (Constraint 2, Cz) by evaluating the delay distributions
between any pair of outgoing methods. This constraint reflects the
order relationship among outgoing spans triggered by the same
incoming span, influenced by factors such as data dependency and
state synchronization. For instance, in Figure 4, the incoming span
of method M; always triggers the outgoing span of M, first and
subsequently initiates the outgoing span of M3 after the completion
of My’s span. Thus, a method order constraint exists between M,
and Ms: when spans of both M and M3 are associated with the
same incoming span, the end time of M>’s span must precede the
start time of M3’s span. For any pair of outgoing methods, FlowS-
cope assesses whether a probability peak delay exists between the
response sequence of one method and the request sequence of the
other. If such a delay is detected, a method order relationship is
confirmed for the method pair.

3.3 Iterative Span Association

After obtaining the method-level delay distribution, FlowScope
must correlate incoming and outgoing spans within each compo-
nent that are likely to form high probabilities of delays. FlowScope
assumes that the response of each parent span can only be sent out
after all its child spans have completed. Based on this assumption,
FlowScope first constructs candidate span mappings. Each candi-
date span mapping consists of one incoming span and one outgoing
span, where the start time of the outgoing span must be greater
than that of the incoming span, and its end time must be smaller
than that of the incoming span. Within a single component, given
a set of incoming spans S = {s; | i < |S|} and a set of outgoing
spans D = {d; | j < |D[}, FlowScope iterates through all spans to
generate candidate span mappings, denoted as E.,,q = {e;j} where
e;j = 1. For each candidate span mapping <s;, d;j>, FlowScope ex-
tracts its corresponding method-level delay distribution P(-) and
uses Equation 1 to estimate its parent-child probability: P(s;, d;).
FlowScope then selects an optimal set of span mappings E* from
the candidate mappings E;,4 such that Constraints 1, 2, and each
outgoing span has at most one parent (Constraint 3, C3) are sat-
isfied. The objective is to maximize the sum of the parent-child
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probabilities over all selected span mappings in E*, which can be
formally expressed as:

£, 24 e X @

This optimization problem is NP-Hard [42], making it impos-

sible to derive an exact solution. Although some solvers [27] can
perform approximate computations, the processing time increases
exponentially with the number of spans.
% DESIGN 3. A top-k iterative span association mechanism
with constraint conflict resolution. To enhance the efficiency
of span association (requirement 2), FlowScope employs a heuris-
tic iterative span association algorithm, as outlined in Algorithm 1.
Rather than directly deriving the complete set of span mappings
E*, FlowScope adopts an iterative approach wherein, during each
iteration, it selects the span mapping from the top-k candidate
mappings that satisfies all three constraints and exhibits the high-
est parent-child probability sum, thereby reducing computational
complexity. Since the constraint C; applies independently to each
candidate span mapping, FlowScope first pre-processes the can-
didate set by eliminating any mappings that violate the method
invocation relationship constraints before initiating the iterative
procedure (line 1). Then, FlowScope calculates the parent-child re-
lationship probability for each candidate mapping according to the
corresponding method-level and ranks them in descending order
of probability (line 2).

During the iterative span associations (lines 3-20), the top k map-
pings with the highest probabilities are iteratively removed from
the candidate mapping set E,,,4, and a subset Ly, is selected from
these k mappings that satisfies constraints Cz and C3 while maxi-
mizing the sum of probabilities. This process repeats until E_,,4 is
empty. Within the loop, FlowScope first initializes a list £ to store
all possible candidate mapping subsets that meet constraints C, and
Cs (line 4). Since constraints Cy and C3 operate between different
mappings, each time a new mapping is extracted from E.,,4, we tra-
verse the current candidate mapping subsets to determine whether
it conflicts with existing mappings. If the new mapping does not
conflict with any mappings in a subset, it is directly added to that
subset (line 10). If a conflict exists, a new candidate mapping subset
is created by removing the conflicting mappings from the original
subset (lines 11-13). In the final step within the iteration, FlowScope
identifies the subset Lp,; with the maximum probability sum, adds
it to the final association results, and removes mappings from E.;,,4
that conflict with L., (lines 17-19).

4 Evaluation

In this section, we examine the performance of FlowScope with
testbed evaluation. Our main results are as follows:

e The eBPF program for data collection in FlowScope intro-
duces an overhead of approximately 3 microseconds (§ 4.1).

o FlowScope maintains an end-to-end tracing accuracy of over
91% even in high-concurrency scenarios (§ 4.2).

e FlowScope demonstrates the best performance across multi-
ple real-world use cases (§ 4.3).

o FlowScope results in only a 5% degradation in application
end-to-end performance (§ 4.4).
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Algorithm 1 Iterative Span Association Algorithm

Input: E_,,;: candidate span mappings, k: iteration step, C:
constraints
Output: E: final span mappings
1: Ecgng < REMOVECONSTRAINT(E 4,4, C1)
2: SORTBYPROBABILITY(E 4;,4) > Prioritize high-probability

mappings
3. while E_;,,; # 0 do
4 L — {0} > Initialize candidate solution list
5 for iter «— 1to k do
6: epest < POPBEST(E 4nq)
7: Lyew — 0
8: forallL € £ do
9: if CoMPLYCONSTRAINTS(L, €pegp, C2, C3) then
10: L — LU {epest}
11 else
12: L’ « REMOVECONFLICT(L, €pgt, Ca, C3)
13: L «— L' U {epess}
14: Lnew «— Lnew U {L,}
15: if Lnew # ( then
16: L~ LU Lpew
17: Lpest < argmaxy e r SUMPROBABILITY(L)
18: E — EU Lpeg
19: REMOVECONFLICT(E 4n4ds Lpest> C2, C3)

20: return E

Testbed and workload setup. Our testbed comprises a three-node
Kubernetes cluster [32] (version 1.24.17), with each node equipped
with identical Intel Xeon E5-2620 v3 CPUs (2.40 GHz, 12 physical
cores) and 128 GB of RAM. The servers operate on Ubuntu 22.04
with kernel version 5.15.0. We deploy two microservices, the social
networking application from DeathStarBench [23] and the Train-
Ticket application [22]. The former is a social network application
consisting of 36 components. The latter provides standard train
ticket booking functionalities such as ticket inquiry, payments, and
user notifications, encompassing 41 unique components developed
in multiple programming languages. These applications integrate a
variety of concurrency mechanisms, including the thread pools of
the Thrift library and asynchronous I/O from the C++ standard li-
brary. Employing wrk2 [60] as the load generator, the request arrival
intervals are regulated using an exponential distribution at various
levels of requests per second (RPS), with each test maintained for
a duration of 30 seconds. To mitigate systematic errors, each ex-
periment averages the results from multiple test iterations across
both applications. For quantifying the accuracy of non-intrusive
tracing, the intrusive tracing framework Jaeger [29] serves as the
ground truth reference. By injecting unique contextual identifiers
(such as tracelDs) into parent and request payloads, a benchmark
for request parent-child relationships is established based on the
Jaeger context extracted from the captured request payloads. When
evaluating different non-intrusive tracing algorithms, their tracing
accuracy is assessed by comparing the tracing results against this
established reference standard.

Baselines. For the end-to-end tracing accuracy, we compare FlowS-
cope with FIFO-based DeepFlow [52] and vPath [51], as well as
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Figure 7: Collection overhead in microservice applications.

delay-based TraceWeaver [6] and WAP5 [48]. DeepFlow matches
each outgoing request with the nearest incoming request in the
same thread. vPath assumes that all outgoing requests triggered
by a single incoming request are processed by the same thread D
and correlates these outgoing requests with the incoming request
whose response is sent by D. WAP5 builds the delay distribution by
statistically analyzing the delays between each outgoing request
and its most recent preceding incoming request. TraceWeaver, on
the other hand, organizes requests according to method invocation
relationships in the test environment. For each group, it computes
the difference between the average timings of outgoing and in-
coming requests to determine the mean of the delay distribution,
subsequently modeling it as a Gaussian distribution. We randomly
select a subset of traces from the ground truth to provide the test
environment.

4.1 Overhead of Data Collection

In this experiment, we measure the collection overhead introduced
by the eBPF programs of FlowScope in both a microbenchmark
and the social network microservices application. First, we construct
a microbenchmark written in C, which consists of multiple code
segments, each repeatedly invoking one type of system call listed
in Table 1. We measure the average execution time per system
call by repeating each invocation 100,000 times and compare the
results before and after deploying the eBPF programs to quantify the
additional latency introduced by FlowScope. As shown in Figure 6,
the extra delay caused by these eBPF programs ranges between 190
and 240 nanoseconds. Compared to the inherently longer duration
of network communication operations, this overhead is negligible.
Subsequently, we further evaluate the collection overhead of
FlowScope’s eBPF programs in the real-world social network mi-
croservices application. Since each system call involves two eBPF
hooks: enter and exit, we record timestamps at the beginning and
end of each eBPF program to measure its execution time. Figure 7
indicates that the enter and exit eBPF programs introduce approxi-
mately 50 nanoseconds and 6 microseconds of additional latency,
respectively. It should be noted that the components in the social
network microservices only trigger seven types of system calls. The
longer execution time of the exit eBPF programs is due to their
responsibilities for data aggregation and copying data to user space,
whereas the overhead of the enter eBPF programs is negligible.
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4.2 Tracing Accuracy

Tracing accuracy under different loads. We test the impact of
increasing load (requests per second) on end-to-end tracing accu-
racy. Increasing the load raises the concurrency level at which the
application processes requests simultaneously. Figure 8 shows the
end-to-end accuracy of FlowScope and baseline methods under
different loads. As the load increases, higher parallelism leads to
more frequent request reordering, significantly reducing the accu-
racy of baseline methods. FIFO-based vPath and DeepFlow fail to
accurately handle cross-thread and asynchronous I/O in microser-
vice applications, leading to tracing errors. Meanwhile, delay-based
WAP5 does not account for differences in delay distributions across
methods, also resulting in tracing errors. These solutions achieve
less than 40% tracing accuracy at 1500 RPS. TraceWeaver, which
constructs method-level delay distributions, demonstrates better
accuracy but only reaches 62% at 1500 RPS. This is due to its in-
ability to accurately construct method-level delay distributions
in a dynamic method invocation environment due to component
caching, method parameter changes, etc. In contrast, FlowScope
consistently maintains more than 91% tracing accuracy through
accurately constructed method-level delay distributions, method
constraint relations, and other optimizations.

Tracing accuracy across requests binned by end-to-end la-
tency. Analyzing traces corresponding to tail latency requests is
crucial for failure diagnosis. We measure the accuracy of traces
grouped by end-to-end latency percentiles at 500 RPS. As shown
in Figure 9, incorrect traces of all baselines are concentrated in the
tail requests. This is because, in tail requests, the disorder between
incoming and outgoing requests is more severe, further reducing
the association accuracy of the FIFO-based approach, which drops
to around 40% for the tail 10% of requests. In traditional delay-
based approaches, even the most accurate solution, TraceWeaver,
achieves only 60% accuracy for the tail 10% of requests. In contrast,
FlowScope leverages method-level delay distributions and various
constraints to first associate incoming and outgoing requests with
higher probabilities of normal delays, thereby reducing interference
in tail request associations. As a result, FlowScope maintains an
accuracy of 84% even for the tail 10% of requests.

FlowScope ablation study. To quantify the benefits of different
modules for span association, we conduct ablation experiments on
FlowScope by progressively removing constraints for span map-
ping and method-level delay distributions. After removing the
method-level delay distributions, FlowScope constructs a single
delay distribution between incoming and outgoing requests for
each component. As shown in Figure 10, removing constraints re-
duces FlowScope’s tracing accuracy at 1500 RPS from 95% to 85%,
demonstrating the significant role of constraints in eliminating
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incorrect candidate mappings. It is important to note that the im-
pact of method constraints varies across components. For instance,
method invocation relationship constraints only take effect when
a component has multiple methods and the sets of downstream
methods triggered by these methods exhibit differences. After re-
moving method-level delay distributions, FlowScope’s accuracy at
1500 RPS decreases to 72%. The absence of method-level delay dis-
tributions results in the mixing of delays from parent-child request
pairs across different methods, making it challenging to accurately
evaluate the probability of candidate request mappings having a
parent-child relationship.

4.3 Case Studies

We present two use cases in which various non-intrusive tracing
frameworks are applied for microservice operation and debugging.
The results demonstrate that incorrect traces generated by exist-
ing solutions can cause operational failures and severely mislead
operators, whereas the accurate traces constructed by FlowScope
facilitate the successful execution of operational tasks.

Use Case 1: Troubleshooting tail latency requests. Microser-
vices impose stricter tail latency requirements compared to typical
cloud-based services [18, 23, 24, 35, 43]. For example, Amazon states
that a 100 ms increase in page load time leads to a 1% decline in
sales [31]. As a result, operators place a high priority on quickly
and accurately identifying faulty components that cause end-to-end
tail latency in requests. In this case, we randomly select components
in the social networking application and inject a 40 ms delay with
a 10% probability to simulate tail latency anomalies. We then em-
ploy tprof [28], a representative work for tail latency diagnosis, to
perform fault component localization using traces constructed by
different frameworks. Figure 11 shows that at 1500 RPS, the accu-
racy of fault component localization using traces built by existing
frameworks is only about 50%. This is because faulty spans are in-
correctly associated with some normal traces, leading to the failure
of fault component localization. This forces operators to manu-
ally sift through numerous incorrect results, severely impeding
fault resolution efficiency. Conversely, FlowScope’s accurate traces
achieve an 89% localization accuracy, enabling swift identification
and repair of faulty components.

Use Case 2: Critical path analysis. During the execution of a
microservice user request, the critical path is often referred to as
the longest chain of visited components [63, 66]. Operators often
analyze the critical paths extracted from traces to carry out tasks
such as locating performance bottlenecks, resource allocation plan-
ning, and response time optimization [30, 37, 47, 66]. The successful
completion of these tasks depends on the accuracy of the trace struc-
ture. In this case, ground truth trace data serves as the input to
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Figure 11: The accuracy of failure local-
ization using traces constructed by dif-
ferent schemes.

extract the actual longest k critical paths. Subsequently, the top-k
critical paths are derived from traces constructed by various non-
intrusive tracing frameworks, and their top-k hit rate is computed
against the ground truth. Figure 12 shows that when k equals 15,
TraceWeaver achieves a top-k critical path hit rate of only 60%,
while other methods reach around 20%. In contrast, FlowScope
maintains a hit rate consistently above 90%. Incorrect critical paths
can lead to the failure of various operational tasks. For example, in
resource allocation tasks, assigning more resources to components
on incorrect critical paths may result in resource waste, as these
components lie outside the actual critical paths.

4.4 End-to-end Performance

Finally, we evaluate the end-to-end performance of FlowScope.
Efficiency of trace construction. Table 2 shows the time required
by these frameworks to construct traces for varying numbers of
requests. FlowScope achieves trace construction speeds comparable
to FIFO-based solutions and is more than 10 times faster than the
delay-based TraceWeaver. This is because FIFO-based solutions
only require sorting requests and matching them in order, while
TraceWeaver employs a complex solver to compute the span set
with the highest delay probability, resulting in the lowest efficiency.
By adopting a heuristic iterative association strategy, FlowScope
significantly improves trace construction speed.

Number of Requests ~ FlowScope  vPath  DeepFlow  WAP5  TraceWeaver
8K 26.95s 1.06 s 1.36 s 14.36 s 281.56 s
10K 33.30 s 1.24s 1.64s 17.71s 347.83 s

Table 2: Comparison of time cost for trace construction.

End-to-end performance overhead. Finally, we evaluate the
impact of FlowScope on the end-to-end performance of microser-
vice applications. We use the application performance without
any tracing framework deployed as the baseline. Then, we mea-
sure the application performance after deploying different tracing
frameworks. For Jaeger, we use sampling rates of 1% and 100%, re-
spectively. Figure 13 shows that FlowScope introduces the smallest
end-to-end performance overhead. The baseline achieves a max-
imum throughput of approximately 1,749 RPS, while deploying
FlowScope results in a maximum throughput of 1,667 RPS, causing
only a 5% performance degradation.

5 Related Work

Distributed tracing. Traditional intrusive distributed tracing sys-
tems, such as Dapper [55] and Pinpoint [40], established the foun-
dation of observability. With the evolution of distributed systems,
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recent research has further advanced the field: Pivot Tracing [39]
breaks application boundaries by carrying metrics along request
flows, while [38] decouples intrusive context propagation from
cross-cutting instrumentation logic. OpenTelemetry [44] standard-
izes data collection APIs, instrumentation libraries, and semantic
conventions. The latest distributed tracing frameworks focus on
non-intrusive techniques [6, 52]. Distributed tracing is also widely
applied in performance diagnosis, fault localization, and root cause
analysis. For instance, TraceLingo [62] and DeepTraLog [64] employ
Tree-LSTM and GNN, respectively, to capture the tree-structured
patterns in traces for anomaly detection.

Causality inference. Existing work advances non-intrusive infer-
ence of request causality through multiple approaches. One method
assumes that components adopt specific thread models and infers
intra-component request execution flows by analyzing thread activ-
ities. For instance, vPath [59] identifies request processing paths by
examining thread and network activity logs, while DeepFlow [52]
tracks interactions by correlating temporally adjacent network send
and receive operations within the same thread. A second approach
focuses on analyzing the characteristics of causal delay distribu-
tions between requests [3, 6, 7, 14, 48] and selects request mappings
that align with these distributions. For example, WAP5 [48] em-
ploys an exponential latency distribution assumption to predict
service dependencies, whereas TraceWeaver [6] constructs a Gauss-
ian latency distribution by estimating the mean and variance of
causal delays. A third category utilizes language-specific instru-
mentation techniques to intercept application functions processing
requests, thereby capturing causal relationships. Examples include
SKyWalking’s bytecode injection [5] and Python’s monkey patch-
ing [53], though these are typically limited to specific programming
languages.

eBPF. In recent years, the utilization of eBPF in microservice ob-
servability has gradually expanded, primarily demonstrated in the
following aspects: DeepFlow [52] provides out-of-the-box tracing
through a network-centric tracing plane and implicit context prop-
agation. vNetTracer [58] relies on eBPF to dynamically inject user-
defined tracing programs into live virtualized networks. Viper-
Probe [33] offers dynamic sampling and in-depth, diverse, and pre-
cise collection of system metrics. CaT [19] captures both the context
and content of network and storage events. Pyroscope [1] integrates
eBPF for continuous profiling, correlating CPU/Memory/GPU flame
graphs with distributed traces.



FlowScope

6 Conclusion

In this paper, we propose FlowScope, a non-intrusive distributed
tracing framework based on method-level delay distribution es-
timation, which effectively addresses the limitations of existing
FIFO-based and delay-based non-intrusive tracing approaches in
microservice tracing accuracy. The framework leverages eBPF to
achieve language-agnostic request capture, constructs fine-grained
method-level delay distributions through cross-correlation anal-
ysis, and significantly improves tracing precision and efficiency
by integrating constraint optimization with an iterative associa-
tion algorithm. Experimental results demonstrate that FlowScope
maintains over 91% tracing accuracy even under high-concurrency
scenarios, introduces less than 5% performance overhead, and has
been successfully deployed in multiple real-world use cases.
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