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Abstract—Nowadays, idle resource makes up a non-negligible
fraction of datacenter capacity in mainstream cloud platforms.
Cloud platforms offer idle resource with low service level
objectives (SLOs) at low prices to attract cost-sensitive users.
Despite their fault tolerance, these users still want some SLO
guarantees for idle resource. Cloud platforms have started to
provide statistical SLO for idle resource, but the violations
of statistical SLOs have not been modeled and minimized. In
this paper, we propose PUVAR, a scheduling policy based on
prediction+optimization, to explicitly model and minimize the
statistical SLO violation for idle resource in cloud platforms. The
design of PUVAR possesses two major innovations: (1) explicitly
quantify prediction uncertainty of idle resource capacity and
iteratively reduce its impact on scheduling decisions; (2) treat
the SLO of idle resources as a soft constraint and minimize
its violation by two-stage scheduling of regular requests and
idle requests. We provide a theoretical convergence rate for the
parameter optimization of PUVAR. Promising results of ablation
analysis by comparison with popular baseline algorithms on
the trace of a real cloud platform indicate that PUVAR can
significantly reduce the SLO violation of idle resource with little
additional cost on the current scheduling of regular requests.

Index Terms—idle cloud resource, SLO violation, predic-
tion+optimization, uncertainty-aware scheduling

I. INTRODUCTION

Due to fluctuations in user demand over time, cloud plat-

forms usually over-provision resource at peak times while

leaving a lot of resource unused at non-peak times (idle

resource). To monetize these idle resource, mainstream cloud

platforms launch different compute instances in succession,

e.g. Amazon EC2 Spot Instance, Azure Harvesting Virtual

Machine (VM), and Spot Block VM, and Google Preemptible

VM. The idle resource is popular among a large number of

fault-tolerant but cost-sensitive users. Despite their tolerance of

low SLOs, users still want some degree of service guarantees.

Recently, Microsoft has provided statistical SLO for requests

running on Harvesting VMs [1], e.g. 60% probability for

surviving more than 1 hour, 40% probability for surviving

more than 1 day, etc. The SLO of idle resource is defined
as its eviction frequency. However, there is no optimization
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for the scheduling of requests running on idle resource, which

we call idle requests.

Previous resource scheduling and optimization problems in

cloud platforms mainly focused on regular resource. However,

idle resource brings unique challenges. We design PUVAR, a

new scheduling policy based on an uncertainty-aware predic-

tion + optimization framework, which contains the following

innovations:

1) We model idle resource SLO by eviction frequency in

each request’s life duration and relate it to the prediction

uncertainty of idle resource capacity.

2) We allow users to specify SLO requirements for idle

requests and formulate a combinatorial optimization

problem to explicitly minimize the SLO violation and

number of used machines at the same time.

3) We build a prediction model for idle resource capacity,

design a two-stage online scheduling policy, and iter-

atively optimize the prediction model and scheduling

policy in a combined way.

4) We provide a theoretical convergence rate of parameter

optimization and do ablation analysis based on trace-

driven experiments to demonstrate the superiority of

PUVAR.

II. VIOLATION MINIMIZATION PROBLEM

We explicitly model an idle request’s statistical SLO (evic-

tion frequency) by the time fraction of its life duration that the

cloud platform does not allocate resource for it. The offline

version of the statistical SLO violation minimization problem

could be formulated as follows.

Min
N∑
i=1

(vi − pi)
+ (1)

S.t. X, Y = argmin
X,Y

M∑
j=1

I[
N∑
i=1

T∑
t=1

Xijt +
L∑

l=1

T∑
t=1

Yljt > 0]

(2)

M∑
j=1

Yljt = 1, ∀1 ≤ l ≤ L, el ≤ t ≤ el + dl (3)

Yljel = ... = Ylj,el+dl
, ∀1 ≤ l ≤ L, 1 ≤ j ≤M (4)
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vi =

ei+di∑
t=ei

M∑
j=1

(1−Xijt)/di, ∀1 ≤ i ≤ N (5)

âjt = 1−
L∑

l=1

clYljt, ∀1 ≤ j ≤M, 1 ≤ t ≤ T (6)

N∑
i=1

ciXijt ≤ âjt, ∀1 ≤ j ≤M, 1 ≤ t ≤ T (7)

Xijt, Yljt ∈ {0, 1} (8)

∀1 ≤ i ≤ N, 1 ≤ l ≤ L, 1 ≤ j ≤M, 1 ≤ t ≤ T

Yljt = 0, ∀l = 1...L, t = 1...T, j /∈Ml (9)

Xijt = 0, ∀i = 1...N, t = 1...T, j /∈Ml (10)

The objective is to minimize the violation of statistical SLO,

where pi is the statistical SLO of idle request i specified by

user, i.e. eviction frequency no more than pi. vi is the actual

eviction frequency and the SLO violation is quantified by the

difference between vi and pi once vi exceeds pi. Xijt ∈ {0, 1}
indicates whether to schedule idle job i, and Yljt ∈ {0, 1}
indicates whether to schedule regular job l on machine j at

time t. Constraint (3) and (4) together ensure that the regular

jobs must be scheduled and only scheduled on one machine,

where constraint (3) means that Yljt for request l on machine

j must be the same during its entire duration el, ..., el + dl.
Constraint (4) limits that one job i can be scheduled on at

most one machine j only once at its arrival time ei. Equation

(5) defines the violation frequency of idle request i. Equation

(6) means for any machine j, at any time t, the total fraction

of idle resource equals 1 minus the total fraction of utilized

regular resource. Inequality (7) means for any machine j, at

any time t, the total demand of all active idle jobs allocated

on it cannot exceed the idle resource on that machine at time

t. Constraint (9) and (10) limit that requests can only be

scheduled on machines in its own candidate set.

III. UNCERTAINTY-AWARE PREDICTION

A. Prediction Model.

Regular user-facing workloads in large cloud platforms

usually exhibit predictable trends and weekly patterns. Ac-

cording to our observations from trace and previous work,

the total demand of regular requests in cloud platforms could

be decomposed into three components: trend, weekly pattern,

and irregular noise. We assume that the time series of regular

demand on each machine j could be approximated by a

stochastic process Rj(t) and adopt the commonly used ad-

ditive time series forecasting model for the stochastic process,

L∑
l=1

clj · I[el < t < el + dl] ≈ Rj(t) = Tj(t) + Sj(t) + εjt

(11)

where we slightly abuse the notation and denote clj as the

resource demand of regular request l on machine j and let

it equal 0 if j is not in l’s candidate machine set. The value

of Rj(t) denotes the total amount of CPU demand at time

t, Tj(t) is the deterministic trend, Sj(t) is the deterministic

cycled weekly pattern and εt is the irregular noise at time t,
which is a random variable. A set of parameters βjj′ are fitted

in a linear model to describe the relation from regular demand

to regular utilization on each machine.

For the estimation of trend Tj(t), we adopt a simple

and effective Moving Average Smoothing. Denote the last d
historical samples as R̂j(t − d), ..., R̂j(t − 1), the moving

average (MA) is

Tj(t) =
t−1∑

τ=t−d

R̂j(τ)/d (12)

where d is the parameter of time period in MA model. For the

weekly pattern, we extract a weekly template from historical

data and repeatedly apply the template as new week’s pattern

prediction. For the irregular noise, we fit its distribution by

the Gaussian Mixture Model (GMM).

B. Prediction Uncertainty Quantification.

The prediction uncertainty is introduced by the irregular

noise, which is generated from a GMM whose probability

density function (pdf) is

f(εj′t|Θ) =
K∑

k=1

wkfk(εj′t|zk, θk) (13)

where each fk(εj′t|zk, θk) is the Gaussian probability density

of a mixture component with parameters θk = (μk, σ
2
k). z =

(z1, ..., zK) is a vector of K binary indicator variables that

are mutually exclusive and exhaustive, i.e. one and only one

zk, k = 1...K equals 1 and others equal 0. wk = P (zk =
1) is the mixture weight, representing the probability that a

sample εt is generated by component k, and
∑K

k=1 wk = 1.

The complete set of parameters of the GMM is

Θ = {w1, ..., wK , θ1, ..., θK} (14)

and the cdf is

Fj′(p) = P (εj′t ≤ p) =

∫ p

−∞
f(εj′t|Θ)dεj′t (15)

We use the probability that the actual idle capacity is

less than the predicted capacity to approximate the resource

eviction probability, i.e.

ãjt = sup{γ|P (ajt < γ) < pi} (16)

Integrate constraint 16 in the violation minimization problem

and the problem becomes

P (âjt ≥ γ) ≥ 1− pi

⇒ P (1−
M∑

j′=1

βjj′ · (Tj′(t) + Sj′(t) + εj′t) ≥ γ) ≥ 1− pi
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⇒ P (
M∑

j′=1

βjj′εj′t ≤ 1−
M∑

j′=1

βjTj′(t)−
M∑

j′=1

βjSj′(t)− γ)

≥ 1− pi

⇒ ãjt = sup{γ|P (âjt ≥ γ) ≥ 1− pi}

= 1−
M∑

j′=1

βjj′Tj′(t)−
M∑

j′=1

βjj′Sj′(t)

−
M∑

j′=1

F−1
j′ ((1− pi)/βjj′) (17)

Since ãjt = sup{γ|P (âjt ≥ γ) ≥ 1 − pi} holds for

all requests i allocated on machine j, it holds that ãjt =

1 −∑M
j′=1 βjj′Tj′(t) −

∑M
j′=1 βjj′Sj′(t) − minpiF

−1
j′ ((1 −

pi)/βjj′) where i is any request that is allocated on machine

j and F−1 is the inverse cdf of GMM. This suggests that

the more strict the SLO requirement (the smaller the eviction

probability pi), the more conservative the estimation of idle

capacity.

IV. ONLINE SCHEDULING FRAMEWORK

In the online setting, regular requests and idle requests arrive

on the fly. We integrate the prediction into the optimization

problem by transforming the eviction probability to capacity

constraint using the cumulative distribution function (CDF) of

the distribution. The framework contains a prediction module

and a scheduling module. The scheduling module is divided

into two stages: scheduling regular requests (in priority) and

scheduling idle requests. The prediction module and schedul-

ing module work together in an iterative way to reduce SLO

violation for the idle resource.

A. Schedule Requests.

Currently one of the primary concerns of scheduling in

cloud platforms is to improve the machine utilization, i.e.

minimize the total number of used machines and leave as many

empty machines as possible, which is usually achieved by the

Best-Fit packing algorithm. However, for the consideration of

minimizing idle resource SLO violation, we want to even out

the regular utilization to reserve more idle resource capacity.

The well-known algorithm to achieve this goal is the Worst-Fit

packing algorithm. We reduce SLO violation of idle resource

into account when scheduling regular requests, without much

increase in the number of used machines, by a combination of

using the Best-Fit and the Worst-Fit algorithm. With a small

probability α , the scheduling of regular requests uses Worst-

Fit, and with probability 1− α the scheduling uses Best-Fit.

B. Iterative Optimization.

After each round of scheduling, PUVAR optimizes pa-

rameter α in the scheduling policy. We adopt Bayesian

optimization to optimize the relaxation probability α. The

optimization objective is not traditional prediction accuracy,

but the eventual performance of the online scheduling al-

gorithm: SLO violation, f(α) =
∑N

i=1(vi − pi)
+, which is

black-box and expensive to evaluate (need actual scheduling).

The key implementation of Bayesian optimization relies on

a surrogate function to approximate the objective function,

and an acquisition function to direct the next sampling point.

We choose the widely used Gaussion Process Regression
(GPR) equipped with Radial Basis Function (RBF) kernel as

surrogate function and the most popular acquisition function

Expected Improvement (EI) as the acquisition function,

EI(α) =

{
(f (α+) + ξ − μ(α))Φ(Z)− σ(α)φ(Z), σ(α) > 0
0, σ(α) = 0

(18)

where

Z =

{
μ(α)−f(α+)−ξ

σ(α) , σ(α) > 0

0, σ(α) = 0
(19)

Here μ and σ are the mean and standard deviation of posterior

GPR at point α using available samples. α+ is the best

point in historical samples. Φ is CDF of standard Gaussian

distribution. ξ = 0.01 is the trade-off weight of exploration

and exploitation. The next sampling point of α is chosen to

maximize the EI, i.e. argmaxα EI(α), at which point the

objective value is small (exploitation) or the uncertainty is

high (exploration).

Proposition 1: The convergence rate of PUVAR’s optimiza-

tion of α is O(1/n), where n is the number of iterations.

V. EXPERIMENT

We evaluate the performance of our proposed PUVAR

scheduling policy on AzureTracesForPacking2020 [2]. The

fluctuation of an error of our prediction model on test data

(the second week) falls below 2%, and the 95th percentile of

the fluctuation is less than 1%. Compared with purely Best-

Fit, prediction without noise, and scheduling without iterative

optimization, PUVAR does not affect the number of used

machines much, even compared with only using Best-Fit, but

significantly reduces the SLO violations.

VI. CONCLUSION

In this paper, we present PUVAR, a scheduling policy based

on an uncertainty-aware prediction + optimization framework.

PUVAR achieves a significant reduction of SLO violation

of idle resource without much increase in the number of

used machines, suggesting that cloud platforms can potentially

improve idle resource user experience significantly at little

additional cost.
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