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Abstract—In typical data center networks, an overwhelming
majority of the flows are smaller than 200 KB in size, while
most transmitted bytes are from a small fraction of large flows.
The small flows are usually from the applications interacting with
end users, thus they require small completion times. Meanwhile,
the data center owners hope to keep the high throughput of the
network to make full use of their investments on the network
devices. To reduce the completion times of small flows while main-
taining the high throughput of the network, we propose a novel
transport algorithm, SCT (Transport with Slight Congestion), in
this paper. SCT gives small flows higher priority by increasing
their congestion windows at a higher rate. Moreover, SCT keeps
the network to be in high utilization, thus the throughput of
network is guaranteed. Extensive simulations show that SCT can
reduce the average completion time of small flows by up to 48%
at the expense of degrading the throughput of network by 5%
only, compared with DCTCP.

I. INTRODUCTION

In typical data center networks, almost all the traffic are
from TCP flows [5][14], and the flows usually consist of
a mixture of small flows and large flows' [3]. For many
data center networks, particularly these supporting interactive
applications, an overwhelming majority of the flows are small
flows, while a small fraction of the large flows contribute
most of the transmitted bytes and the top 1% of the largest
flows can account for more than half of the data volume
of the network [8][3]. The small flows are usually from
interactive applications like web search, social network content
composition and advertisement selection [5], for which latency
is highly correlated with the revenue of the enterprises. For
example, Amazon found that a latency of 100 ms will cost
their sales by 1%, while Google reported that an extra 0.5 s
of page generation time will drop their traffic by 20% [1].
Thus the small flows require small completion times. On the
other hand, the large flows are usually from background traffic
such as web index update traffic [18] or batch processing jobs
such as MapReduce [10]. So the large flows usually don’t have
explicit deadlines but require a high throughput.

Notice that the latency for a packet when it is transmitted
from its sender to the receiver is mainly caused by the waiting
delay in the buffers of switches. DCTCP [5] proposes to reduce

!Considering the characteristics of flows in data center networks, we adopt
the method introduced in [15] to distinguish between small flows and large
flows, i.e., when a flow is started, it is regarded as a small flow; once its
transmitted bytes grow beyond 200 KB, it is considered a large flow.

the completion times of flows by keeping the queue length of
switches to be around a pre-configured threshold K. It requires
that active queue management schemes such as RED [11] are
implemented in switches and reuses the ECN machinery [17]
that is widely available in modern switches. When the queue
length of a switch exceeds the threshold K, the new arriving
packets will be marked with the CE (Congestion Experienced)
codepoint. The sender of a flow maintains an estimate for
the fraction of bytes marked with the CE codepoint in the
total bytes sent in last window, and takes this estimate as the
extent of network congestion. When congestion is detected,
the sender will reduce its congestion window according to
the congestion extent, and the congestion window is reduced
by half only in the worst case, while it is simply reduced by
half once congestion is detected in conventional TCP. Through
reacting to congestion timely and in finer granularity, DCTCP
avoids the queue buildup due to the large flows injecting
bytes into the network over aggressively and makes the queue
length linger around the threshold K. HULL [6] is similar to
DCTCP but it tries to keep the queue length to be zero by
leaving bandwidth headroom, avoiding the waiting delay in
switches. DCTCP and HULL perform well in reducing flow
completion times, but they fail to distinguish between small
flows and large flows. As a result, the small flows will be
blocked by large flows and their completion times will be
damaged seriously when large flows exist.

L2DCT [15] is based on DCTCP and designed to reduce the
completion times of small flows by giving small flows higher
priority than large flows. Specifically, when in congestion
avoidance phase, the congestion window of a small flow is
increased by 1 every RTT, while that of a large flow is
increased by 0.05 only. Moreover, when congestion is detected,
even if the network is slightly congested, the congestion
window of a large flow is decreased aggressively, while the
small flows respond much more slowly to the congestion
of network. L2DCT works well in reducing the completion
times of small flows, however at the expense of degrading the
throughput of large flows seriously.

We argue that an ideal transport algorithm should ensure
that 1) the small flows are transmitted with higher priority than
the large flows thus their completion times are guaranteed even
when large flows exist, and 2) the large flows are transmitted
efficiently thus the network can achieve a high throughput.
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Unfortunately, the two requirements appear to be conflicted,
since the large flows will contending for bandwidth with the
small flows once they are transmitted efficiently, which will
damage the completion times of small flows.

In this paper we try to reconcile the contradiction by
proposing a novel transport algorithm, SCT (Transport with
Slight Congestion). Our basic idea is to increase the congestion
windows of small flows at a higher rate than that of large flows
when in congestion avoidance phase. Thus the small flows will
be allocated with more bandwidth and their completion times
will be reduced. Meanwhile, the network is kept to be in slight
congestion (as in DCTCP, “slight congestion” here means that
a small fraction of the packets transmitted are marked with
the CE codepoint, but not necessarily packet drops), which
prevents the buffers of switches from being drained and the
bandwidth is in high utilization, thus the high throughput of
the network is maintained.

Extensive simulations show that SCT can reduce the average
completion time of small flows by at least 34% and by up to
50% in the best case, at the expense that the throughput of
the network is degraded by 16.5% in the worst case and by as
small as 5% in the best case. Moreover, the simulations show
that SCT can improve the completion rate of flows and reduce
the loss rate of packets significantly.

We make three contributions in this paper. Firstly, we
propose the idea of differentiating the priority of small flows
from that of large flows by adaptively adjusting the increase
rate of congestion window of large flows, as well as the idea
of maintaining the high throughput of the network through
keeping it slightly congested. Then, based on the above ideas,
we design a novel transport algorithm, SCT, to reduce the
completion times of small flows while maintaining the high
throughput of the network. Finally, we implement SCT in ns-2
simulator [2] and conduct extensive simulations to demonstrate
its performance.

The rest of the paper is organized as follows. We discuss
the related work in Section II. Then we present the basic ideas
and algorithm details of SCT in Section III. In Section IV,
we demonstrate the performance of SCT through extensive
simulations. We give our conclusion about SCT in Section V
at last.

II. RELATED WORK

Besides DCTCP and L2DCT, many previous solutions have
been proposed to reduce the completion times of small flows
in data center networks.

pFabric [7] requires every packet to take some information
(e.g. the deadline or the remaining size of the flow it belongs
to) to indicate its priority. A switch will identify the flow
to which the packet with the highest priority belongs, then
transmit the earliest packet from this flow. pFabric can achieve
the near-optimal performance, but it requires to modify both
the switches and the end hosts, which makes it difficult to be
deployed on a large scale.

Notice that fat-tree [4][12] is a widely adopted topology for
the data center networks and it contains rich equal-cost paths

between two hosts. RepFlow [21] and SmartRep [19] propose
to transmit the replicas of a small flow through multiple equal-
cost paths. The receiver will use the result from the replica
which is completed first. By transmitting the replicas of a
flow through multiple paths, the probability that the flow is
blocked by large flows is reduced and thus its completion time
is expected to be improved. But these methods are orthogonal
to other solutions and they may exacerbate the congestion by
injecting more traffic into the network.

CP [9] and E-DCTCP [13] propose to reduce the flow
completion times by explicit packet loss notification and
reacting to packet losses quickly. In CP, if a packet arrives at a
switch whose queue length exceeds a pre-configured threshold,
its payload will be cut off and then the payload-cut packet will
be transmitted as a normal packet. On receiving the packet,
the receiver records the packet loss information in a PACK
(Precise ACK) packet, which will be sent back to the sender.
In E-DCTCP, if a packet arrives at a switch whose buffer is
overflowed, this switch will mark the packet as PL (Packet
Loss), swap its source address and destination address, and
then send it back to the sender directly. As the two methods
work well in reducing the packet loss detection time, they
are irrelevant to the priority between small flows and large
flows and the completion times of small flows will be impacted
greatly by the existence of large flows.

D?TCP [18] and LPD [22] give priority to flows based on
their deadlines. A flow with closer deadline will be given
higher priority and the decrease of its congestion window will
be smaller when congestion is detected. But they require that
the explicit deadlines of flows are given, which are usually
unavailable in real data center networks.

III. ALGORITHM DESIGN OF SCT
A. Basic Ideas

As stated before, when a flow is started, it is classified
as a small flow, and it is re-classified as a large flow once
its transmitted bytes exceed 200 KB. Since the number of
large flows is far smaller than that of small flows in typical
data center networks, only a small fraction of flows are
mistakenly classified as small flows when they are started,
which is acceptable. Note that the target of SCT is to reduce
the completion times of small flows while maintaining the
high throughput of the network. The rationale behind SCT
to achieve this is to keep the network “slightly congested”
through adjusting the transmitting rate of large flows. On the
one hand, since the network is congested, which means that
a fraction of the transmitted packets encounter a queue length
greater than the marking threshold and are marked with the CE
(Congestion Experienced) codepoint for DCTCP-like transport
algorithms, the buffer of the bottleneck link is not drained
and the bandwidth is in relatively high utilization. Thus the
throughput of the network is guaranteed. On the other hand,
since the network is only slightly congested, the small flows
will encounter a “not so congested” network when they are
started even if a large number of large flows exist, which helps
to reduce the completion times of small flows.
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As in DCTCP, the sender of a flow in SCT maintains an
estimate, «, for the congestion extent of the network. « is
updated every RTT as follows:

a+—(1—-g)xa+gxF

where F' is the fraction of bytes marked with the CE codepoint
in the total bytes sent in last congestion window, and 0 < g <
1 is the weight given to this new sample.

To reduce the completion times of small flows, we highlight
the priority of small flows as follows.

From the viewpoint of the sender of a large flow, if the
congestion extent it maintains is greater than expected, it will
try to release the congestion by slowing down its sending rate.
If the network is constantly more congested than expected, it
will decrease its sending rate to the lowest possible value.
Otherwise, if the congestion extent is smaller than expected,
it will attempt to increase its sending rate to fully utilize the
bandwidth. Since the additive-increase-multiplicative-decrease
pattern of congestion control for TCP is a relatively mature
solution, we will adhere to this pattern when adjusting the
transmitting rate of a large flow. So instead of decreasing or
increasing the congestion window directly, the sender will
adjust the increase rate of the congestion window (when
in congestion avoidance phase) according to the maintained
congestion extent o.

Unlike the large flows, for a small flow in congestion
avoidance phase, if congestion is not detected, the sender will
increase its congestion window at a constant rate that is greater
than that of large flows, ignoring the congestion status of the
network. Thus small flows will be given higher priority.

B. Algorithm Details

Algorithm 1 Update the increment of congestion window.
1: when the update timer expires do
2: if a > ¢ then
ccex(1—-9=L/2)
else if oo <t then
C <= C+ Ciner X
end if
¢ < max(¢, Cmin)
¢ + min(c, ¢maz)
9: Reschedule the update timer in RT'T sec.
10: end when

t—a
t

S A

As stated above, for a large flow in congestion avoidance
phase, if congestion is not detected, its congestion window
will be increased by

cuwnd < cwnd + ¢

where c is updated every RT'T sec to respond to the congestion
status of the network. The method to update c is presented in
Algorithm 1.

At first, we configure a threshold ¢ as the target congestion
extent of the network. The sender of a large flow aims to keep
the congestion extent « it maintains to be around ¢ through

adjusting the value of ¢ periodically. If the congestion extent
« is greater than ¢, to release the congestion, the sender will
decrease c by
a—t
c—ex(1 T /2)

Thus the larger « is, the more sharply ¢ will be decreased.
When the network is extremely congested and o = 1, ¢ will
be decreased by half. On the contrary, if the congestion extent
is close to the expected value, i.e., a approaches ¢, ¢ will be
almost unchanged.

Otherwise, if the congestion extent « is smaller than ¢, to
fully utilize the bandwidth of the network, the sender will
increase the value of c as follows:

t—a

C4 C+ Ciper X ———
where c;,- 1S a pre-configured parameter and it is the largest
possible increase of c. Thus the smaller « is, the larger the
increase of ¢ will be. Especially, if @ = 0, the increase of ¢
will be ¢;,¢-. If the congestion extent is close to the expected
value, i.e., « is close to ¢, the increase of ¢ will be close to 0.

To prevent ¢ from being too large or too small, we limit the
value of ¢ into the range of [Cimin, Cmaz)-

When congestion occurs, the congestion window of a large
flow will be decreased by

cwnd < cwnd x (1 — «a/2)

which is the same as that in DCTCP.

For a small flow, if it is in congestion avoidance phase
and congestion is not detected, its congestion window will
be increased by

cund < cwnd + Crax

While the increment of congestion window is upper bound-
ed by ¢4, and can be as small as c¢,,;, for a large flow, it is
set t0 Cppq, constantly for a small flow. Thus the transmitting
rate of a small flow will be increased more quickly than that
of a large flow if they coexist in the network, giving the small
flow higher priority.

When congestion occurs, the congestion window of a small
flow will be decreased using gamma function [16] as follows:

cwnd + cwnd x (1 — a*5/2)

This gamma function allows that the decrease of congestion
window of a small flow is always smaller than that of a large
flow, and when the network is extremely congested and «
approaches 1, the congestion window of a small flow will be
decreased by half, relieving the congestion effectively.

C. Guidelines for Parameter Selection

As the increment of congestion window for a large flow
could be as large as ¢4, and that for a small flow is constantly
Cmazs t0 keep SCT stable, it is not suggested to set Cpqx
to be greater than 1. While a large c¢,,;, can guarantee that
the congestion windows of large flows increase quickly in
the worst case, a smaller c¢,,;, leaves more room for the
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small flows to increase their share of bandwidth. Since ¢ is
the target congestion extent of the network, as a smaller ¢
helps the small flows to obtain more bandwidth, it will limit
the transmitting rate of large flows more strictly and hence
negatively impact the throughput of large flows. A smaller
ciner Mmakes the large flows to recover from congestion window
reduction more slowly, which allows small flows to obtain
more bandwidth, however at the cost of possibly leaving the
network idle when there are not enough small flows to take up
the available bandwidth immediately. When choosing values
for the parameters, careful consideration should be paid to
make a reasonable trade-off.

D. More about SCT

In DCTCP, the queue length of a link will oscillate more
aggressively when more flows pass through it. This may result
in packet losses as well as leave the link idle, degrading the
throughput of the network. In SCT, suppose the flows are large
flows and ¢4, = 1 (this is the default value of ¢4, in
our simulations), the increment ¢ will be often smaller than
1, thus the aggregate increment of congestion window of the
flows will be smaller than that in DCTCP, allowing the queue
length of the link to be increased more slowly. Moreover, since
SCT aims to keep the congestion extent « to be around ¢, if ¢
is set to a reasonably small value, the decrease of congestion
window of the flows will be smaller than that in DCTCP when
congestion is detected, resulting in the queue length of the
link to be reduced more mildly. Thus the queue length will
oscillate less aggressively in SCT, which helps to reduce the
packet losses and keep the high throughput of the network.

Notice that the main feature of SCT is to adjust the
transmitting rate of large flows according to the congestion
extent of the network and both DCTCP and HULL [6] support
to extract the congestion extent from the single bit stream of
ECN marks. As SCT described above is based on DCTCP, it
can be implemented as being based on HULL as well.

IV. EVALUATIONS

In this section, we will demonstrate the advantages of SCT
over DCTCP through comprehensive simulations in the ns-2
simulator [2]. As SCT helps to keep the queue length steady
and a short queue will reduce the waiting delay experienced by
packets, we set the marking threshold K to 15. Moreover, we
set the sample weight ¢ to 1/16 when updating the congestion
extent «, which is the suggested value of DCTCP. Following
the guidelines stated in Subsection III-C, we set the parameters
of SCT as in Table I. The buffer size of a link is 100 KB, which
is able to accommodate about 70 packets given that the mean
packet size is 1500 B. To be more sensitive to packet losses,
we set RTO,,ipn to 10 ms.

Notice that DCTCP increases the congestion windows by
1 constantly, while SCT increases the congestion windows of
large flows by ¢, which is upper bounded by ¢4, = 1. When
some flow is completed and leaves its share of bandwidth
available to other flows, other flows will take up this share
more quickly in DCTCP, reducing the waste of bandwidth.
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Fig. 1. Congestion extent o and the queue length of the bottleneck link when
the number of long-lived flows increases from 10 to 40.

Thus the throughput of the network will be higher when
DCTCEP is adopted as the transport algorithm, especially when
flows enter and leave the network frequently. Our target in
SCT is to make the throughput of the network be close to
that of DCTCP while reducing the average completion time
of small flows. Moreover, as stated in Subsection III-D, in
SCT the queue length of a link is expected to oscillate less
aggressively, and the packet loss rate is expected to be low.

A. Release Congestion & Reduce Latency

In this simulation, the topology of the network consists
of a single bottleneck link and a number of (source node,
destination node) pairs connected to this link. To support a
large number of concurrent flows, we set the RTT in absence
of queuing to 1.0 ms, which is slightly greater than that in real
data center networks. There are a number of long-lived flows
transmitting from the source nodes to the destination nodes
simultaneously. We increase the number of flows from 10 to
40 and measure the congestion extent o maintained by one of
the flows as well as the queue length of the bottleneck link.

While the congestion extent o grows dramatically as the
number of flows increases in DCTCP, as shown in Figure 1,
the congestion extent o grows much more gently in SCT.
Hence SCT works well in limiting the congestion extent of
the network through adjusting the transmitting rate of long
flows, which is important for reducing the completion times
of small flows. Figure 1 further shows that the queue length in
SCT is much more steady than that in DCTCP. As proved by
later simulations, a steady queue length will help to reduce the
packet loss rate, especially when the bursty traffic is present.

Since the latency experienced by packets is mainly from the
waiting delay in the buffers of switches, SCT helps to reduce
the latency experienced by packets as well through making
the queue length closely linger around the marking threshold.
Consider a scenario of incast traffic which is widespread in
data center networks. The degree of the incast traffic is 20,
i.e., there are 20 senders sending packets to a single receiver
simultaneously. Each sender will send 20 MB of data. We
sample the queue length of the bottleneck link every 100
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TABLE 1 1
THE PARAMETER SETTINGS OF 0.8 - 1
SCT w 0.6 B
a
Coar DCTCP ——— |
Param Value 02 ST .
t 0.1 0 EE Lt
0 10 20 30 40
Cmazx 1.0 Que. Len (pkts)
s 1.0 Fig. 2. The CDF (Cumulative Dis-
wner L tribution Function) of the queue
c 1.0 (initially) length at the bottleneck link.

ps and take it as an indicator of the latency experienced
by packets. Figure 2 shows that the packets in SCT will
experience shorter latency as the 95-percentile queue length of
the bottleneck link is 29 packets with DCTCP and 18 packets
only with SCT.

B. Reduce AFCT & Maintain Throughput

The network topology in this simulation is the same as that
in the previous simulation. There are 10 long-lived flows in
the network as the background traffic. We start a number
of small flows that have sizes distributed in the range of
[2 KB, 200 KB] uniformly and arrive according to a Poisson
process. The simulation lasts for 10 s. We repeat the simulation
8 times and increase the network load caused by small flows
from 0.1 to 0.8. We will measure the average completion time
of small flows and the throughput of network. Besides, to
illustrate the benefits of SCT, we will calculate the loss rate
of packets as well as the completion rate of flows.

1 Ave. Completion Time Throughput
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Fig. 3. The AFCT (Average Flow Completion Time) of small flows, the
throughput of network, the loss rate of packets and the completion rate of
flows when the load caused by small flows increases from 0.1 to 0.8.

Figure 3 shows that as SCT degrades the throughput of
the network slightly, it reduces the AFCT of small flows
significantly. Especially, when the network load caused by the
small flows is 0.1, SCT reduces the AFCT of small flows
by 48% while sacrificing the throughput of network by 5%
only. In fact, in this simulation, SCT degrades the network
throughput by 16.5% in the worst case, while it improves the
AFCT of small flows by at least 34% and by up to 50% in
the best case. Moreover, the completion rate of flows and loss

rate of packets in SCT are always better than that in DCTCP.
For example, when the network load caused by small flows
is 0.2 the packet loss rate in SCT is 47.4% smaller than that
in DCTCP, and when the network load caused by small flows
is 0.8 the flow completion rate in SCT is 25.3% greater than
that in DCTCP. We argue that the sacrifice in throughput is
acceptable considering the gains in the AFCT of small flows
as well as the packet loss rate and the flow completion rate.

C. Simulation with Real Data Center Traffic Pattern

aggre &y

16 hosts

16 hosts

16 hosts

16 hosts

Fig. 4. A multi-layer topology of the data center network.

We will demonstrate the performance of SCT in a more
realistic scenario in this simulation. As in [20], we adopt
a single-root tree as the topology of the network (shown in
Figure 4). The network consists of a single aggregate switch,
to which 4 ToR switches are connected, and then each ToR
switch is connected to 16 hosts. The bandwidth of a host-ToR
link is 1 Gbps and that of a ToR-aggre link is 10 Gbps. The
transmission delay of each link is 25 ps. We adopt the traffic
pattern used in [7], which is from a data center supporting web
search applications. As in [7], the flows arrive according to a
Poisson process and its source node and destination node are
selected randomly among the hosts. To mimic the background
traffic, we run a long-lived flow on every host-ToR link. The
simulation lasts for 10 s.

04 F  DCTCP-All mmmm  DCTCP-Small s
035 - SCTAl E==m SCT-Small e 7
03| i
025 | |
02 I
L 0.15 |-

0.1 -
0.7 0.8

FCT(sec)

0.05 -

Load by Random Flows

Fig. 5. The average completion time of small flows as well as that of all
flows in DCTCP and SCT.

Figure 5 shows the AFCT of all the flows in DCTCP and
SCT (denoted by DCTCP-AIl and SCT-All respectively), that
of small flows in DCTCP and SCT (denoted by DCTCP-Small
and SCT-Small respectively). Obviously the performance of
SCT is always better than that of DCTCP. The best improve-
ment is achieved in the scenario where the network load caused
by random traffic is 0.3. In this scenario, SCT reduces the
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AFCT of all the flows by 38.39% and that of small flows by
42.06%. We further find that the AFCT of large flows are also
reduced, and flow completion rate in SCT is slightly greater
than that in DCTCP. This is caused by the fact that through
adjusting the transmitting rate of large flows, packet losses are
reduced and the bandwidth is utilized more efficiently.

D. Comparison with L2ZDCT

As SCT follows the line of DCTCP [5] and L2DCT [15], in
this simulation we will demonstrate the advantage of SCT over
L2DCT in maintaining the high throughput of the network.
As in Subsection IV-A, the topology of the network contains
a single bottleneck link which has the bandwidth of 1 Gbps.
We run 2 long-lived flows and a number of small flows whose
sizes are distributed uniformly in the range of [2 KB, 200 KB].
The small flows are started according to a Poisson process. We
increase the network load caused by small flows from 0.1 to
0.8 and calculate the throughput of the network as well as the
queue length at the bottleneck link.

Figure 6(a) shows that the throughput of the bottleneck link
in L2DCT is constantly smaller than that in SCT. Especially,
when the load caused by small flows is 0.1, L2ZDCT degrades
the throughput of the network by 71%, while SCT degrades
the throughput by 6% only, compared with DCTCP. This
is because in L2DCT, large flows reduce their congestion
windows over aggressively when congestion is detected, and
recover from this reduction very slowly when congestion is
released. This will leave the link idle while the large flows
have more data to transmit, degrading the throughput of the
network. Figure 6(b) shows that when the load caused by small
flows is 0.1, the buffer of the bottleneck link is frequently
drained if L2DCT is adopted. In fact, the samples where the
queue length is zero account for 92% of the 4000 samples
we collect in L2DCT, while that account for 28% of the total
samples only in DCTCP.

"; T T . 60 T T T T

2 1F . . DCTCP

Gogl ——0 | Ss 5.25 5.45 565 585 65
5 60 T T T T
8'0.6 i BCTCP i L \LZDC\T ‘
5041 L2DCT ] 055525 5.45 5.65 5.85 6s
202 SCT B 60 T T T T

f_: 0 | | |
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Load by Small Flows
(@) (®)
Fig. 6. (a) the throughput of network when the load caused by the small flows

increases from 0.1 to 0.8; (b) the queue length (in packets) of bottleneck link
when the load caused by small flows is 0.1.

V. CONCLUSION

Since the latency of interactive applications is highly cor-
related with the revenue of enterprises, and the data center
owners hope to improve the utilization of data center networks
to make full use of their investments, reducing the completion
times of small flows while maintaining the high throughput
of the network is always an important target for data center
networks. In this paper, we propose SCT to try to achieve this

target. The rationale behind SCT follows two principles: 1)
keep the network slightly congested to keep the high utilization
of the network; 2) give higher priority to small flows over large
flows when they contend for bandwidth. The performance
of SCT in reducing the completion times of small flows is
particularly outstanding when more large flows exist, while it
is lower bounded by that of DCTCP if fewer large flows exist.
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