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ABSTRACT
The multilayer network configurations are more complex and error-
prone. Modern control plane verifiers optimized for underlay net-
works exhibit limitations in scalability and interpretability when
extended to multilayer overlay networks. This paper proposes MEV,
the first control plane verifier for multilayer overlay networks. MEV
introduces a new verification method named ensemble verification,
which decouples the complex interactions and properties across
multilayer into each single layer, performing modeling and verifi-
cation within each layer independently.
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1 INTRODUCTION
Today, the overlay/underlay pattern has been successfully used in
the design of network architecture. To meet the diverse needs from
tenants, networks [2, 7] are configured with many encapsulation
protocols such as IP-in-IP [11], VXLAN [10], virtualizing a physical
underlay network into multiple and multilayer logical overlay net-
works. However, this also renders the network configuration more
complex and error-prone, which may cause widespread service
interruptions and substantial economic losses [3, 13].

Hence, numerous verification tools have been developed. One
category is data plane verifiers such as [4, 9], which analyze the
data plane snapshots (i.e., FIB) of networks and enable efficient
verification of overlay/underlay networks. However, they can only
find errors after undesirable forwarding has occurred. Another
category is control plane verifiers like [1, 5, 6, 14, 15], which take
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network configurations (i.e., control plane) as input and analyze the
resulting data plane, proactively preventing errors before deploying
buggy configurations. However, all of them focus on the underlay
network and cannot be easily extended to the overlay network due
to its unique characteristics:

(1) The sheer size of virtual networks, combined with the fre-
quent updates in overlay configurations in practice, implies a high
complexity for modern verifiers. For example, in our nationwide
network FITI [12], there are 4096 virtual networks, hosting over
100K users concurrently, with more than ten overlay configuration
updates per day to meet service requirements. However, all mod-
ern control plane verifiers work by utilizing a unified model to
abstract all protocol layers within the network and jointly explor-
ing their behaviors, which becomes increasingly complex with the
growth of network layers and size. For example, Minesweeper [5]
models the entire network as a SMT expression with thousands
of variables and solve it collectively. Furthermore, changes in the
configuration of a single protocol layer require modern verifiers
re-modeling and re-inferring all protocol layers, leading to practical
scalability issues.

(2) The complex encapsulation and propagation operations of
packets across multiple protocol layers may reduce the scalability
and interpretability of modern verifiers. For example, in Figure 1(a),
when verifying the reachability from VM1 to VM3, packets will
be encapsulated twice by VXLAN and SRv6 in modern verifiers.
Additionally, the same encapsulation and propagation of encap-
sulated packets will be redundantly carried out when it comes
to VM2 and VM4. Furthermore, consider the error in Figure 1(a)
where the misconfiguration of the SRv6 tunnel at R3 leads to the
failed establishment of the BGP EVPN neighbor between R1 and
R2, thus resulting in the unsuccessful propagation of EVPN routes
and unreachability between VM1 and VM3. However, due to the
joint exploration in unified model, modern verifiers would only
return the result "VRF1 has no route to VM3", providing little help
for operators to locate exact errors.

Hence, we propose MEV, which introduces a new ensemble
model that decomposes the entire network into multiple inde-
pendent layers. As shown in Figure 1, MEV first collects network
configurations, and then constructs specific and independent mod-
els for each protocol layer, conducting route computation within
each single layer scalably. Finally, MEV performs verification in
each encapsulation protocol layer independently, ensuring high
scalability and interpretability.

2 OUR APPROACH
During the modeling and verification, we primarily encounter two
challenges: (1) How to decouple the complex interactions between
protocols into each single layer, i.e., the successful establishment
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Figure 1: The workflow of MEV with a walkthrough example network
of the iBGP neighbor between R3 and R4 relies on the reachability
of IP3 and IP4 provided by ISIS; (2) How to decouple the property
requiring verification across multiple layers into dependent sub-
properties within each single encapsulation protocol layer, i.e., the
packets for verifying reachability between VM1 and VM3 will be
encapsulated into VXLAN and SRv6 tunnels and propagated within
different layers. We address these challenges by the following two
designs: dependency topology and property dependency graph (PDG).

2.1 Layer Model with Dependency Topology
The complex interactions between different layers in the control
plane mainly fall into two categories: route redistribution and route
propagation dependency. (1) Route redistribution refers that routes
in certain protocol layer may be imported from or exported to an-
other layer. To this end, we reserve redistribution interfaces for
each protocol layer model to maintain redistributed routes from
other layers. (2) Route propagation dependency implies that rout-
ing at a certain protocol layer may require communication support
from other layers as the example in challenge 1. We address this
problem based on a fundamental observation: routing protocols are
generally designed to operate on their own graphs, the successful
construction of which relies on other layers. For example, the goal
of R4 in BGP layer is to directly propagate BGP routes to its BGP
neighbors R2 and R3. Hence, we construct a dependency topology
for each layer based on their configurations: abstracting routing
nodes of each protocol layer and adding an edge between nodes if
they have adjacency relationship within this layer, which carries
the dependency conditions of communication between them. For
example, in the EVPN model of Figure 1(b), we construct a direct
edge between R1 and R2 according to their EVPN configurations,
and add the dependency (reachability of their loopback addresses)
to the edge. Then, routing operations can be performed through
route propagation in their own dependency topology, carrying corre-
sponding dependency conditions, avoiding interactions with other
layers. This allows us to construct specific and independent models
for each layer, and perform independent route computation under
the assumption that dependencies are satisfied.

2.2 Verification Based on PDG
During property verification, RIB entries matched by packets may
have dependencies on other layers, i.e., in Figure 1, whether 𝑟1
can reach VRF1 depends on the reachability between IP1 and IP2.
Besides, packets may need to be encapsulated and propagated
with new headers in different layers as the example in challenge

2. Hence, the sub-properties decoupled from property to be veri-
fied are mainly from two categories: (i) dependencies of matched
routing entries in this layer. (ii) dependencies of the propagation of
encapsulated packets within other layers. To this end, we utilize
property dependency graph to reveal these relationships:

First, we identify the property requiring verification and add it as
a node to the PDG. During verification of it, when a packet needs to
be encapsulated into a tunnel and propagated within another layer,
we directly transmit the packet to the tunnel endpoint (i.e., vtep) and
add a node corresponding to sub-property from category ii in the
PDG. For example, in Figure 1(c), when verifying property P1, we
directly transmit the packet with destination IP8 from R1 to R2, and
add node P2 for the verification of the packet which is encapsulated
with destination address IP2 by VXLAN. Besides, we also add nodes
corresponding to sub-properties from category i to the PDG, if the
routing entries matched by packets have dependencies on other
layers, i.e., P3. Finally, we repeat this process until all properties
have been successfully verified.

In this way, we achieve the following benefits in scalability and
interpretability: (1) Avoiding complex encapsulation operations and
redundant property verifications, i.e., when there is a new reacha-
bility property from VM2 to VM4 requiring verification, due to the
same decoupling operations as P1, we just need to get the verifica-
tion result of P2 from the PDG, avoiding redundant propagation. (2)
Providing more precise error localization at the level of minimally
violated property. For example, re-considering the error in Figure
1(a), we can ascertain that the unreachability between VM1 and
VM3 is due to the violation of P6 which verifies the reachability
between SRv6 segment identifiers (SIDs) of R3 and R4.

3 PRELIMINARY RESULTS
We have implemented a prototype of MEV in Java and evaluated
it in a synthetic network whose topology is from the Topology
Zoo [8]. The network runs BGP and EVPN, and consists of 174
nodes and 50 VXLAN tunnels. MEV finishes the verification in
20 seconds, and reduces time consumption by approximately 80%
when verifying overlay configuration updates, i.e., adding tenants.
In future, we plan to generalize MEV to more protocols and apply
it to the NOC of FITI [12].
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