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Abstract—Segment Routing over IPv6 (SRv6) is widely
deployed, where operators construct numerous parallel SR-based
network slices. An accurate diagnosis of latency bottlenecks in
SRv6 tunnels is essential to maintain service-level objectives.
However, building a distributed, at-scale probing system is non-
trivial: SRv6 priority policies, SR-aware multipath forwarding,
and slice isolation collectively invalidate assumptions made by
existing diagnostic methods. In this paper, we present SRmesh, a
distributed system for diagnosing latency bottleneck links in SRv6
networks. First, we adopt distributed SR-based probing agents
to control routing paths and ensure that probe packets emulate
per-slice production traffic. Second, we employ a latency-based
multipath inference that runs in parallel across slices to resolve
SR-induced routing ambiguities. Third, we introduce a slice-
parallel progressive diagnosis that incrementally reuses probe
results to reduce redundant measurements, optimizing diagnostic
overhead for large-scale SRv6 overlay networks. We implement
a prototype of SRmesh and conduct extensive evaluations on
247 real network topologies. The results indicate that SRmesh
achieves high diagnostic accuracy with a 93.4% reduction in
probe overhead, demonstrating its practicality and scalability in
large-scale SRv6 environments.

Index Terms—Segment routing, IPv6, latency bottleneck, net-
work slicing.

I. INTRODUCTION

SEGMENT Routing (SR) has been widely adopted in
various networks [1], such as Software-Defined Wide Area

Networks (SD-WANs) that interconnect distributed sites. They
require fine-grained traffic engineering (TE) [2] and use SR
over IPv6 (SRv6) to deliver multiple, parallel network slices,
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each configured to meet specific Service Level Objectives
(SLOs), including latency demands. For example, latency-
sensitive slices are provided for services such as remote
healthcare [3], electronic financing [4], and vehicular commu-
nications [5]. Operators must identify and rectify bottlenecks
in these parallel slices if the end-to-end latency exceeds
established thresholds.

Diagnosing latency bottlenecks in SRv6 networks remains
challenging due to several problems. First, it is difficult to
accurately reflect the behavior of the actual service traf-
fic. Measurement methods must avoid generating misleading
results that may result from packet prioritization and firewall
filtering. These phenomena are common in SRv6 networks
supporting multiple parallel slices. Second, multipath routing
from SR complicates the diagnostic process. The algorithm
must be able to locate the bottleneck link among multiple
potential paths with precision. Third, the solution must main-
tain low overhead to remain practical in large-scale SRv6
overlay networks.

Existing approaches fall into two categories, passive and
active measurement. Passive approaches [6], [7], [8], [9],
[10], [11], [12], [13], [14] cannot provide early warnings for
links that may experience future latency anomalies such as
backup or rerouted paths during failures, and they also cannot
offer reliable performance estimates required for dynamic
SR TE optimization. Active approaches can be further clas-
sified into in-network and host-based approaches according
to the necessity of modifications to network devices. In-
network approaches [15], [16], [17] require changes to all
forwarding devices, which makes them impractical for SR
deployments aiming to support incremental implementation.
One motivation for adopting SR is to avoid modifications
to existing infrastructure. Host-based approaches [18], [19],
[20], [21], [22], [23], [24] usually incur significant probing
overhead, and the probe packets may not follow the same
forwarding paths as actual service traffic. In addition, multi-
path routing in SR introduces further complexity in bottleneck
diagnosis.

Vision. We aim to develop a lightweight, accurate, and
fast distributed probing system for locating link-level latency
bottlenecks in SRv6 networks. Similar to BFD [25], [26], a
primary application of such a system is to enable rerouting
decisions once a bottleneck is identified. In addition, the
latency measurements collected by distributed probing agents
during the process can serve as precise inputs for rerouting
orchestration, thereby improving the accuracy of TE decisions.

A latency bottleneck link is defined as a link whose per-
formance violates predefined latency objectives. In a properly
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functioning network, the latency of each link remains stable
over time. These latency objectives can be obtained from
empirical measurements by multiplying periodic latency val-
ues with a redundancy factor or can be statically configured
by network operators. The scope of this work does not include
root cause analysis or remediation mechanisms.

SRmesh. We propose SRmesh, a host-based distributed
probing system specifically designed for SRv6 networks to
diagnose link-level latency bottlenecks in parallel slices. In
contrast to existing approaches, SRmesh achieves precise
localization of problematic links while maintaining low over-
head. To achieve these goals, SRmesh facilitates both efficient
distributed probing and accurate diagnosis with the following
novel designs:

First, we design the distributed agent for precise and
impartial latency measurement in SRv6 (Section III-A). To
eliminate path asymmetry, we embed forward and reverse SR
paths in the probe packets. Furthermore, we improve TCP-
based probing, accelerated by the extended Berkeley Packet
Filter (eBPF) [27], to reduce overhead while preserving the
behavioral fidelity of actual service traffic.

Second, we propose multipath inference to estimate Equal
Cost Multipath (ECMP) routing selections in SR by minimiz-
ing discrepancies from measurements collected via distributed
probing (Section III-B). The design transforms routing uncer-
tainty into a constraint system and, using a greedy algorithm
together with a specialized error-resolution solver, infers the
path selections of the actual probe packets issued by dis-
tributed agents.

Lastly, we introduce the progressive diagnosis to reduce
probing overhead without dependence on particular topologi-
cal configurations (Section III-C). Our diagnosis incrementally
reutilizes the results of existing probes to infer unmeasured
paths, achieving efficient coverage through a progressive strat-
egy.

Our contributions are summarized as follows:

• We conduct a wide study of the new requirements
imposed by latency bottleneck link diagnosis in SRv6
networks (Section II).

• We design and implement SRmesh, a scalable and
accurate diagnosis framework for SRv6 networks. It
integrates distributed probing, multipath inference, and
progressive diagnosis to localize bottleneck links with
minimal overhead (Section III).

• We perform a comprehensive evaluation of SRmesh,
demonstrating its effectiveness in accurately identifying
bottleneck links. Experiments on real topologies show
that SRmesh achieves high diagnostic accuracy while
reducing probe overhead by 93.4%. To further validate
the practical viability of SRmesh, we deploy a prototype
in a controlled testbed environment (Section IV).

This paper serves as an extended version of a prior work
published in the proceedings of the 33rd IEEE International
Conference on Network Protocols [28]. Compared to the
previous work, this version includes (1) several new sections
about distributed system deployment, diagnostic-related error
resolution algorithms, and parallel processing, and (2) new
evaluation results using a comprehensive set of 247 real
topologies. Other sections are heavily revised with new content
or have been deleted. We open-source our SRmesh prototype
at https://github.com/DeepShield-AI/SRmesh

Fig. 1. Diagnosing in SRv6-based SD-WAN. Sites connect through Customer
Premises Equipment (CPE) devices, which assign traffic to parallel slices.
Probing only low-priority slices yields erroneous results.

II. BACKGROUND AND MOTIVATION

A. Operator Concerns in SRv6 Networks

SR is a source routing paradigm that encodes paths or
functions as segments contained within the Segment Routing
Header (SRH) of a packet. In SRv6, each Segment Identifier
(SID) is a 128-bit address that can incorporate a slice identifier,
thereby enabling the SID to represent both forwarding behav-
ior and slice semantics. The ingress node appends the SRH,
and packets are then forwarded according to the segment list,
with each intermediate node processing the active segment as
the destination address.

SRv6 can be employed to construct parallel network slices,
where each slice corresponds to a logically isolated service
plane with specific performance or policy requirements. By
assigning distinct SIDs and segment lists to individual slices,
SRv6 enables traffic differentiation and resource allocation
within a shared physical infrastructure.

The architectural simplicity of SRv6 makes it well suited
to dynamic networking scenarios such as SD-WAN [1]. Nev-
ertheless, such environments are susceptible to gray failures
that impair performance by inducing abnormal latency while
avoiding total service disruption [29].

B. New Requirements for Diagnosis in SRv6 Networks

Requirement 1: Efficient distributed probing agent that
generates deterministic probe packets using SR. In cur-
rent SRv6 networks, probe packets are generated primarily
using ICMP-based or UDP-based techniques [30], [31], [32],
including SR Ping and SR Traceroute. Nevertheless, packets
from certain protocols may have lower priority in the network,
which can lead to misleading results. Second, specific network
devices, such as firewalls, may restrict certain types of traffic,
resulting in probe failures. In network environments where
TCP traffic dominates and is prioritized, TCP-based probing
tools should be used. In addition, these tools should be
considered complementary rather than substitutive.

In addition, SRv6-based slicing can further aggravate this
problem. As illustrated in Fig. 1, a router failure may initiate
rerouting based on probing traffic originating from a low-
priority slice, which reports a 6 ms path, while the optimal
4 ms path for the high-priority slice is overlooked. This
discrepancy results in inefficient routing decisions and perfor-
mance degradation. To mitigate such suboptimal outcomes, SR
measurement mechanisms must accurately reflect the behavior
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Fig. 2. Multipath diversity in normal routing vs. SR. SID-related constraints
limit path options.

of actual traffic flows to ensure that path selection aligns with
service priorities.

Challenge for R1: Deterministic operation requires the
completion of slice-level probing and the inclusion of the
corresponding SRH in each packet. In addition, the probing
mechanism demands explicit control of both the forward and
reverse transmission paths by means of SRHs. This operation
results in additional header overhead, which heightens the
probability of exceeding the Maximum Transmission Unit
(MTU) limit and may consequently lead to packet fragmenta-
tion or reduced transmission efficiency.

Requirement 2: Fast and accurate diagnosis from
inferring distributed probing results. In SRv6 networks,
multipath routing introduces uncertainty in the routing trajec-
tories of probe packets. The precise path traversed by each
probe is indeterminate, thereby complicating the association
of observed performance metrics with specific links. As illus-
trated in Fig. 2, SR-based multipath differs fundamentally
from conventional multipath routing. In SR, the source node
explicitly specifies a sequence of intermediate nodes that the
packet must traverse, enabling fine-grained control over the
forwarding path. However, multiple alternative paths may still
exist between any two segments within the segment list, and
this multipath behavior arises only among nodes possessing
SIDs. This intrinsic characteristic provides additional topolog-
ical and structural information that can be leveraged to enhance
the diagnosis and resolution of multipath-related performance
issues.

Moreover, SR paths are inherently unidirectional, and when
bidirectional lists are established [33], the presence of mul-
tipath between SIDs can introduce path asymmetry. This
asymmetry invalidates the common assumption that one-way
latency equals half of the Round-Trip Time (RTT), thereby
resulting in non-deterministic path measurement and reduced
accuracy in latency estimation.

Challenge for R2: SR introduces path variability due to
ECMP among SIDs. Consequently, diagnostic analysis must
consider all feasible path combinations, rendering the problem
NP-hard since the number of possible paths increases exponen-
tially with network scale. Hence, it becomes crucial to design
efficient polynomial-time approximation algorithms capable
of accurately capturing network behavior while maintaining
computational tractability.

Requirement 3: Cost-effective probing in large-scale
SRv6 networks. In traditional networks, each router is config-
ured with a distinct IP address. By contrast, SR-based overlay
networks adopt a two-dimensional addressing scheme. In this
scheme, the address of a physical node together with a slice
ID identifies a logical node inside a slice. In large-scale SRv6
deployments that may comprise hundreds of physical nodes,
a single router can belong to thousands of slices.

Fig. 3. Distributed probing redundancy under full-mesh measurements in
Bellcanada, UsSignal, and VtlWavenet topologies. For each pair, paths follow
shortest path routing, and the amount of redundancy is obtained through graph
theoretic analysis.

TABLE I
A SUMMARY OF EXISTING APPROACHES

The probing overhead can be illustrated by an example.
Consider an overlay network that contains 100 physical routers
and 4,096 slices. Under these conditions, Pingmesh [18]
generates approximately 5,000 probing paths in the physical
network, while the overlay network requires over 20 million
probing paths, resulting in an increase O(103).

However, a large proportion of the probes are redundant. As
shown in Fig. 3, under a full-mesh probing scheme, many links
are measured repeatedly, with links probed more than 1,400
times. This redundancy becomes increasingly severe in large-
scale topologies and provides little diagnostic value while it
consumes significant resources.

Challenge for R3: In structured networks exemplified by
data center networks (DCNs), the topology shows regular
patterns that support efficient probing strategies. In contrast,
SRv6 networks do not exhibit fixed structural regularity. The
challenge is to design scalable algorithms that, using a limited
number of probes, can cover all slices and their SR paths
while still achieving accurate localization of performance
bottlenecks.

C. Motivating SRmesh
We divide existing probing approaches into host-based

probing and in-network probing, depending on whether
modifications to network devices are required. A summary of
this categorization is presented in Table I.

In-network probing incurs significant overhead and
lacks scalability in SRv6 networks. NetVision [15] attaches
two separate label stacks (SR stack and INT stack), which
increases additional overhead. As probes traverse the network,
SR labels are popped to guide forwarding and INT labels
are pushed to record telemetry information. V-Trace [16]
installs measurement rules on virtual forwarding devices to
trace packets with fine granularity. Because rules must be
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Fig. 4. Overview of SRmesh.

configured on every forwarding device, sustained deployment
reduces forwarding performance, with an average degradation
of about 6% per rule. Zoonet [17] enables tracing at each hop
and supports probe pruning, but similarly requires modifying
every device in the forwarding path, which makes adoption
difficult in SRv6 networks operated by ISPs.

Host-based distributed probing lacks determinism and
struggles with multipath ambiguity. Pingmesh [18] and
VNET-pingmesh [21] perform end-to-end full-mesh probing,
but introduce significant overhead and are sensitive to mul-
tipath effects. To mitigate these challenges, RD-Probe [23],
based on IP-in-IP [34], combines randomized and determin-
istic strategies to balance path coverage and measurement
cost. The key limitation lies in the fact that the RD-Probe
is designed primarily for DCNs. Similarly to a range of active
probing approaches [20], [22], [24] developed for packet loss
detection in DCNs, it cannot be easily extended to general
SR networks. DCNs have structured topologies that facilitate
the design of probing schemes. However, SRv6 networks
use topologies that cannot be predicted in advance, making
the design process more difficult. SCMon [19] targets SR
networks and mitigates multipath ambiguity by adjusting IGP
weights within the monitoring plane. Nevertheless, it does not
support slice-level monitoring, as the monitoring plane cannot
differentiate between SR slices. Meanwhile, probe packets,
typically ICMP, are deprioritized in the network, making them
susceptible to misleading latency or loss measurements. Such
probes cannot guarantee stable traversal paths under multipath
routing, leading to inconsistent results.

III. SRMESH FRAMEWORK

We illustrate the overall architecture of the SRmesh in
Fig. 4. SRmesh has two main components: distributed agent
and server. The server obtains network configuration infor-
mation from the network operator via an interface. The inputs
include the physical topology and the SR configuration that
specifies the slice-related information ( ).

The SR configuration defines a series of overlay networks,
where each overlay is associated with one slice. These overlays
induce logical paths on the shared physical infrastructure. As
shown in Fig. 4, different slices use different SRv6 SID ranges
(e.g., A1:1::C1 for Slice A and A1:2::C1 for Slice B), although
they traverse the same physical nodes.

Based on the configured slice-specific SIDs, the controller
derives a set of slice-sensitive forwarding paths and distributes

the corresponding probing plans to the agents ( ). SRmesh
ensures that probes follow the same SID lists as actual
service traffic, preserving the slice-level path semantics during
performance measurement.

The agent is instantiated on selected container nodes, virtual
machines, or physical servers. It uses predefined eBPF hooks
together with probing extensions to collect probing data ( ),
which is then delivered to the server ( ). The interaction
from ( ) to ( ) progresses in a progressive manner until
the diagnosis is completed. The system finally reports the
bottleneck links and, for each link, provides its logical rep-
resentation within the SRv6 slice or policy together with the
corresponding physical path in the underlying topology ( ).

A. Distributed Agent

Distributed agents in SRv6 networks are responsible for
performing deterministic probing, which is required for an
accurate diagnosis of bottleneck links. For these agents, deter-
minism means removing uncertainty on both forward and
reverse paths so that asymmetry-induced bias is avoided and
the forwarding treatment of production traffic is matched,
without perturbation from priority-based scheduling. Tradi-
tional tools such as ping do not satisfy these conditions,
because their probe packets can be filtered or handled with
lower forwarding priority and therefore fail to reflect the
behavior of in-tunnel business traffic, in particular TCP-based
services.
? DESIGN 1: SR-based loopback probe. In response,

SRmesh adopts a TCP-based active probing method for the
measurement of SR tunnel quality, which must overcome
several main challenges. One concern is path asymmetry,
which may cause measurement errors. The second issue is
scalability. The baseline method must establish thousands of
TCP sessions per second, which risks exhausting resources.

Probe packet. In SRv6 networks, routing from a source SID
to a destination SID usually depends on ECMP hash functions
that operate on the five tuple. This behavior often produces
different forward and reverse paths. To mitigate this issue,
we adopt a deterministic probing mechanism. At the sending
node, the SR list is derived from the SR configuration and
placed in the packet payload together with a timestamp and
the SR list for the return direction. When the probe reaches
the receiving node, and before it enters the SRv6 processing
pipeline, the agent reads the return SR list from the payload
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Fig. 5. SR-based loopback probe. Reverse SR lists are embedded to enable
reverse path traversal, yielding RTT under multipath.

Fig. 6. TCP Acceleration. eBPF bypasses TCP kernel handling to accelerate
RTT measurement.

and builds a new SRH that explicitly specifies the reverse
source route. The sender then computes the RTT using the
timestamps. If the ingress router has a SR policy configured,
the host inherits the corresponding SR list and embeds it into
the probe. Otherwise, the host constructs a minimal SR list
from the network topology and configuration.

SRH control. The SR list contains entries that describe
possible reverse paths for multiple SID pairs. For example,
when several paths exist between nodes B and E, a reverse
SR list from B to E is placed between E and B, as illustrated
in Fig. 5. At the receiving node, before further processing, the
SR list carried in the payload is written into the packet. In
this way, the packet traverses the multiple SID paths and the
measured latency corresponds to the cumulative latency along
a sequence of predetermined paths. When the reverse SR list
is omitted from the header of the forward probe, the responder
agent inserts it on the return path so that the overall length of
the SR list is reduced by half.

TCP acceleration. The agent applies eBPF to attach
to kernel-level TCP state transitions and thereby mitigates
the inefficiencies of traditional TCP probing, as illustrated
in Fig. 6. When TCP SYN packets are intercepted before
entering the protocol stack, SRmesh produces and returns
RST responses locally. In this way, RTT measurement is
accelerated without establishing complete TCP connections,
and the overhead associated with traditional TCP connection
establishment is reduced. Compared with implementations in
the user space, eBPF supports packet processing with lower
latency and reduced CPU utilization. In networks that contain
up to thousands of slices, this acceleration is necessary to
maintain responsiveness.

Distributed system deployment. The probe data uses
distributed storage, remaining only at the probe source to
avoid data synchronization issues. It is periodically uploaded
to a central server and released upon confirmation to reduce

the burden on the distributed agent. A maximum number
of storage entries should be set during coding to prevent
exhausting device storage in case of server connection failures.

SRmesh supports partial deployment, where only a subset
of routers hosts probing servers. To preserve deterministic
probing, SRmesh introduces a springboard-router mecha-
nism. This mechanism logically equips every router with
probing capability. For a router without a local server, a
springboard router sends two probes for each measurement.
One is a synthesized probe that reproduces the target router’s
intended probing behavior and carries an appended SR round-
trip segment to the target router. The other is a baseline
SR round-trip probe between the springboard router and the
target router. SRmesh subtracts the baseline metric from the
synthesized metric to recover the target router’s measurement
result. This overhead is limited, as each measurement adds
only one extra probe and one SR round-trip traversal between
the springboard router and the target router.

B. Multipath Inference
The multipath makes the attribution of end-to-end latency

uncertain because a single measured latency value can arise
from any one of several internal paths. The resulting constraint
system for these latency observations therefore contains deter-
ministic constraints, such as algebraic equalities, together with
uncertain constraints, such as disjunctive expressions. Solving
this system is computationally intractable, because the number
of possible path combinations grows exponentially with the
size of the network, which makes the problem NP-hard. The
model is specified as follows.

min
mX

i=1

ˇ̌̌̌
ˇ̌ nX

j=1

ai j · x j +

S iX
s=1

nX
j=1

yi js · x j − di

ˇ̌̌̌
ˇ̌ (1)

Subject to:
nX

j=1

yi js = 1, ∀i ∈ {1, . . .,m}, ∀s ∈ {1, . . ., S i} (2)

x j ≥ 0, ∀ j ∈ {1, . . ., n} (3)
yi js ∈ {0, 1}, ∀ i ∈ {1, . . .,m},

j ∈ {1, . . ., n}, s ∈ {1, . . ., S i} (4)

The objective in (1) minimizes the sum of the absolute devi-
ation between the predicted and observed end-to-end delays
di, where x j denotes the delay of the link j, and yi js selects
the uncertain link j in the segment s for the path i, which
contains S i multipath segments. For each given path i, the
predicted delay is expressed as the sum of two components,
namely the delays on known links j with coefficients ai j
and uncertain links. Constraint (2) enforces that exactly one
uncertain path is chosen in every segment, with yi js indicating
valid candidates. Constraint (3) ensures that delays are non-
negative, and constraint (4) sets y as binary.

Existing approaches to handling multipath rely on extensive
probing. For example, the value of the Flow Label [35] field in
the IPv6 header can be varied to trigger different ECMP paths.
Under this strategy and using coupon collector theory, all
links are expected to be covered. In practice, the system may
transmit thousands of packets, each with a different ECMP
hash value, and assume that this volume achieves complete
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Algorithm 1 Greedy Inference
Input: Cd, Cu, E
Output: S: Estimated values to unknown latencies
1: S ← ∅
2: for each c ∈ Cd do
3: Solve c by elimination, update S
4: end for
5: while S is updated do
6: for each cu ∈ Cu not fully resolved do
7: Vc ← {κi + αi | ∀κi ∈ (αi, κi) ∈ cu}

8: Partition Vc into {G1,G2, . . .} where ∀vp, vq ∈ Gk,
|vp − vq| ≤ E

9: for each Gk do
10: Randomly select representative v∗k ∈ Gk

11: Tentatively assign κi ← v∗k for (αi, κi) ∈ Gk

12: Compute induced error Ek

13: end for
14: if ∃ Gk with acceptable Ek then
15: Choose G∗ = arg mink Ek

16: Update S with assignments from G∗
17: end if
18: end for
19: end while
20: for each unresolved cu ∈ Cu do
21: Compute mean v̄← 1

|Vc |

P
v j∈Vc

v j

22: Assign d j ← v̄ for all (ai, d j) ∈ cu and Update S
23: end for
24: return S

path coverage. However, this cost-insensitive probing increases
the number of probe packets.
? DESIGN 2: Multipath inference based on latency

analysis. In multipath routing scenarios, SRmesh applies an
iterative greedy procedure to support diagnosis, as summarized
in Algorithm 1. This procedure infers routing paths by inter-
preting end-to-end latency measurements while enforcing the
constraints.

The inference procedure first processes deterministic con-
straints Cd through algebraic elimination, directly obtaining
latency values from exact constraints (lines 2 to 4). Each
uncertain constraint cu is expressed as a collection of pairs
(α, κ), where α denotes a known latency and κ denotes an
unknown latency to be estimated. For each constraint c, the set
Vc gathers these unknown values for further processing (line
7). Following deterministic resolution, the algorithm evaluates
the candidate latency values for each remaining disjunctive
constraint Cu and organizes them into clusters G according
to a proximity threshold E (line 8). Within each cluster, a
representative value v∗k is selected (line 10) and tentatively
assigned (line 11), while the induced error Ek is calculated
for each assignment (line 12). The assignment with the least
permissible error is utilized to revise the solution set (lines 14
to 16). This loop proceeds iteratively because newly resolved
values can simplify additional constraints and enable further
updates. If certain disjunctive constraints remain unresolved
after the greedy inference step, the algorithm computes the
mean of the candidate values in each group and assigns this
mean as an approximation (lines 20 to 22). The procedure
continues until no further updates are possible.

Fig. 7. Example of multipath inference. Candidate latencies are grouped by
proximity, while the impact of outliers is handled by robust error evaluation.

To make the procedure more explicit, consider the example
in Fig. 7. In the presence of disjunctive constraints such
as d1 + (da ∨ db ∨ dc) = b, the algorithm examines the
differences between candidate latency values, such as |da − db|

and |db − dc|. If the absolute difference between any pair of
candidates is larger than the threshold E, the corresponding
values are interpreted as belonging to different route paths. If
the difference remains within this threshold, the corresponding
values (e.g., db and dc) are grouped and a representative
value is selected to approximate them. The algorithm greedily
proceeds to assign values that reduce the overall approximation
error. In a corner case, a latency increase on one link may be
offset by a latency decrease on another. In practice, this risk is
mitigated by the multipath design, since a faulty link typically
appears in multiple probe paths.

Calculation of error. During deployment, probes occasion-
ally fail or exhibit abnormal latency. This poses a significant
challenge to the SRmesh, as these anomalous values can
lead to diagnostic errors, particularly in error calculation.
Therefore, we propose a novel error calculation method.

For a tentative assignment generated from cluster Gk on an
unresolved constraint c, let r j denote the induced residuals
after substituting the current estimates into the end-to-end
latency equations. We estimate a robust scale σ̂c = MAD(r)
and form standardized residuals r̃ j = r j/σ̂c, so that the data–fit
term has bounded influence:

Efit
k =

X
j∈c

ρδ(r̃ j), ρδ(x) =

8̂<̂
:

1
2

x2, |x| ≤ δ,

δ

�
|x| −

1
2
δ

�
, |x| > δ,

(5)

which preserves quadratic sensitivity near zero and limits
the leverage of large deviations. To avoid spreading a true
bottleneck across many links, we penalize latency increments
∆di = di − d(0)

i relative to a baseline via a sparsity prior
(optionally grouped by paths P):

Esp
k = λ

X
i

wi |∆di|+ λg

X
g∈P

‖∆dg‖2, (6)

where wi compensate for heterogeneous scales and ‖∆dg‖2
concentrates changes on few routes. The composite score used
at Algorithm 1 (line 12) is

Ek = Efit
k + Esp

k , (7)

and the greedy update accepts the feasible assignment with
minimal Ek. If a constraint remains unresolved, its unknown
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Fig. 8. Workflow of topology-independent progressive diagnosis.

segment is filled by the robust aggregator that minimizes the
weighted absolute deviation over its candidate set Vc,

m? = arg min
m

X
v j∈Vc

w j |v j − m|, (8)

i.e., the weighted median, which yields an estimate less
sensitive to outlying candidates and consistent with the above
objective.

C. Progressive Diagnosis
SRmesh aims to maintain complete path coverage across

arbitrary topologies while lowering the required number of
probes. A straightforward baseline performs full-mesh probing
inside each slice, which leads to substantial resource con-
sumption. In contrast, the progressive diagnosis in SRmesh
adopts a partitioned and staged probing strategy that preserves
coverage and at the same time reduces overhead. A central
challenge is to keep this efficiency under diverse topologies,
because structural differences among networks influence how
effective a given probe planning scheme can be.
? DESIGN 3: Topology-independent progressive diag-

nosis. First, SRmesh employs a divide-and-conquer strategy
that partitions the network into sub-networks with dense
connections inside each partition. The algorithm remains inde-
pendent of the specific topology and does not rely on any
particular structural pattern. Second, progressive probing is
applied; once a long path has been verified, shorter paths inside
the same partition can be inferred, which reduces redundant
probes. In addition, cross-slice links are scheduled with high
priority in early probing so that failures that may influence
multiple slices can be detected quickly, as shown in Fig. 8.

To formalize the problem, we introduce a model for allocat-
ing probes among multiple network slices, with emphasis on
coverage. The objective is to lower probing overhead while
still capturing inter-slice dependencies and ensuring that all
relevant paths are exercised. The model is specified as follows.

min
NX

i=1

X
u,v∈Vsi

Xsi (u, v) (9)

Subject to:

Ysi (u, v) ≥ 1, ∀(u, v) ∈ Esi (10)

Ysi (u, v) =
X

u,v∈Vsi

Xsi (u, v) · Asi (u, v) (11)

Xsi (u, v) ≤ Asi (u, v), ∀u, v ∈ Vsi (12)
Xsi (u, v) + Xsi (v, u) ≤ 1, ∀u, v ∈ Vsi (13)

Xsi (u, v) ∈ {0, 1}, ∀u, v ∈ Vsi (14)

Algorithm 2 Partitioned Probe
Input: G = (V , E)
Output: Partition set Z
1: Z ← {{v} | v ∈ V}
2: m← |E|
3: while Z updated do
4: for each v ∈ V do
5: Compute ∆Q(v,Z) for all adjacent partitions Z
6: Z∗ ← arg maxZ ∆Q(v,Z)
7: if ∆Q(v,Z∗) > 0 then
8: Move v to Z∗

9: update Z
10: end if
11: end for
12: end while
13: return Z

First, objective (9) minimizes the total size of the probing
pair set across all slices, where the binary decision variable
Xsi (u, v) equals 1 if nodes u and v form a probing pair in
slice si, and 0 otherwise. As a fundamental constraint, full
coverage (10) requires that each edge in slice si be covered
by at least one probing pair. Based on this, definition (11)
states that the coverage of each edge is determined by the
total number of probing pairs, with Asi (u, v) indicating the
presence of a routing path between nodes u and v. Constraint
(12) enforces that probing pairs are created only for node pairs
that have an available routing path. From the point of view of
efficiency, the probing pair symmetry constraint (13) limits
the selection to at most one direction for each unordered node
pair, which prevents redundant probing. Finally, the binary
constraint (14) ensures that each probing pair is selected or
not selected, without intermediate values.

Partitioned probing. Each slice is decomposed into sub-
networks that exhibit denser connectivity inside partitions,
whereas links between partitions are heavily reused by end-
to-end full-mesh probing. This decomposition enables more
efficient probing by focusing first on local connections, which
in turn reduces the total number of probes required to achieve
complete coverage.

Algorithm 2 describes the modularity maximization parti-
tioning method. At the beginning, each node is assigned to
its own partition (line 1). The algorithm then improves the
modularity value Q defined by Equation (15) by repeatedly
applying a greedy node relocation strategy. In every iteration,
the modularity increment ∆Q is evaluated for each node with
respect to neighboring partitions. A node v is then moved into
the partition P∗ that provides the maximal positive modularity
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Algorithm 3 Progressive Probe
Input: Path set P
Output: Abnormal set A
1: A← ∅, N ← ∅, U ← P
2: while U , ∅ do
3: S ← ∅
4: for each p ∈ U do
5: if @q ∈ N such that path(p) ⊆ path(q) then
6: S ← S ∪ {p}
7: end if
8: end for
9: Probe all p ∈ S

10: A← A ∪ {p ∈ S | probe(p) = abnormal}
11: N ← N ∪ {p ∈ S | probe(p) = normal}
12: U ← U \ S
13: end while
14: return A

increase (lines 7 to 9). This refinement step is repeated until
no node can obtain a positive modularity improvement, which
marks convergence (line 3). After convergence, connectiv-
ity inside each partition is verified by issuing full mesh
probes within that partition. Connectivity between partitions is
checked by choosing representative nodes, for example nodes
D and E in Fig. 8, from each partition and including them in
a second stage full mesh probing phase.

The modularity Q that steers the partition optimization is
given by:

Q =
1

2m

X
i, j

�
Ai j −

kik j

2m

�
δ(ci, c j) (15)

where Ai j denotes the adjacency matrix, ki and k j represent the
degrees of nodes i and j, respectively, m is the total number
of edges, ci denotes the partition assignment of node i, and
δ(ci, c j) equals 1 if nodes i and j belong to the same partition
and 0 otherwise.

Progressive probing. SRmesh is based on the premise
that if a long probe path exhibits normal behavior, then every
shorter path contained in that probe path also behaves nor-
mally. This assumption promotes a targeted probing approach,
enabling a single long probe path (e.g., A-D in Fig. 8) to
efficiently infer the status of multiple shorter paths (e.g., A-B
and B-D in Fig. 8). In this way, the total number of probes
can be reduced substantially while maintaining diagnostic
accuracy.

Algorithm 3 specifies the progressive probing strategy in
formal terms. The procedure starts by setting both the abnor-
mal path set A and the normal path set N as empty and
considers all paths in U as initially pending. During each
iteration, it constructs a candidate probing set S by selecting
all paths not subsumed by any previously verified normal
path (lines 4 to 8). Once the complete set S for the current
round is determined, all paths in S are probed in batches.
Paths exhibiting abnormal responses are added to A, while
the rest are added to the normal set N (lines 9 to 12). The
iterations continue until no further candidate paths remain. At
each iteration, the diagnosis uses only measurements collected
within the same time window. By giving preference to longer
paths and discarding shorter paths that are covered by them,

the algorithm achieves efficient localization of anomalies and
avoids redundant probes.

Failure propagation across slices. Failures within a single
slice frequently lead to subsequent effects in other slices. This
behavior arises because slices share links, and faults on these
shared paths can influence the performance of multiple slices
at the same time, for example link A-B in Fig. 8. Therefore, the
progressive probing strategy must account for dependencies
among slices. The core design follows two rules. First, links
or devices that already exhibit failures in other slices are given
priority in probing. Second, links or devices that have not yet
been examined in other slices are also assigned higher probing
priority. These rules ensure that the probing plan remains
efficient while detecting failures that may propagate through
several slices.

Parallel processing. We advocate a progressive probing
strategy executed in batches. Since diagnostics for different
slices are mutually independent, probes corresponding to mul-
tiple slices within the same batch can be conducted in parallel.
Although employing finer-grained progressive probing, such
as issuing a single probe at a time, can further minimize
probing overhead, it simultaneously diminishes system-level
parallelism.

IV. EVALUATION

This section evaluates the diagnostic performance and
system efficiency of SRmesh compared to state-of-the-art
methods in multiple networks. We evaluated SRmesh con-
sidering two complementary sets of experiments. The first set
demonstrates the algorithm’s diagnostic accuracy and scalabil-
ity, contrasting our SR-based probing and multipath inference
with baseline schemes (Section IV-B). The second set validates
the practical workflow and resource overhead of the system
prototype in an emulated environment (Section IV-C). Next,
we describe the experimental setup used for the evaluation
(Section IV-A).

A. Experimental Settings

Scenarios. For performance comparison of large-scale
SRv6 networks, we use REPETITA [36], a framework for
repeatable traffic engineering algorithm experiments on a
dataset of real networks. We use 247 topologies with SR
TE that are computed by standard SRLS [37] (default path
computation and optimization settings). These selected topolo-
gies contain no missing information and each comprises at
least ten nodes. In addition, several common topologies are
collected as supplementary references; however, they serve
solely as structural comparisons and do not include SR TE
configurations. We assume that each router connects to a host
available for probing. Since our target is a self-managed intra-
domain SRv6 network, this requirement is quite practical.
Even if a few newly deployed routers lack attached servers,
our system supports partial deployment. The overhead for such
cases is already analyzed in Section III-A and will not be
discussed again here.

Testbed. We deploy SRmesh on a testbed running on a
physical server that is equipped with Intel(R) Xeon(R) Gold
6240R processors providing 96 logical cores and 512 GB
of memory. The testbed includes 40 container-based routing
nodes, and each node runs an instance of FRRouting [38] with
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Fig. 9. Length of SR lists.

Fig. 10. Header overhead.

native SRv6 forwarding support. The containers are intercon-
nected according to the topology specified by FITI [39]. Every
node operates OSPF as its intra-domain routing protocol and
is configured to redistribute both local and connected routes.
Besides data plane connectivity, all containers also maintain a
control plane link to a centralized controller.

Baselines. We compare SRmesh against Pingmesh [18]
and selected components of RD-Probe [23]. Other systems
do not satisfy the requirements in all experimental scenarios.
Their core assumptions differ from those of our setting,
which makes direct comparison unsuitable. For example,
Zoonet [17] assumes specific inter-region structures that do
not extend to arbitrary topologies. Some systems [20], [22]
concentrate on loss diagnosis rather than latency bottlenecks.
SCMon [19] modifies IGP weights to suppress multipath,
which is incompatible with the conditions assumed in our
experiments. Pingmesh represents a general state-of-the-art
closed-box monitoring system with large-scale deployment
capability. In addition, certain parts of RD-Probe can be
adapted, after modification, to realize some of the required
functions.

B. Performance Evaluation
Probe overhead in SR-based probing. To evaluate the

deterministic SR probing mechanism, we first measure the
SRH header overhead on production topologies. Each probe
follows a forward path configured by SR TE, and the reverse
path is constructed by the deterministic SR probe. The SRH
on the reverse path contains between 2 and 6 SIDs, and
the average SRH overhead is about 80 bytes, as shown in
Fig. 9. Even with this additional SRH, all probe packets remain
smaller than the 1500-byte MTU, so they are compatible with
typical forwarding devices.

For efficiency comparison, we use RD-Probe [23], which
builds reverse paths through recursive IP-in-IP encapsulation,
and an in-network measurement method based on in-band
network telemetry. Fig. 10 shows that RD-Probe introduces
on average 176.55 bytes of header overhead for each probe
packet, which is nearly twice that of SRmesh, while in-
band network telemetry incurs 88–216 bytes depending on the
path length. This corresponds to an average header reduction

Fig. 11. Operational delay.

Fig. 12. Accuracy and runtime vs. threshold E.

of 52.7% over RD-Probe, and SRmesh also achieves lower
header overhead than in-band network telemetry across all
evaluated settings. The gain is more evident in ECMP-rich
configurations. In this setting, IP-in-IP schemes must encode
all reverse paths explicitly, and the overhead of in-band net-
work telemetry grows with the number of traversed hops. The
resulting reduction in probe bandwidth lowers the hardware
requirement of the sending host by about 50%, depending on
the payload size.

High-performance TCP probe via eBPF. We compare the
probe latency of a user space Scapy implementation with a
kernel space eBPF implementation. The eBPF version reduces
latency by 70% and improves the responsiveness of the
SRmesh agent. In large SR networks with thousands of slices
and tens of probes per node, this latency reduction supports
scalability. High-performance UDP and ICMP probing tools
[31] are already available, and SRmesh can reuse these tools
when necessary.

Sensitivity to hyperparameter E. We evaluate the sensi-
tivity of diagnostic accuracy and runtime to hyperparameter E
using the BC network topology. Each link latency is indepen-
dently sampled from a uniform distribution U(10, 100) ms and
perturbed with Gaussian noise with a standard deviation of 4.
Fig. 12 presents the accuracy and execution time as E varies
from 0 to 16. As E increases from 0 to 4, diagnostic accuracy
improves to a peak of 93.7%, while running time increases to
15.0 ms. For E > 4, accuracy gradually decreases to 79.3%,
and runtime decreases to 7.7 ms.

These results show that the method is robust to moderate
variations in E. A small E makes grouping difficult, while a
large E results in loss of accuracy. The turning point E = 4
coincides with the standard deviation of the injected noise.
Based on this observation, we recommend setting E as the
empirical standard deviation of network latency.

Robustness under injected outliers. We examine bottle-
neck identification when a single outlier is introduced into
end-to-end delay measurements. The true configuration con-
tains one bottleneck link with an additional 100 ms of delay.
For each outlier level, one path that does not traverse the
true bottleneck is selected, and its latency is increased by a
specified relative factor. All other paths follow the baseline
measurement noise model (noise with a range of ±30%).
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Fig. 13. Error comparison under inserted outliers.

Fig. 14. Greedy vs. ILP scheduling runtime.

Fig. 15. Accuracy of multipath inference.

SRmesh and a least-squares estimator are applied to the same
measurements, and all single-link bottleneck hypotheses are
ranked according to their respective objective values.

Figure 13 shows the mean deviation of the true bottleneck’s
rank from the optimal position (repeat ten times). Across the
tested outlier levels, the SRmesh curve remains close to
zero, indicating limited change in the inferred ranking. The
least-squares curve departs from zero once the outlier reaches
moderate intensity and continues to do so as the outlier grows.
These results indicate that the robust formulation preserves the
correct bottleneck ordering more reliably than least-squares in
the presence of isolated measurement outliers.

Optimization efficiency. We evaluate multipath inference
of SRmesh against a baseline defined by an integer linear
programming-based (ILP-based) optimal solver implemented
in Python. Since the baseline does not scale (although
SRmesh supports it), we restrict the comparison to five
representative topologies with uncertain constraints. To make
the baseline solvable within a practical time budget, we
further simplify the setting by removing jitter (and E = 0)
and sampling link latencies from U(20, 60) ms, thus reducing
the complexity. Under these simplified conditions, greedy
inference achieves per-slice runtimes of up to 0.024 s, while
the baseline requires up to 164.9 s, yielding an average
speedup of approximately 3000×, as shown in Fig. 14. When
extrapolated to a network with 4096 slices, the total run
times are approximately 29 s for SRmesh versus 49 h for
the baseline. Despite this reduction in runtime, the inference
fidelity of SRmesh remains high.

TABLE II
DISTRIBUTION OF NETWORK TOPOLOGIES BY SIZE

We treat all SID pairs with multipath ambiguity as the total
set and consider a forwarding path inferred correctly as a
positive sample. The accuracy is calculated as the ratio of
positive samples to the total number of samples. As shown
in Fig. 15, SRmesh achieves a diagnostic accuracy between
81.8% and 100%, with a mean of 93.6%. These results
demonstrate that SRmesh delivers near-optimal diagnostic
quality while remaining computationally efficient and scalable,
especially in large-scale scenarios where the baseline becomes
computationally infeasible.

Diagnostic effectiveness in diverse topologies. We evaluate
end-to-end diagnostic overhead in 247 network topologies, as
shown in Table III. These topologies serve as the physical
infrastructure for our experiments. Based on each topology,
we synthetically generate 4,096 logical network slices, where
each slice includes approximately 70% of the physical nodes
and is guaranteed to be connected. To model inter-slice fault
propagation, we assume that with a probability of 3%, a failure
in one slice may affect others. All experiments are repeated
10 times and average results are reported. The baseline for
comparison is the full-mesh probing approach exemplified by
Pingmesh [18], which can generate up to 50 MB of probe
traffic per measurement round.

SRmesh proceeds in three optimization stages. In Step 1,
partition-based pruning reduces probe overhead by an average
of 59.4%. The effect is especially pronounced in topologies
with strong structural modularity: for networks with more
than 50 nodes, the reduction reaches up to 80%. In contrast,
limited benefit is observed in the data center topology (DC),
which lacks a clear partition structure. Building on this,
Step 2 applies path-aware pruning, which exploits shared
path segments to further reduce probe count by 66.3% on
average. This step proves particularly effective in networks
with longer end-to-end paths, consistent with the intended
design. Finally, Step 3 introduces failure-aware pruning by
simulating ten slice-related link failures per topology. This
phase yields an additional 51.1% reduction, though the benefit
diminishes in large-scale networks due to the growing number
of failure-relevant links that must still be probed. In general,
the proposed framework reduces diagnostic overhead by an
average of 93.4% relative to Pingmesh, while preserving com-
plete visibility into all bottleneck links. Moreover, SRmesh
is topology-agnostic, which makes it applicable to SRv6
networks of any topology, such as ISP networks, SD-WANs,
and DCNs.

Progressive diagnosis time. In the experiments, progressive
probing typically finishes after two rounds. Only a single
outlier in the largest topology requires a third round. As a
result, the total time remains within a few seconds, so it
does not impose a practical limitation. The worst case arises
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TABLE III
STEPWISE PROBE OVERHEAD REDUCTION ACROSS TOPOLOGIES

Fig. 16. Partitioning result.

TABLE IV

RELEVANT EXPERIMENTAL DATA IN THE TESTBED

when a large number of links fail, but this case is a network-
wide problem rather than the bottleneck that SRmesh aims
to address.

C. Functional Evaluation
Functional deployment. A prototype of the SRmesh is

deployed on our testbed. The agent component is implemented
in Go and C, and the server-side code is implemented in
Python. Within the FITI topology [39], node partitioning
follows the configuration shown in Fig. 16. To validate the
diagnosis, latency anomalies are injected at random, each
introducing an additional 50 ms of latency along selected links.
Under these conditions, all injected failures are diagnosed by
SRmesh, and no false positives are observed.

Summary. To evaluate the efficiency of SRmesh under
real-world operating conditions, key performance metrics are
recorded during multiple anomaly injection experiments. The
measurements summarized in Table IV show that SRmesh
maintains low resource consumption, with agent-side CPU uti-
lization remaining below 1.2%. This observation indicates the
feasibility of deploying SRmesh in resource-constrained envi-
ronments or as a background service on production routers.

The inference module achieved an average accuracy of 83%,
and the diagnosis attains 100% accuracy. When an inference
is incorrect, a new round of progressive probing is triggered
and produces correct results. The probing cost is on the order

Fig. 17. Results in different protocols.

Fig. 18. Delays in different protocols.

of 100. This aligns with the theoretical expectations of the
design, where targeted probing avoids exhaustive path enumer-
ation. Overall, SRmesh achieves a balance among diagnostic
precision, resource efficiency, and operational scalability.

In the experimental environment, probing different protocols
yields different results. As shown in Fig. 17, the average
latency of ICMP cannot reflect the latency of either TCP or
UDP traffic. Only by using multi-protocol probing in parallel
can the full picture of the network be obtained, as shown in
Fig. 18.

V. RELATED WORKS

Active network monitoring. Active measurement tech-
niques have been extensively investigated in traditional
networks [15], [18], [19], [20], [22], [23], [24] and were
later adapted to virtualized environments in order to accom-
modate multi-tenant architectures and overlay networks [16],
[17], [21]. With the increasing adoption of RDMA, several
recent efforts design probe approaches tailored to RDMA
networks [40], [41], [42], [43]. However, in SRv6 networks
the assumptions of these active probes are undermined, which
makes existing solutions insufficient for accurate performance
diagnosis.

SR performance measurement. Recent works [30], [31],
[32], [44], [45] extend active performance measurement pro-
tocols to support SR networks. The Simple Two-Way Active
Measurement Protocol (STAMP) [46] is enhanced with SR
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capabilities in both SR-MPLS and SRv6 data planes [47].
SRv6-PM [48] focuses only on packet loss measurement using
alternate marking. Furthermore, SR-STAMP [49] leverages
STAMP extensions to measure one-way and two-way latency
over SRv6 paths without requiring clock synchronization.

VI. CONCLUSION

In this paper, we propose SRmesh, a distributed probing
system for scalable and accurate latency bottleneck diag-
nosis. First, SRmesh implements distributed probing with
eBPF acceleration, ensuring measurement that aligns with
actual traffic. Second, SRmesh proposes a latency-based
inference algorithm that transforms multipath uncertainty
into a solvable constraint system. Third, SRmesh adopts a
topology-independent progressive diagnosis strategy to reduce
redundancy. Finally, we evaluate it on 247 real network
topologies and a prototype implementation is developed. The
evaluation results show that SRmesh achieves high diagnostic
accuracy while reducing probe overhead by up to 93.4%.

SRmesh currently relies on a server deployed adjacent
to each router. For the future, an important extension is to
integrate the SRmesh agent into router and switch operat-
ing systems, which would broaden the range of deployment
scenarios. Another direction is to improve active probing
using data-driven methods, including large language mod-
els. At present, SRmesh reduces probing overhead through
algorithmic optimization. A data-driven probing framework
could instead incorporate richer network context to guide the
generation of more targeted probe packets.
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