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Abstract—The correctness and reliability of modern networks
are often the greatest concerns. A myriad network events like
software update, device crash and resource exhaustion, inevitably
lead to liveness errors on data plane. This paper focuses on fault
detection of the network data plane using test packets. Existing
test packet generation techniques are limited in two aspects: i) it is
difficult to collect the input data plane snapshot through SNMP or
terminals ii) it may rise false negatives due to inconsistent snapshot.
In this paper, we propose a new framework, SWIFT, that automat-
ically generates test packets with network configurations. SWIFT
minimizes the number of test packets by allowing a packet to go
through multiple links or interfaces. For network updates, SWIFT
updates test packets in an incremental way to revalidate the net-
work. We evaluate its performance using hundreds of benchmark
network configurations. The results show that it takes few seconds
to generate test packets to exercise all links and interfaces, and
updates the test packets in few seconds for configuration changes.
We also deployed a SWIFT prototype in a university network, and
successfully detected many network outages.

Index Terms—Network Configurations, Abstract
Representation, Test Packets, Network Reliability, Network
Management.

I. INTRODUCTION

MODERN networks are growing increasingly compli-
cated. As shown in Fig. 1, users implement high-level

policies (A) by configuring device-specific configuration files
(B). Then, devices generate the data plane (C), forwarding infor-
mation bases (FIBs), using distributed routing protocols, which
logically determines the forwarding behavior of each packet.
Finally, the actual implementation of data plane, including the
liveness of interfaces, links and devices, determines the actual
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Fig. 1. Static checking versus dynamic checking. Static checking (e.g. [1]
or [2]) confirms A = B or A = C. Dynamic checking (e.g. SWIFT) confirms
liveness properties of the topology and whether B = D.

TABLE I
RANKING OF CAUSES REPORTED BY NETWORK MANAGERS

forwarding behavior of each packet (D). To ensure the actual
data plane behaves as the policy defined by users, all above layers
should remain consistent at all times. The network should also
satisfy a large set of properties, in particular liveness properties,
which require sufficient links and devices are working. However,
a mass of network events, such as interfaces go down, device
update and device crash, can make the forwarding behavior of
actual data plane violate high-level polices.

According a survey conducted by North American Network
Operators’ Group (NANOG), software bugs and hardware fail-
ures are the main causes of packets forwarding failures [3]. In-
spired by this survey, we further invite more network engineers,
including the managers of the largest global service providers,
to summarize the causes of the network failures. Table I shows
the ranking results (5 = most often, 1 = least often) of causes
reported by network managers including the 61 managers from
NANOG survey and 7 managers from our survey. 41.18% of the
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managers report that the ranking of hardware failure ≥ 4 and
39.71% of the managers report that the ranking of software bug
on router/switch≥ 4. In many cases, software bugs and hardware
failures can lead to reachability failure, congestion, forwarding
loop, performance faults or security vulnerabilities [4], which
could cause a great loss of property. Therefore, it is necessary
to proactively check the liveness properties of the actual data
plane.

Towards reliable network, recently, researches have proposed
many static checking or dynamic checking tools. For example,
Batfish [5], era [6], Plankton [7], Minesweeper [1] and SRE [8]
verify whether the configuration (B) satisfies the network poli-
cies (A). They are exclusively designed to detect configuration
errors in the control plane. Other data plane static checking
tools, like NOD [2], Delta-net [9], and Veriflow [10], verify
whether the forwarding information bases (C) violates network
reachability properties (e.g., no forwarding loop, no black hole).
These tools can help to detect the errors in the forwarding infor-
mation bases. However, the problems in actual implementation
of data plane (D), such as failed interfaces, mislabeled cables
and crashed devices, cannot be detected by these approaches.

It is extremely challenging for network managers to manually
confirm that each interface in the data plane executes correctly.
For example, a router with a faulty line card starts dropping
packets silently. It will not be noticed until some users complain
about connectivity. Then, managers use primordial tools (e.g.,
ping, traceroute) to check devices based on their knowledge.
For each run of these tools, network managers can only analyze
whether and how a single given packet reaches its destination.
These tools suffer poor data plane coverage, which are far from
efficient to ensure the correctness of all links and interfaces.
Some recent works, like ATPG [3] and Pronto [11] propose to
generate test packets to exercise every link and interface1 by
reading FIBs (C). However, they suffer two critical limitations.
(i) They assume that users collect data plane snapshots through
SNMP, or terminals maintained by devices. Until now, there
has been no effective way to collect snapshots for the networks
with an amount of distributed devices [12]. (ii) They assume
that the snapshot of data plane is consistent. As devices provide
a snapshot of their forwarding information bases at slightly
different times [13], collecting stable and consistent data plane
snapshots is very challenging, and inconsistent snapshots could
lead to false-positive and false-negative test results.

Fortunately, we observe that control plane uses network
configurations, topology and current environments (i.e., route
advertisements) to generate data plane. In addition, network
configurations on the routers are usually stable and easy to
obtain. Considering the above factors, we propose to detect
the liveness errors with network configurations. To achieve this
goal, we face several aspects of challenges. First, the relationship
between configurations and forwarding behavior are quite com-
plex. There are various protocols and routing mechanisms (e.g.,
iBGP, eBGP, OSPF, route redistribution, VXLANs, VLANs,
ACLs, static routing) which further interact with each other
in many aspects, and configurations on different routers jointly

1In this article, we use the terms ‘ports’ and ‘interface’ interchangeably.

Fig. 2. SWIFT framework.

affect packet forwarding in a distributed way. Reasoning about
the packet forwarding with configurations is quite challenging.
Second, every interface on data plane should be exercised by
at least one test packet (completeness), and the number of test
packets should be limited such as the regular traffic is not
effected (bandwidth efficiency), and it is always desirable for the
generation time to be reasonably low (fast generation). Fulfilling
the three goals at the same time is rather difficult. Third, in many
situations, such as incident mitigation, new application require-
ments, security concern or business service concern, network
managers perform frequent network configuration updates [1].
Test packet generation tool should update the probes in a short
time to respond the frequent network changes. Reasoning about
the relationship between the updated configuration constructs
and impacted probes is quite challenging.

In this article, we propose a novel framework, SWIFT, to
automatically and systematically test the packet forwarding on
the actual data plane. To address the first challenge, we propose a
formal model to succinctly capture the key behaviors of various
routing protocols and routing mechanisms. To address the sec-
ond challenge, we propose a novel probe generation algorithm
which minimizes the number of test packets while retaining the
coverage of all interfaces. With the network model, it constructs
the reachability-to-ports table, and each row in the table provides
an ordered list of interfaces the packet matched as it traversed
the network. With the table, it then computes a minimum subset
of the test packets which could cover all interfaces. To address
the third challenge, we propose a novel probe update algorithm
which incrementally updates the test packets in a short time. The
key idea is to identify the updated entries in the reachability-
to-ports table due to changed configurations, delete the invalid
probes from the removed entries and generate minimum test
packets to cover new entries.

Fig. 2 illustrates a high level image of SWIFT. First, it col-
lects the network configurations from devices, and parses these
configurations. Then, it generates test packets to exercise every
link and interface based on the formal model. It then requests
test terminals to periodically send test packets. If the destination
receives the probes, it informs the test monitor that the historical
interfaces work correctly.

In sum, the contributions in this paper are as follows:
� To the best of our knowledge, SWIFT is the first testing tool

for liveness errors that generates test packets with network
configurations.

� SWIFT provides a novel test packet generation approach
which generates the minimum test packets to exercise all
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Fig. 3. A configuration snippet of the network. Routers R1 to R4 participate
in an OSPF instance, where the cost is all assigned with weight 1 except the
weight (10) between R1 and R4. Routers connect to five subnets, A to E. On
router R2, an ACL blocking traffic from B destined for E is configured.

links and interfaces, and a test packet update approach that
incrementally updates probes to revalidate the network.

� The accuracy and efficiency of SWIFT are evaluated with
benchmark network configurations. The results show that
SWIFT takes few seconds to generate or update test packets
to exercise all links and interfaces.

The remainder of this paper is organized as follows. We
present the network model in Section II. Then, we introduce
the detailed methods of test packet generation and test packet
update in Section III and Section IV. In Section V, we introduce
the evaluation of our methodology. Finally, we discuss the
related work in Section VI, and present concluding remarks in
Section VII.

II. NETWORK MODEL

Generating test packets with network configurations requires
knowing the network forwarding state. In this section, we in-
troduce the network model, which is used to compute network
forwarding state from the low-level network configurations.

A. Network Configurations

Routers in networks run a set of distributed routing protocols.
These routing protocols exchange route advertisements with
neighboring routers and compute path with different algorithms.
Configurations on a router written by network managers or
automatic configuration generator [14], [15] in a vendor-specific
configuration language (e.g., Cisco IOS [16], Juniper IOS [17])
define which protocol it can use, what link cost should be set,
which neighbor it sends route advertisements to, how it selects
the best router multiple possible paths and so on. With these
configurations, each router performs computations and produces
forwarding rules which are used to forwarding packets along the
appropriate path.

Fig. 3 provides the simplified configurations from router R1
and router R2, loosely written in Cisco’s IOS language. In
R1’s configuration, the first line specifies that it runs OSPF
on interface that connects it to R2 with routing cost metric of

1, and the second line specifies that it runs OSPF on interface
that connects it to R4 with routing cost metric of 10. Line 3 in
configuration of R1 defines that routes from connected routes
are redistributed into OSPF. Lines 4−5 in configuration of R1
refer to that it runs BGP with its neighbor AS C, and it will
only accept only announcements for prefixes (i.e., 2.2.2.0/24,
3.3.3.0/24) defined in prefix list PL_C. Router R2 is similarly
configured except that it has an access control list (ACL). Line
4 in configuration of R2 refers to that interface int2_1 denies
the traffic which matches the access list 102.

B. Abstract Representation for Networks

With formal model based testing, users can determine which
links and interfaces can be exercised by a given test packet.
However, modeling network with configurations is challenging,
as the forwarding behavior of packets is defined by multiple
routing protocols, sophisticated features and their intersection.
For constructing network model, one possible approach is to
simulate all possible outcomes of individual routing protocol
and their intersections. Unfortunately, it often leads to a lot of
unnecessary work. For test packets generation task, we aim to
reason what happens to packet forwarding with the given con-
figurations. We observe that, for this task, it often only requires
final forwarding paths of the packets regardless the details of
how the forwarding path is computed in devices. Therefore,
we propose extended traffic propagation graph to concisely
capture the configurations’ and protocols’ impact on the net-
work’s forwarding behavior, which avoids modeling network
with the actual protocol message exchanges of routing protocols.
Our model extends the abstraction in ARC [18], which cannot
account for commonly-used network constructs, including local
preference of BGP, communities of BGP, and iBGP.

Each extended traffic propagation graph (ETPG) models the
behavior of the network’s routing protocols and their interactions
among the specific traffic class. A traffic class refers to the
traffic flowing from one endpoint group to another group (e.g.,
hosts, subnets). An ETPG shows how traffic from a subnet is
propagated to another subnet.

We introduce the following definitions to facilitate subsequent
presentation of ETPG. Routing process is the instance of a
protocol, where router exchanges route advertisements with
neighboring routers. Routing adjacency refers to a pair of routing
processes on neighboring devices. Routing instance is a collec-
tion of processes running on different devices that exchange
information using a specific protocol. If configuration defines
route redistribution, the router exchanges the path information
between these protocol processes.

Vertices. Each routing process, including static route, is ab-
stracted as an incoming vertex (I) and an outgoing (O) vertex.
These abstractions are suitable to express route redistribution
and route selection between routing processes. The source
endpoint and destination endpoint are abstracted as a special
source vertex (SRC) and a special destination vertex (DST ),
respectively.

Edges. Edges between vertices are computed to model the
traffic flow resulting from intra-device communication and
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inter-device communication between routing processes. These
edges show the possible traffic flow enabled by the information
exchange between the routing processes. Each edge is annotated
with a weight value and an attribute vector. The weight of the
edge is used to model the route selection, and the attribute vector
is used to model the configured filters to reflect the actual path
of the traffic class taken in the network. The flow of routing
information from source vertex to destination vertex results the
flow of traffic from destination vertex to source vertex.

Inter-device edges are between vertices associated with the
same routing process on different devices. The inter-device edge
always goes from an out vertex to an in vertex. An inter-device
edge from an out vertex of process p on a routerR to an in vertex
of process p on another routerR shows that (i) there is a physical
link or a sequence of links between router R and router R, (ii)
routerR and routerR participate in the same routing instance and
exchange routing information, (iii) neither process p or process
p filters the route advertisements about this traffic class and (iv)
process p learns a route for this traffic class from process p by
exchanging of the routing information. Note that, static routes
are also viewed as a routing process. Different from dynamic
routes computed by the processes of routing protocols, static
routes are not obtained based on the exchanging advertisements
between routing processes. Therefore, the out vertex of static
route is connected to in vertices for all routing processes on the
device whose interface’s IP address matches the next hop IP in
the static route.

Intra-device communication consists of the route redistri-
bution between routing protocols and route selection between
routing protocols on the same device. An intra-device edge
always goes from a routing process’s in vertex to its out vertex,
or from the redistributee process’s in vertex to the redistributor
process’s out vertex. When multiple routing processes learn a
route to a destination, the route with the lowest administrative
distance (AD) will be selected and used on this device. The
intra-device edge goes from the lower-AD process’ out vertex
to the higher-AD process’ in vertex. The forwarding behavior
of a particular packet using iBGP depends on the forwarding
behavior (e.g., OSPF-provided routes, connected routes) of each
user-defined iBGP-configured next-hop destination IP address
between iBGP peers. If the IP address of the iBGP process’
peer falls within the subnet assigned to a VLAN on the same
device, the out vertex of the iBGP process is connected to
the in vertex of the VLAN process. If no such VLAN process
exists, the out vertex of the iBGP process is connected to the in
vertex of the OSPF process associated with another ETPG graph
corresponding to the traffic class with the iBGP-configuationed
next-hop destination IP.

Filter mechanisms. Routing filters in configurations prevent
a routing process from advertising particular prefixes to another
process, and ACLs block or permit particular traffic classes.
To model these mechanisms, we prune the corresponding inter-
device edges or intra-device edges. For instance, if a routing
filter of BGP process P may filter routes imported from a
neighbor P̄ based on the advertised prefix, it removes from the
vertex associated with P , the outgoing edge that corresponds
to P̄ .

Fig. 4. ETPGs for traffic classes A� E and B � E. Circles represent
process vertices. Dark lines are intra-device edges, and light lines are inter-device
edges. The blue lines are the min-cost paths through the ETPGs.

Edge attributes. Routing protocols uses a different set of
metrics (e.g., link costs, AS-path length) to express path costs
or preferences. To reflect the actual forwarding behavior for the
traffic class, we annotate the weight for each edge with the
weight assignment algorithm [18], such that the shortest path
between the source and destination is the forwarding path in the
real network. The tag attribute of each edge is propagated and up-
dated based on the configurations (e.g., BGP community-based
filter, ASN-based filter).

Fig. 4 shows two example ETPGs of traffic classes A� E
and B � E for the network in Fig. 3. R1I and R1O in left
figure represent OSPF process on router R1. R2I , R2O, R3O,
R4O etc, are similarly named. R1I →R1O models intra-device
communication on router R1. R1I → R2O models routing
adjacencies between a pair of routing processes on R1 and
R2. The intra-device edges are assigned a weight of 0, and
the weights of inter-device edges match the configured OSPF
link costs. The attribute vector for each edge is set as empty,
as there is no tag-related configurations on these routers. In the
right figure, as the ACL on R2 blocking traffic from B to E, the
corresponding edge R1I → R2O is removed from the digraph.
Details on constructing ETPGs are summarized in Algorithm 1.

III. TEST PACKETS GENERATION

To achieve the test packets generation goal, we propose the
following three-step approach: i) converting the network con-
figurations into ETPGs, ii) constructing all-pair reachability-to-
ports table with ETPGs, iii) selecting a minimum set of probes
to cover all links with the reachability-to-ports table.

A. Converting Configurations Into ETPGs

As mentioned above, the network’s forwarding behavior can
be modeled using a collection of extended traffic propagation
graphs. Algorithm 1 lists the key operations (e.g., determin-
ing the appropriate vertices, weighted edges, and appropriate
attribute vector) to construct each ETPG.

First, it initializes two vertices and one intra-device edge for
each routing process (lines 1–2). Then, it accounts for route
distribution. If no route filter is configured to deny the adver-
tisement of redistributor’s process, it adds one intra-device edge
to model route exchange from one protocol process to another in
a device (lines 3–7). The weight of each edge is set following the
methods in [18]. Then, it models the routing exchange (e.g., route
advertisements by BGP) within a routing instance between two
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Algorithm 1: constructETG (tcds , NΩ).

devices (lines 8-12). If ACLs deny the traffic to the destination
of the traffic class, it removes the corresponding edges (lines
13-14). Finally, it adds edges from the SRC vertex to a routing
process’s out vertex, which runs a device directly reached by
the source endpoints. Similarly, if there is a device on which a
routing process runs can directly reach the destination endpoints,
it adds edges from that process’s in vertex to the DST vertex.

There are at most dm nodes and mr edges in each ETPG,
where d is the number of devices in the network, m is the
maximum number of routing processes running on a single
device, and r is the maximum number of devices participating
in a single routing instance. Therefore, we can bound the worst
case running time of constructing an ETPG by O(d2m2 +mr);
and the overall computation cost of constructing ETPGs from
device configurations yields O(nd2m2 + nmr), where n is the
number of traffic classes.

B. Computing the Reachability-to-Ports Table

With the ETPG for each traffic class, we then try to answer
the following questions: i) which traffic can be reachable from
source port to destination port? ii) what is the sequence of the

TABLE II
REACHABILITY-TO-PORTS TABLE FOR THE NETWORK IN FIG. 3

links history2 exercised by these traffic? To achieve this goal, we
propose to construct the reachability-to-ports table with these
ETPGs. Table II shows an example reachability-to-ports table
for the network in Fig. 3. Each entry in the table has a packet
space (i.e., the 6th column), indicating that any packet in this
space can travel from the ingress port (i.e., the 3th column) to
the egress port (i.e., the 4th column). The 5th column in the table
refers to the sequence of the links exercised by these packets.

Algorithm 2 summarizes the key steps to construct the
reachability-to-ports table. First, it loads any prefix that is men-
tioned in the network configurations (e.g., prefixes referenced in
ACLs, prefixes advertised by routing processes). Some prefixes
may overlap, we use rule optimization algorithms [19] compute
a set of nonoverlapping prefixes. Then, it computes all possible
combinations of these prefixes, each of which is corresponding
to a traffic class (lines 1-2). In this step, we do not take the route
advertisements sent by the ‘outside world’ into consideration,
as it can only use the terminal whose port is permitted to send or
receive probes. It is meaningless to generate test packets which
cannot be produced by internal network. As the min-cost path
from source vertex to destination vertex in the ETPG exactly
is the forwarding path taken by the traffic class in the actual
network, it then computes the min-cost path using depth-first
or breadth-first polynomial-time graph algorithms. As the path
is composed of the abstract edges in the ETPG, it then maps
these abstract edges to the links in the real network (lines 3-6).
Following the above steps, all the information for a traffic class
can be obtained, and a new entry can be added to reachability-
to-ports table (line 7). By doing this for all traffic classes, it can
generate a reachability-to-ports table for the network.

The computation of the min-cost path in each ETPG yields
O(d2m2) complexity, where d is the number of devices, m is
the maximum number of routing processes running on a single
device. Therefore, we can bound the worst case computation
cost of constructing reachability-to-ports table by O(nd2m2),
where n is the number of traffic classes.

C. Packet Generation With the Reachability-to-Ports Table

For each entry in reachability-to-ports table, one packet in
the packet space (i.e., the 6th column in Table II) can cover all
links (i.e., the 5th column) associated with that entry. In order

2At any point, each packet in one traffic class has a link history, which is an
order lists of links that packets traverse so far in the network.
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Algorithm 2: generateProbes (NΩ).

to exercise every link in the network, a naive approach is to pick
up a packet from each traffic class in each entry. However, a link
may appear in more than one entry in the reachability-to-ports
table. For example, in Table II, links (p20, p22 → p31, p30) in
entry 4 can also be covered by entry 2 and entry 3. Therefore,
we can improve by removing the test packets which exercise the
same port. Algorithm 2 summarizes how to select the minimum
test packets in the reachability-to-ports table.

The selecting is actually a Min-Set-Cover problem – a clas-
sical NP-hard problem. Lines 8-28 in Algorithm 2 provide the
key steps to compute the approximately minimum number of
test packets based on the idea in [20]. It first computes all the
ports LΩ to be covered with the network configurations, and a
sequence of port sets H1, H2, H3,..., HL with the reachability-
to-ports table (lines 8-9). For each set Hi, it computes its level k
with the formula qk ≤|Hi|≤ qk+1, where q≥1 is a pre-specified
value, which governs the approximation factor (lines 10-11).
For each round, it checks all sets H(k) at the highest level. For
each set Hi in H(k), it computes the value of |Hi\S|, where
S contains the ports covered so far. Then, it selects the set Hi

with the largest |Hi\S|, adds the ports covered by Hi to S, and
generates a probe with the corresponding traffic class of Hi and

TABLE III
CONFIGURATION CONSTRUCT CHANGES AND ITS IMPACTS

adds it to the probes P (lines 12-17). For other set in the highest
level k, if |Hi\S| ≤ qk, it will be dropped down to a lower level k
by computing qk ≤ |Hi| ≤ qk+1 (lines 19–21). It repeats above
computation until S includes all ports (lines 23–28).

Whenever Hi is processed, each of its ports is checked for
presence in S. It is then either added to the solution, or it is
added to a sub-collection of smaller sets. In the worst case,
Hi is moved to the next sub-collection in each round. It is
guaranteed to shrink by at least factor of q every second time
it is moved. Hence, the worst case total number of items in
all manifestations of Hi is |Hi|+ |Hi|

q + |Hi|
q2 + · · · = |Hi|

1−1/q =

(1 + 1/(q − 1))|Hi|. Generating probes with reachability-to-
ports table yields O([1 + 1/(q − 1)]Σi|Hi|) complexity.

SWIFT can also identify the location of failure links. For
every passing test and every failing test, it places all links
exercised into a set of passing links and a set of potentially
failing links respectively. It then derives the suspect links with
the difference set of the potentially failing links and passing
links. It next selects and sends reserved packets whose link
histories contain exactly one link from the suspect set. If the
sending of the reserved packets fails, it infers the failure link. It
repeats this process for each reserved packet chosen, and finally
outputs the suspect failure links.

IV. TEST PACKET UPDATE

Due to business service and security concern, network man-
agers frequently update their policies by modifying the network
configurations, such as, adding static routes, removing ACLs,
updating route filters [13]. Such modifications are often rel-
atively small [21]: e.g., in 85% of the data center networks,
operators only modify one or two devices. It is really time
consuming to reconstruct network model or regenerate probes
with the updated configurations. To address this problem, we
propose a fast test packet update approach, focusing on test
packets impacted due to network changes.

A. ETPG Update

As the reachability-to-ports table is constructed with the
ETPGs, it first updates these ETPGs with changed network
configurations, each of which models the forwarding behavior
for a specific traffic class. Configuration constructs impact traffic
classes at different granularities (i.e., a specific traffic class, a
specific destination or all traffic classes). For instance, adding
an ACL will block or permit a specific traffic class defined in
the ACL. Removing a route filter or astatic route will change
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Algorithm 3: updateETGs (NΩ, NΩ).

the behavior of the traffic classes whose destinations are defined
in the route filter or the static route. Updating a BGP routing
adjacency or an OSPF routing adjacency may impact all traffic
classes. Based on the observations, we update ETPGs at different
granularities to track the impact of the changed configurations.

The key steps to update ETPGs are summarized in Algo-
rithm 3. It first computes the updated configuration constructs
(lines 1-2). If there exist changed constructs (e.g., the routing
adjacencies of routing protocols) that impact all traffic classes,
it updates all the ETPGs in the following way. It identifies
the routing processes corresponding to the changed configura-
tion constructs. For each routing process, if no route filter is
configured to deny the process’ advertisements, it updates the
corresponding intra-device edge (lines 4–7). Then, it updates the
intra-device edges which models the routing exchange within a
routing instance between two devices (lines 8–11). Finally, it

Algorithm 4: updateProbes (NΩ).

updates edges between the SRC (DST) vertex and the routing
process’s out (in) vertex (lines 12–15).

Then, it accounts for the changed constructs (e.g., route filter,
static route) that impact multiple traffic classes with a specific
destination (lines 16–20). For each updated route filter, it loads
the prefix, and computes the overlapping traffic classes whose
destination address is overlapped the prefix (lines 17–18). It then
identifies the routing processes which uses the route filter, and
updates the corresponding inter-device edges in the ETPGs of
the traffic classes impacted (lines 19-20). The updated static
routes can be processed in a similar way. Finally, it accounts for
the changed configuration constructs (i.e., ACL) that impact a
specific traffic class (lines 21–25). An ACL is usually assigned to
specific interfaces, which permits or blocks traffic from specific
source to specific destination. It loads the source and destination
prefixes in the updated ACL, and computes the overlapping
traffic classes whose source address and destination address
are overlapped the prefixes (lines 22–23). Then, it updates
the corresponding inter-device edges in the digraphs of the
impacted traffic classes (lines 24–25). Following the above steps,
we can obtain the updated ETPGs for the changed network
configurations, and these ETPGs can be used to update the
reachability-to-ports table.

For instance, an ACL is added on router R3 in the network in
Fig. 3, which blocks the traffic from hosts C1 (10.0.6.0/26) to
subnetE(10.0.3.2/24). The prefix ofC1 is overlapping with the
prefix of subnet C(10.0.6.0/24). After computing nonoverlap-
ping prefix, the existing traffic class (C � E) is spitted into the
traffic class C1 � E and the traffic class C2 � E. The ETPGs
for these traffic classes are illustrated in Fig. 5.
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Fig. 5. ETPGs for the traffic class of C1 � E and the traffic class C2 � E.

When the updated configuration constructs impact all traffic
classes, updating ETPGs yields O(nd2m2 + nmr) complexity,
where n is the number of traffic classes, d is the number of
updated devices, m is number of the routing processes running
on an updated device and r is the number of devices participating
in a single updated routing instance. If the updated configuration
constructs only contain route filters or static routes, it requires
at most O(p) computations for each ETPG, where p is the
number of updated route filters or static routes that impact that
ETPG. Therefore, we can bound the running time of updating
ETPGs by O(stp), where s is the number of endpoint groups
that match with the updated route filters or static routes, and t is
the number of total endpoint groups. If the updated constructs
only contain ACLs, it requires at most O(e) computations for
each ETPG, where e is the number of ACLs that impact this
ETPG. Consequently, the computation cost of updating ETPGs
is O(qe), where q is the number of endpoint groups that match
with the ACLs. Consequently, we can bound the worst case
running time of the ETPGs update by O(nd2m2 + nmr).

B. Packet Update With the Reachability-to-Ports Table

Lines 1–5 in Algorithm 4 summarize the key steps to up-
date the reachability-to-ports table with the updated ETPGs.
It starts by identifying the changed ETPGs, and initializing
the updated reachability-to-ports table T (lines 1–2). For each
changed ETPG, it computes the min-cost path between source
vertex and destination vertex using a polynomial-time graph
algorithm, and then updates the corresponding entry in the
table T (lines 3–5). Following the above steps, we can obtain
the updated reachability-to-ports table for the changed network
configurations.

As the changed configuration constructs may only impact a
few entries of the reachability-to-ports table, it is really time-
consuming to regenerate probes with the updated reachability-
to-ports table. We propose an approach to quickly update the
probes such that the probes can still cover all ports in the
network. The key steps are summarized in Algorithm 4 (lines
6–19). It computes the ports LΩ to be covered with the updated
network configuration, and identifies the changed entries in up-
dated reachability-to-ports table. These changes can be classified
into three categories: entry addition, entry removal and entry
modification which can be considered as the removal of the
old entry and addition of a new entry. For each entry er in the
removed entries, if the packet in its header space is not selected
as a probe, the removal of this entry cannot affect the probes.
Otherwise, it removes the corresponding probe of this entry

from the existing probes. As each probe in the existing probes is
selected to exercise some ports, the removal may result that some
ports cannot be exercised now. In addition, not all of the history
ports in the entry er are impacted, as some of ports can also
be covered by the packets of other entries. Therefore, it updates
the uncovered ports UΩ by computing the difference set of the
history ports of the entry er and the ports LΩ (lines 9–13). For
each entry in added entries, it checks whether the history ports of
this entry can be exercised by the existing probes. If all of ports
can be exercised by the existing probes, the addition of this entry
do not impact the probe updates. Otherwise, it identifies the ports
which cannot be covered by the existing probes (lines 14–16).
Then, it identifies entries TU whose header spaces are not used
to generate the existing probes, and it selects the minimum test
packets with the entries TU to cover the ports UΩ, following the
probe generation approaches in Algorithm 2 (lines 17–19).

Updating the reachability-to-ports table requires at most
O(rd2m2) computations, where r is the number of the updated
ETPGs, d is the number of devices, and m is the maximum
number of routing processes running on a single device. The
trim on existing test packets yields O(p) complexity, where p
is the number of test packets; and the identification of the table
entries used to generate updated test packets requires at most
O(t) computations, where t is the number of the entries in the up-
dated reachability-to-ports table. The test packet selection with
these table entries requires at most O([1 + 1/(q − 1)]Σi|Hi|)
computations, where q is the pre-specified value and Hi is the
port set in each table entry. Therefore, we can bound the worst
case running time of the test packet update by O(rd2m2 + [1 +
1/(q − 1)]Σi|Hi|).

C. Discussion and Limitation

SWIFT has limitations in following three aspects: i) It can
only use the terminals that are available, and test packets that
terminals permit. All test packets generation frameworks share
this limitation. ii) Similar to prior work [6], [18], in order to
improve performance, we do not model the network control
plane as a message-passing system. This choice means we ignore
the middle transient states of the network. Therefore, SWIFT
cannot uncover errors whose lifetime is in middle transient
states. iii) Similar to configuration verification tools [5], [8],
[22], SWIFT currently does not model additional protocols and
features used in hybrid networks or virtual networks. Many
networks have hybrid control planes that use both SDN and tra-
ditional distributed routing protocols; many virtual networks are
designed in an overlay/underlay pattern that is implemented by
encapsulating packets, e.g. using IP-in-IP, IP GRE, or VXLAN
tunnels. We plan to extend SWIFT to support these features in
our future research.

V. EVALUATION

We have implemented the above framework which consists
of four major components: (i) a network configuration parser,
(ii) a test packet generator, (iii) a test packet updater, and (iv) a
monitor.
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Fig. 6. The workflow of SWIFT.

Network configuration parser: As shown in Fig. 6, the parser
can read router configurations collected by network managers.
We construct the configuration parser based on the batfish
parser [5] which widely used in control plane verification tools.
Configurations from different routers could be written with dif-
ferent configuration languages (e.g., Cisco, Arista and JunOS).
The parser can normalize these vendor-specific configurations
to vendor-agnostic configuration.

Test packet generator: We have implemented the test packet
generator in Java. The generator reads the vendor-agnostic con-
figurations, coverts these configurations to ETPGs, generates
the reachability-to-ports table, and then executes the test packet
generation algorithm. The generated test cases are sent to the
monitor.

Test packet updater: We have implemented the test packet
updater in Java. The updater loads the original vendor-agnostic
configurations, the updated vendor-agnostic configurations, and
the existing test packets. It then updates the reachability-to-ports
tables with configurations, removes the invalid probes, computes
entries which are not used to generate probes in the reachability-
to-ports tables, and computes the ports to be tested. The packet
generator is then informed to generate the new test cases with
these entries and ports. Finally, the updated test cases are sent
to the monitor.

Monitor. The monitor reads the storied generated test cases,
and instructs the available test terminals (e.g., hosts) to send
the appropriate probes, loads the feedback information of test
terminals, and generate test reports. It then loads the updated
test cases periodically, repeats the above process.

We have designed our experiments to answer two high-level
questions: (i) How efficiently can SWIFT generate test packets?
(ii) How efficient is SWIFT for the configuration update? All
experiments are performed on a machine with 8 GB of RAM
and Intel Core CPU running at 3.40 GHz.

A. Test Packet Generation

We evaluate SWIFT with benchmark network configurations
including real network configurations and synthetic network
configurations [23]. As shown in Fig. 7, these networks range
in size from two to a few dozens of routers. The routers in

Fig. 7. Scale of the networks.

Fig. 8. Scale of the network configurations and scale of the traffic classes.

Fig. 9. Time for configuration parsing, reachability-to-ports table generation
and test packet generation.

these networks are connected with one to several dozens of
physical links. Fig. 7 provides the cumulative distribution of
links/devices. The ratio of links to devices is less than 2 for 97%
of the networks. The configurations of these networks include
ISIS, OSPF, eBGP, iBGP, static routes, ACLs and route redistri-
butions. Fig. 8 shows the scale of these networks configurations.
The configurations range in size from ten to thousands of lines.
Fig. 8 shows the scale of the traffic classes in these networks. We
observe that these networks range in size from 200 to 14,000 of
traffic classes. There are less than 14,000 traffic classes in 99%
of these networks, and less than 10,000 traffic classes in 82% of
networks.

1) Generation Efficiency: We evaluate the time of SWIFT
required to generate test packets and the number of test packets
generated. It is always desirable for the test packet generation
time to be reasonably low, such that it is efficient to be used in
practice. The number of test packets is expected to be reasonably
small such as the regular traffic is not effected.

Time. Fig. 9 (left) shows the time for probe genera-
tion (including parsing network configurations, generating the
reachability-to-ports table and generating the test packets with
the reachability-to-ports table) for these networks. The time
taken by these networks ranges from 4.8 s to 73.6 s, and the ma-
jority of the time is taken on generating the reachability-to-ports
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Fig. 10. CDF of the time cost for reachability-to-ports table generation and
test packet generation.

TABLE IV
STATISTICS OF COMPARISON RESULT

table. Fig. 9 (right) characterizes the cumulative distribution
of the network configuration parsing time. The configuration
parsing takes less than 3 s for 71% of the networks, and at most
3.5 s across all the networks. Fig. 10 characterizes the cumulative
distribution of the reachability-to-ports table generation time.
The time spent on generating the reachability-to-ports table for
these networks ranges from 1.7 s to 71.3 s. The generation time is
less than 30 s for 57% of the networks, and less than 40 s for 80%
of the total networks. We evaluate the time required to generate
ETPGs for each of the networks. We observe that this time for
constructing the ETPGs is roughly correlated with the number
of devices in the network (Pearson correlation co-efficient of
0.48), roughly correlated with the number of traffic classes in the
network (Pearson correlation co-efficient of 0.74). The networks
that take the longest are those with the most traffic classes. It
takes less than 100 s to construct the ETPGs for that network
which has 14 K traffic classes. The time per traffic class ranges
from 3 ms to 10 ms (median 4.3 ms). As shown in Fig. 10 (right),
the test packet generation time with reachability-to-ports table
ranges from 0.28 s to 1.57 s. The generation time is less than
0.4 s for 80% of the networks, and less than 0.6 s for 89% of the
networks.

We also evaluate storage space to save these ETPGs for each
of the networks. We found that the storage space is roughly
correlated with the number of devices in the network. Even that,
69% of networks’ ETPGs take less than 100 MB of space when
stored as serialized Java objects.

Someone may argue that running a simulator like Batfish [5]
on configurations to get a data plane and then ATPG [3] on the
data plane can generate test packets. On one hand, this approach
does not support incremental test packet updates to react the
network configuration updates. On the other hand, it computes
test packets with simulation network model which makes the
generation time not reasonably slow. Table IV shows statistics of
comparison result. We observe that the time taken by Batfish [5]+
ATPG [3] to generate test packets is much larger than the time
taken by SWIFT.

Fig. 11. Number of probes generated by SWIFT.

Fig. 12. Port coverage and number of probes versus percentage of available
test terminals.

Number. Fig. 11 shows the number of test packets generated
by SWIFT. The number of these test packets ranges from 22 to
90. We observe that 74% of the networks have fewer than 70
test packets, and 58% of the networks have fewer than 60 test
packets. For each network, we also count the number of packets
with the all-pair test packets generation strategy (i.e., each test
agent sends ping test packets to other available test agents.).
With coarse computation, the ratio of test packets generated by
SWIFT to test packets generated by all-pair strategy is at most
5% across all the networks.

2) Coverage: Even network managers exclude external traf-
fic, some internal ports of the network cannot be used to send test
packets for security concerns [3]. This limitation is analogous
to software testing in a program, which aims to test all code
branches. Therefore, we evaluate the coverage of SWIFT with
different percentage of available ports in networks.

To analyze how the coverage of ports relates to test terminals,
we use two networks (i.e., Net1, Net2) [5] and randomly selects a
certain percentage of ports as available ports. Net1 is a university
network which consists of 3 border routers, 5 core routers and 13
distribution routers. These border routers run eBGP and iBGP
for external connectivity and internal connectivity. The eBGP
is used to connect the router with two provider ASes, and the
iBGP is used to connect the router with core routers. Different
from Net1, there are 17 routers in Net2 which run OSPF for
connectivity.

Proportion and Number. Fig. 12 shows the port coverage (left)
and the number of probes (right) for both Net1 and Net2 when
the percentage of available test terminals is equal to 10%, 25%,
40%, 55%, 70%, 85% and 100%. For these networks, we run
each test five times and take the mean. We observe that SWIFT
has similar port coverage rates on Net1 and Net2. With 70% of
the available test terminals, 84% of the ports of the Net1 can
be exercised, and 80% of ports of the Net2 can be exercised
in average. With 85% of the available test terminals, 94% of
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Fig. 13. CDF of the time cost of probe update for ACL update.

the ports of the Net1 can be exercised in average, while 90%
of ports of the Net2 can be exercised. The result implies that
the average value of port coverage of Net1 is higher than that
of Net2. From the figure (right), we observe that, the number
of probes increases as more test terminals are used in SWIFT.
With 70% of the available test terminals, there are 18 test packets
in Net1 and 7 test packets in Net2. With 85% of the available
terminals, there are 23 test packets for Net1, and 9 test packets
for Net2. The result implies that, compared with Net1, Net2
requires substantially fewer probes with the same percentage of
available test terminals.

When all test terminals are available, each test for Net1
requires sending about 23 packets per port in the worst case.
If these packets were sent over a single 1 Gb/s link, assuming
each test packet is 100 bytes and not considering the propaga-
tion delay. Testing the entire network ten times every second
would use less than 1% of the link bandwidth! Similarly, all the
forwarding rules in Net2 can be tested using 8 test packets per
port in the worst case. Testing the entire network ten times every
second would also using less than 1% of the link bandwidth. One
may argue that there are only dozens of links in Net1 and Net2.
We also compute the cost of SWIFT for the network with the
most traffic classes across all the networks we study [5]. Each
test for this network requires sending about 85 packets per port
in the worst case, and testing the entire network would use less
than 1% of the link bandwidth (1 Gb/s).

B. Test Packet Update

1) Update Efficiency: As introduced early, network manager
performs frequent network configuration updates due to security
concern or business service concern. We now examine the update
efficiency of SWIFT, by analyzing the time of test packet update
with different types of configuration changes.

Time. Fig. 13 shows the cumulative distribution of the time
when SWIFT reacts to an ACL addition and an ACL removal. We
conduct 5 production runs for each of the ACL addition and ACL
removal operation, and take the mean for the time cost. From
the figure (left), we observe that, for reachability-to-ports table
update, SWIFT takes less than 10 ms for 63% of the networks,
and less than 15 ms for 83% of the networks. For test packet
update with the reachability-to-ports table, it takes less than
13.4 ms for 60% of the networks, and less than 17.1 ms for
80% of the networks we study. As shown in the figure (right),
to react to the removal of an ACL filter, SWIFT takes at most

Fig. 14. CDF of the time cost of probe update for route-policy update.

62 ms across all the networks we study. For 80% of the networks,
it takes fewer than 14.7 ms for the reachability-to-ports table
update. For test packet update with the reachability-to-ports
table, it takes fewer than 26.9 ms for 80% of the networks. The
result also implies that the time used to react to the removal of
an ACL is a bit more than the time used to react to the addition
of an ACL.

Fig. 14 characterizes the time cost of SWIFT to react to the
route-policy update. For the addition of route-policy, 60% of the
networks take less than 56.2 ms to update the reachability-to-
ports table, and 80% of the networks take less than 79.1 ms.
For test packet update with the reachability-to-ports table, it
takes less than 87.4 ms for 80% of the networks we study. As
shown in the figure (right), for the removal of route-policy, it
takes less than 145 ms for 78% of the networks to update the
reachability-to-ports table. 80% of the networks take less than
142.5 ms to update test packets, and 95% of the networks take
less than 154.2 ms. The result also implies that the time used to
react to the removal of an route-policy is a bit more than that to
react to the time used to react to the addition of an route-policy.

C. Testing in a Production Network

We deployed an experimental SWIFT system in the network
of Beijing Jiaotong University. The network [24] consists of
dozens of routers, hundreds of switches, and 46,000 network
information points, which provides the network service for
36,500 users in the teaching area, student apartment area and
family area. For test terminals, we utilized the hundreds of
WiFi access points that were already installed throughout the
university. This allowed us to achieve high coverage on links.

Fig. 15 provides the network topology of student apartment
area. The network consists of the access, the convergence, and
the core layers. There are more than 200 H3C-E026 switches
in the access layer, which connects client devices, such as
laptops, servers and peripherals on the internal network. If a host
accesses a resource in some other network, it sends the traffic
to the convergence layer. The convergence layer handles packet
filtering and determines how packets can reach the core layer
with a few dozens of H3C-S5516 Gigabit Ethernet switches. The
core layer consists of several H3C-S8505 10 Gigabit Ethernet
switches and NE40E routers, and connects with the networks
of Cernet2, China Mobile, China Unicom, China Telecom and
so on. The networks of teaching area, family area and data
center are similarly connected to the backbone of the university
network. As an aside, the data center network consists of dozens
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Fig. 15. The network topology of student apartment area.

Fig. 16. The Dec 2, 2020 production network outages captured by SWIFT.

of H3C-S12500R routers, and its topology looks like a fat-tree
topology.

From December 2020 to January 2021, the SWIFT system
was used in the university network. Through the interview with
the network managers, we knew that configuration updates of
this university network are often carried out at night. Therefore,
the central server loads the network configurations every 6 hours
from 6:00 to 24:00, and every 30 minutes from 0:00 to 6:00. Each
test agent downloads a list of ping targets from a central server
every 30 minutes, and conducts ping tests every 30 seconds.

The test packets sent by SWIFT on each available port range
from 3,557 to 4,085. Testing this production network uses less
than 1% of the link bandwidth (10 Gb/s) in the worst case.

During the experiment, we found three major network out-
ages. The first outages occurred on December 2 2020. Fig. 16
shows the number of failed test cases during that period. SWIFT
only used 118 test packets in each run during the first outages.
It used 144 test packets per round during the second outages.
SWIFT found the third outages on January 24 2021. There are
38 failed test cases during this period, and SWIFT used 126
test packets per round. The network managers confirmed that
the first outage was caused by the powered off of the border
router in the Shaw Building. The powered off of the border router
were compliant in Shaw Building’s computer room construction
and renovation project. The second outage on January 11 2021
was caused by the failed links in the weak electricity room of
Building No. 7 of Changyuan in the family area. The network
managers confirmed that the water pipe leaked, and the water

entered the weak electricity room and caused damage to the
links. For the third outage, the managers were unable to find the
root cause. Despite that, we emphasize that SWIFT correctly
detected the outage in these cases and pinpointed the affected
links.

VI. RELATED WORK

Researchers have recently proposed a lot of approaches to ver-
ify or test network control plane or data plane. These approaches
can be divided into four classes: data plane testing, data plane
verification, control plane verification and control plane testing.

Data Plane Testing: (i) The work closest to ours are ATPG [3]
and Pronto [11], which collects FIBs and uses test packets to
exercise every link. ATPG generates end-to-end test cases via
header space analysis [25], and Pronto improves the speed of test
case generation via the AP approach [26]. However, the stable
and consistent data plane snapshots are not available for these
tools. In addition, none of these tools support updating test pack-
ets incrementally. (ii) BUZZ [27] generates test cases to ensure
that the stateful data plane elements meet the context-dependent
policies. Its goal is to test the logical correctness of the data
plane functions, not the correctness of the actual implementa-
tion of data plane in our work. (iii) Some recent works, like
Monocle [28], RuleScope [29] and RuleChecker [30], propose
to generate test packets to check every switch. However, they
design their network models with flow tables, and only work in
software defined networks.

Data Plane Verification: Various approaches (e.g., HSA [25],
VMN [31]) have been proposed to verify the reachability behav-
ior of the data plane [2], [9], [32], [33], [34]. These tools convert
the data-plane information into boolean expressions or other
formal models, and check whether a network invariant (e.g.,
reachability, forwarding loop) would be satisfied. The result
from such verification is valid only for the specific data plane
snapshot. However, they can detect the errors in FIBs or flow
tables, but not the problems in actual implementation of data
plane.

Control Plane Verification: Compared with data plane verifi-
cation, control plane verification enables more powerful anal-
ysis. Control plane verification tools are designed to detect
configuration errors proactively, before configurations are de-
ployed. Batfish [5] simulates routing protocols under a given
environment to obtain and analyze the resulting data plane.
Hoyan [35] improves the the simulation model of Batfish by
encoding the route announcement with the variables of link
state. SRE [8] improves Hoyan with the symbolic router ex-
ecution technology, which computes the reachability with the
symbolic packet header and symbolic routing tables. ARC [18]
abstracts the control plane as abstract weighted graphs, and ver-
ify the network invariants using graph algorithms. ERA [6] and
Minesweeper [1] analyze control plane via the abstract routing
records. DNA [22] improves the verification by taking control
plane changes into account, and outputs consequent differences
due to configuration changes. Our work is complementary to
these efforts, which can capture the problems in the actual
implementation of the network data plane.
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Control Plane Testing: In software defined networks, many
studies contribute to control plane testing. Some works (e.g.,
NICE [36], DeLorean [37], and Yakuwa et al. [38]) extract
formal models from the source codes of SDN applications,
and perform model-based testing. Others [39], [40] propose
black-box testing methods for SDN applications. For example,
STS [39] tests multiple controllers via a black-box fuzz testing
method. They design the network models with the source codes
of SDN applications, and these models cannot be extended
to support configuration-based networks which are dominant
currently. Unlike these studies, our work uses the configuration
information in the distributed control plane to proactively check
the liveness properties.

VII. CONCLUSION

In this paper, we present a systematic technique SWIFT that
automatically generates probes to test network data plane. It is
the first step to generate test packets with network configura-
tions. SWIFT is able to convert the network configurations into
extended traffic propagation graphs, and generate the minimum
set of test packets to exercise all interfaces in the network. It can
also react to the network configuration updates by incrementally
updating probes in a short time. The evaluation suggests that
SWIFT is efficient and useful for testing the actual implementa-
tion of the data plane. In future work, we will extend SWIFT to
automatically isolate faulty devices or links; and automatically
generate minimal configuration repairs to improve the fault
tolerance of the network.
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